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Foreword

Over the pastfive years,Herve Bourlard and NelsonMorgan have beenen-
gagedin an internationalcollaborationaimed at determiningwhetherneu-
ral networks could be usedto improve talkerindependentontinuousspeech
recognition. This book provides a detailedreview of their successfutollab-
oration. It describeshow large multi-layer perceptronnetworks containing
more than 150,000weights were trained and integratedinto a state-of-the-
art HiddenMarkov Model (HMM) recognizetto provide improved acoustic-
phoneticmodelingandimproved recognitionaccurag. The lessondearned
alongtheway form a casestudywhich demonstratebow hybrid systemscan
be developedthat combineneuralnetworks with more traditional statistical
approachesThe bookillustratesboth the advantagesandlimitations of neu-
ral networks asseenby researchers/ho understandoth neuralnetworks and
alternatve statisticalapproaches.

Thebookfirst describesarly researctandtheorywhich demonstrat¢hat
neuralnetworksestimateBayesiaraposterioriprobabilities. This allows multi-
layer perceptrongo be integratedinto hybrid HMM speechrecognizersria a
commonstatisticalframeavork. The book thendescribegproblemsthatwere
encountere@ndsolvedin developinghybrid speakr-dependet andspealkr
independentontinuousspeechrecognizerslt describeghe Ring Array Pro-
cessorthat was requiredto obtain practicaltraining times on databasesvith
morethanamillion inputfeaturevectors.lt alsodescribefiow cross-alidation
testingwasusedto preventover training; how network outputswerenormal-
ized by classprior probabilitiesto provide scaledlikelihoods;andtechniques
thatimprovedtrainingtimes,includingrandomsampling correctlyinitializing
outputnodebiasesgraduallydecreasinghe step-sizeandtrial-by-trial weight
adaptation.

The book presentsomeuniquenetwork designsand proofsmotivatedby
the connectionbetweennetworks and statistics. A context-dependenteural
network is describedwhich estimatescontext-dependentlassprobabilities
with mary fewerweightsthanwould berequiredf oneoutputwaspravidedfor
eachclass-contet combination.This approachrequiresthreesmall networks
insteadof onemuchlarger network. A modificationof radial basisfunction
networksis alsodescribedvhich forcesoutputsto sumto one.Proofsarepre-

XXi



XXii FOREWORD

sentedvhich demonstratéhatnetwork outputsestimateBayesiara posteriori
probabilitiesandthatauto-associationetworksusedfor datacompressioper
form afunctionsimilar to thatperformedby principalcomponentsinalysis.

This book is useful to aryone who intendsto use neural networks for
speectrecognitionor within the frameavork provided by an existing success-
ful statisticalapproachlt requiressomeknowledgeof speeclrecognitionand
signal processindout provides a helpful casestudy which demonstratethat
neuralnetworksareausefultool thatcanbe usedside-by-sidevith othermore
acceptedstatisticalapproaches.

RichardLippmann
MIT Lincoln Labs,April 13,1993



Preface

SinceLeibnizthere hasbeenno manwho hashad

a full commandf all the intellectualactivity of his

day Thete are fields of scientificwork which have
beenexplored fromthe different sidesof pure math-

ematics,statistics,electrical engineeringand neu-

rophysiolgy; in which every singlenotionreceives
a sepaate namefromead group,andin which im-

portantwork hasbeentriplicated or quadruplated,
while still other importantwork is delayedby the

unavailability in onefield of resultsthat may have
alreadybecometlassicalin the next field.

— NorbertWiener—

At onetime, scientificknovledgewasheldby arelatively smallgroupwith
acommandf aneng/clopedicrangeof topics. Today it maynolongerbepos-
sibleto do scientificresearchasalonewolf. Advancescanonly be achieed
throughdiscussiorandworldwide exchangeswith scientificcolleaguesThis
is actuallya positve developmentfor a numberof reasonsFirst, mary ideas
cancomethroughthe groupactiity of complementaryninds. Pasta certain
point, participantsn sucha“groupthink” exercisearenolongerclearlyawvare
of theboundarie®f origin of ary particularidea. Thework reportechereis an
exampleof sucha collaboration.Secondlywhentheseadvancesareobtained
throughtheinteractionof colleaguescrossationallines,thiscommunication
is animportantcomponenbf global awarenessWe grow to understandind
appreciateeachothers cultures becomingbettercitizensof our globalvillage.
Finally, widespreadaxchangedorce us toward more effective self-criticism,
sincewe know thatothersviewing our work will certainlyseeits flaws.

Thereis, however, aneggative sideto thisdistribution of expertise.Innumer
ablesub-disciplinehave developed ofteneachwith its own jargon. This often
meanghatcomplementargxpertsmay not evensharethe sametechnicallan-
guagemakingcollaborationdifficult. Speeclcommunicatiorwith machines
certainlysuchanarea requiringcontritutionsfrom linguists,computerscien-
tists, electricalengineerspsychologistsand mathematiciangto namejust a
few majorfields). Evenwithin the engineeringaspectf this pursuit,thereis

XXiii
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adiversemixture of signalprocessingpatternrecognition probability theory

speechscienceandsystemdesign.For completesystemstheseaspectsnust
beaugmentedby incorporatingknowledgeof language Thediversity of these
topicsis oneof the greatesproblemsfor machinespeeclcommunication.

The work describedn this volumeis the resultof a strongcollaboration
andfriendshipbetweenthe authors. The joint work beganwith an extended
visit Bourlardmadeto ICSI startingin 1988, shortly after someseminalwork
that he had donewith ChristianWellekensat Philipsin Belgium. After this
visit, theresearcttontinuedbothindividually andjointly, assistedy frequent
shortvisits, electronicmail, fax, andthe occasionakxpensve phonecall. The
resultwasa body of work thatwe reporthere,all basedon the useof multi-
layer perceptrongo estimatethe probabilitiesof soundunits for usein con-
tinuousspeechrecognition.While only a smallpartof the overall problemof
speechrecognitionjt nonethelesbringstogetherarangeof subjects We have
tried to describethesepiecesusing consistenterminology but hopethat we
still givethereadera sensef thediversity of thefieldsrequiredto explorethis
subject.

Sciencemovesquickly, andtheideasin thesepagesmaywell seemnave
in a few shortyearsafter they were written. This cant be helped. On the
otherhand,someof theseideasmay prove to beimportant,in which casethey
will almostcertainlybe misusedthatis, be usedto Humankind$ detriment).
This also cannotbe helped. However, we expressthe hopethatthe senseof
internationalisnmhatwasresponsibldor theresearclprogressill bereflected
in the useof this technologyfor peacefulpurposes.

Heng BourlardandNelsonMorgan
Berkeley, CA, May 1993.



Acknowledgments

Many peoplehave contrituteddirectly andindirectly to boththework reported
hereandto this book itself. Somehelpful partieswill, alas,be unavoidably
omittedfrom ary suchlist.! Someof the peoplewho we feel moststrongly
aboutthankingare(in no particularorder):

¢ RichardLippmannfor his Forevord andhelpful comments.

e Luis Almeida,Rere Boite, HenriLeich,andJohnLazzardfor theirearly
readingsandcriticism.

e ChuckWootersfor theyearsof work thathe hasputinto developingthe
practicalinstantiationof the systemslescribechere

e Steve Renalsfor his work with us,bothonwriting, theory andpractice.

e ChristianWellekens,who collaboratednthework describedn partsof
Chapters3 and7, while heandBourlardwereat Philips.

e MarcoSaerenswho collaboratedn Chapterl 3.

e YvesKamp, who collaboratedwith Bourlard on the work reportedin
Chapterl4.

e JamesBeck, Phil Kohn, andJef Bilmes, who madethe RAP machine
areality for the heary computatiorrequiredto developthe methodsde-
scribedhere.

e YochaiKonig,whosecriticismwasvery helpful duringour rewrites,and
who hasbeena contrilutor in the morerecentstagesf our work.

e Our friendsat SRI: Mike Cohen,Horacio Franco,and Victor Abrash,
with whomwe have collaboratedverthelastthreeyears particularlyon
the context-dependenadvancesthatthey have made;andHy Murveit,
with whomwe hadearly discussiongin 1988)that startedoff our own
collaboration.

We have alsogracefullyneglectedto mentionthe namesof aryonewho hinderedus.

XXV



XXVi ACKNOWLEDGMENTS

ICSI in generaland Jerry Feldmanin particularfor putting up with us
while we puzzledthroughthis work andthis book.

Ditto for JoLernoutandLHS.

BeatriceBenjamin,for the cartoonghatbrightenup this sobertreatise.
¢ VivianBalis, for herhelpwith theotherfigures.

e Molly Walker, for hercarefuleditingof thefinal version.

Of course we alsogratefullyacknavledgetherecentsupportfrom the Eu-
ropeanCommunitys ESPRITprogram(BasicResearchProjectno. 6487),as
well asARPA (andin particular BarbaraYoon)for supportof our collabora-
tion with SRIunderARPA contractMDA904-90-C-5253.

We alsothankthe world’s leadersor not blowing up the planetwhile we
werewriting this,aswe REALLY wantedto finishit.

We thankour familiesfor their support.

Finally, we would regretfully like to sayfarewell to afriend andcolleague
thatleft usthis year: FrankFallside,who will bemissed.



XXVil






Part |

BACKGROUND






Chapter 1

INTRODUCTION

New opinionsare alwayssuspectedcandusuallyop-
posed,without any other reason,but becausethey
are notalreadycommon.

—JohnLocke —

For thirty years,Artificial Neural Networks (ANNs) have beenusedfor
difficult problemsn patternrecognitionViglione, 1970]. Someof theseprob-
lems,suchasthe patternanalysisof brainwaves,have beencharacterizethy a
low signal-to-noiseatio; in somecasest wasnotevenknown whatwassignal
andwhatwasnoise.

More recently ANNs have beenappliedto AutomaticSpeectRecognition
(ASR). Despitethe relatively deepknowledgethatwe have aboutthe speech
signal, ASR is still difficult. This is so for a numberof reasonsut partly
becausehefield is motivatedby the promiseof human-leel performancein-
derrealisticconditions,andthisis currentlyanunsohed problem.For speech
communicationstatisticallysignificantclassificationaccuraciesre of no in-
terestif they arelow comparedo humanlisteners.

SoASRisahardproblemandANNs canbehelpfulfor hardpatternrecog-
nition problems.However, we arewary of assuminghatneural“magic” can
solve this or ary otherproblem. Practicalpatternrecognitionsystemsarenot
realizedsimply by onemonolithicelementgitherin theform of asingleANN
or ary otherhomogeneousomponent.Solving a real-world problemalmost
alwaysrequiresthe crafting of a heterogeneousystemfrom modulesthatthe
engineethasin histoolkit. Thisis atleastpartly becauséhe structureof hard
problemsthemselesis typically heterogeneousOne might have a compo-
nentthatis bestdescribedassignalprocessinganotherasa classificationor
patternmatchingmodule,and yet anothermight incorporatesyntacticor se-
manticknowledge. ASR is no exception; evenfor the “standard”statistical
systemsthat we have usedas our starting point, completerecognizerscon-
sist of a numberof critical pieces. This modularpropertyis fortuitous for

3



4 CHAPTER1. INTRODUCTION

researchersWe canpick someaspecif thewhole problemthatwe consider
suboptimalandattemptto improve it with anew techniquglor anold onethat
hasnot beenappliedto this subtask).Ultimately, therearestrongadwantages
to greaterhomogeneity- for instance doing the entiretaskwith ANN mod-
ules;in principle,this would provide greateiflexibility for globaloptimization
of the system.At themomentwe don't know how to dorthis.

Thefocusof this book, assuggestedby thetitle,* is on the integration of
ANNSs into an ASR systemfor continuousspeech.This hasbeendonefor an
importantrecognitionsubtask phoneticprobability estimation. Theseproba-
bilities areusedasparametersor HiddenMarkov Models(HMMSs), currently
the framework of choicefor state-of-the-artecognizers Keepingthe overall
framework of a corventionalrecognizethaspermittedus to make controlled
comparisonso evaluatenew techniques.

1.1 Automatic SpeechRecognition(ASR)

The dominanttechnologicalapproachegor speechrecognitionsystemsare
basedon patternmatchingof statisticalrepresentationsf the acousticspeech
signal,suchasHMM wholeword andsubword (e.g.,phonememodels.How-
ever, althoughsignificantprogreshasbeenmadein thefield of ASR thesdast
years thetypical vocatulary sizeis still very limited? andthe performancef
theresultingsystemss still not comparabldo thatachiezed by humanbeings.

Consideringheimmenseeffort thathasgoneinto studyingspeectrecog-
nition overthelastfour decadespnemightwonderwhy this areais still atopic
for research As earlyasthe 1950s,researcherbuilt simplerecognizersvith
credibleperformancedor restrictedtasks(suchasisolateddigits spolen by a
singletalker). Unfortunately the techniquesusedin thesesystemswere not
sufiicient to solve the generalproblemof ASR. The difficulties of this prob-
lem can be describedn termsof a numberof characterizationsf the task,
including:

1. Intra- andinterspeakr variabilities 1s the systemspeakr dependent
(i.e., optimizedfor a singletalker), or speakr independenfcanrecog-
nizearnyonesvoice)?Typically, speakrdependensystemsanachie/e
betterrecognitionperformancethan speakrindependet systemsbe-
causethe variability of the speechsignal(i.e., the way wordsand sub-
wordsarepronouncedjs morelimited. However, thisis achieved at the
costof anew enrollment(training) sessiorthathasto be donefor every
new spealker; thememoryrequirementsvill alsobelargersinceonehas
to storespecificmodelsfor every user

1Seethefront coverif you've forgottenit.

2\While someexisting systemavork with very largevocahularies thereis alwayssomecom-
pensatingestriction,suchasthelimitation to a very task-specifigrammarfor ary systenthat
workswell enoughto be useful.
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For mostapplicationge.g.,thepublictelephonanetwork), only speakr
independensystemsare useful. In this case,spealkr independences
usuallyachiezed by usingthe samebaselinemodels(e.g.,HMMs) that
aretrainedon databasesontaininga large populationof representatie
talkers. In this case the ASR systemdoesnot requirespecifictraining
andusesthe samesetof modelsof every user

A solutionbetweerspeakrdependenandspeakr-indepenén systems
consistsn doingfastspealkr adaptationin this case startingfrom pre-
trained (e.g., speakrindepenen) models,one tries to adaptthe pa-
rameterof themodelsquickly to bettermatchthe characteristicef the
users voice. This canbe performedin a supervisedvay (e.g.,prompt-
ing thespealer for asmallsetof utterancespr takinga correctve action
eachtime the userdetectsan error) or unsupervisedvay (from a few
unconstrainedtterancesrom the spealer).

2. Isthesystemableto recognizesolatedor continuousspeecf With iso-
latedword recognitionsystemsthetalker is requiredto saywordswith
shortpausesn between.This is the simplestcase,sinceword bound-
ariesaredetectedairly easily andsincethewordsarenotstronglycoar
ticulated.

ContinuousSpeechRecognitionlCSR)systemsanrecognizeasequence
of wordsthat are spolen without requiring pausesetweenthe words.
In this case,the wordsin the utterancesan be strongly coarticulated,
which makes recognitionconsiderablymore difficult. Typically these
systemsassumespeechwith a predefinedexicon and syntax. A very
challengingextensionof suchsystemsachieves recognitionof natural
or spontaneouspeechfor which the talker is not constrainedby vo-
calulary sizeor artificial grammaticalconstraints.This is still anopen
researchissuesince, in this case,the systemhasto dealwith speech
disfluencieshesitationspon-grammaticasentencesyut-of-vocatulary
words,etc.

Anotherproblemthatis neitherisolatedword recognitionnor continu-
ousspeechrecognition(but whichis asdifficult asCSR)is oftenreferred
to as keyword spotting(KWS). In this case,onewantsto detect‘key-

words” from unconstrainedgpeechwhile ignoring all otherwords or

non-speeclsounds.Thisis akind of generalizatiorof anisolatedword
recognitionsystemn whichtheuseris notconstrainedo pronouncehe
wordsin isolation;this leadsto moreusetfriendly systems. The chal-
lengingproblemof rejectingutterancesvith no keywordsis alsousually
addresseth aKWS system.

3Diabolical systemdesignersanalsousethis approactto createa usernastysystemsuch
asonethatrebootswheneer the usersays‘pizza”.
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3. Vocalulary size and confusability s the systemable to recognizea
vocaklulary of only a few words, or canit handlelarge vocatularies
of thousandf words? What is the potential confusability between
words? In general,it is difficult to get good recognitionresultswith
a large vocalulary, andthe computationtime can also be an issuein
this case Adding morewordsincreaseshe probability of confusionbe-
tweenwords. Also, sincemorerecognitiontime is requiredfor alarger
lexicon, fastersearchtechniquege.g.,beamsearchandfastlook-ahead)
arerequired,andcandegradethe final performanceof the system.For
large vocahularies, it is alsonot generallyfeasibleto work with whole
word models,sincethis would requirea prohibitve amountof training
data,particularlyfor a speakrindepeneén system.A naturalsubword
unitis thephonemebut suchunitsarestronglycoarticulatedthatis, the
pronunciatiorof eachlinguistically basedsoundunit is stronglydepen-
denton its acoustic-phoneticontect. In general ASR performances
significantlyaffectedby the acousticconfusabilityof the vocatulary to
berecognizedwhich canleadto difficultiesevenfor smallvocalularies.
Thisis thecasefor example with the“E” setof thealphabetthatis, for
the spolen nameof thelettersthatrhymewith “E” (b, c,d, e, g, p,t, Vv,
andz).

4. Are thereary taskand/orlanguageconstraint3 In mostcasesthe task
of continuousspeechrecognitionis simplified by restrictingthe possi-
ble utterancesThis is usuallydoneby usingsyntactic(and,sometimes,
semanticlnformationto reducethe complity of thetaskandtheam-
biguity betweerwords. However, thisis still avery active researctarea
sinceit is not known how to properlyinterface generalgrammarsand
naturalspeecttonstraintsvith acoustiaecognizersThe useof seman-
tic informationis still an openissue. Sincethe degreeto which these
non-acousti&knowledgesourcedimit thepossibleutterancesandiffer,
vocalulary sizeis not a good measureof a CSRtasks difficulty. The
constrainingpower of alanguaganodelis usuallymeasuredby its per
plexity, roughly the geometricmeanof the numberof wordsthat can
occuratary decisionpoint® If N is the numberof lexicon words, the
perplity P € [1, N]. A high perpleity generallyimpliesa high level
of difficulty for atask,sincemary competingword candidatesnustbe
examinedby the acousticrecognizer The CSRtasksthat will be de-
scribedin this bookwill usuallyhave roughlya1,000word lexicon and
aperplity equalto 60.

5. Doesthesystemwork in adwersecondition® Seseralvariablesthatcan
altertheperformancef ASR systemdhave beenidentified:

4SeeJelinek,1990]for amoreprecisedescription.
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e ervironmentahoise,.e.,stationaryor nonstationanadditive noise
(e.g.,in car, cockpitor onfactoryfloor);

¢ distortedacousticsand speechcorrelatednoise (e.g., reverberant
roomacousticsnonlineardistortions);

¢ differentmicrophonege.g. telephoneset,superdirectionabr close-
talking microphones,anddifferentfilter characteristic§for which
the telephonechannelis a particularcase)which usuallyleadto
corvolutional noise;

¢ limited frequeny bandwidth(e.qg.,telephonechannelsvherethe
transmittedrequenciesrelimited betweerapproximately350Hz
and3,200Hz);

¢ alteredspeakingmanney (e.g., Lombardeffect, differing speak-
ing rate,speakr stresspreathandlip noise,pitch, uncooperatie
talker, etc.);or

e somecombinationof the above (whichis, unfortunatelythe most
frequentcase).

Somesystemscan be more robust than othersin responsdo someof

thesefactors,but in generalrecognizersare overly sensitve in this re-
5

gard:

6. Will the systembe trainedto recognizereador natural, spontaneous
speecf Virtually all practicalapplicationsrequirethe recognitionof
natural, spontaneouspeech. On the other hand, nearly all research
experimentshave usedreadtext asinput (seethe ATIS task[DARPA,
1991], an experimentalairline resenation system,for a notableexcep-
tion). The practicaldifferenceis a hostof disfluencieghatpeoplepro-
duce- for instancefilled pauseq“um” or “er”) or falsestarts. Addi-
tionally, in naturalspeechtalkerswill almostcertainlyusesomewords
thatareoutsideof therecognizetexicon. All of thesefactorsmake CSR
muchmoredifficult.

In thisbook,wewill addressheproblemof speakr-dependenandspeakr
independenCSR for “read” speechwith moderatesize lexicons (typically
1,000words)andasimplifiedlanguagamodelwith moderateo high perple-
ities (commonly60, but muchhigherfor sometasks). This hasbeenchosen
asthereferencalomainfor theapproachproposedn thebookfor severalrea-
sons:

e Testswill beperformedon standardlatabasefor whichresultsobtained
with stateof theart systemshighly optimizedfor thesetasks,areavail-
ablefor comparison;

5See[Furui, 1993]for agoodoverview of thesevariablesandthemethodshatarecurrently
usedor investigatedo copewith them.
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e Thesdasksareeasyenougho getsome‘promising” results put alsoare
hardenoughto identify statisticallysignificantimprovementsor degra-
dationsresultingfrom a new approachand

¢ After the developmentgeportedin this book,we wereableto integrate
ournewny modulesnto astate-of-the-arsystento boostits generarecog-
nition performance.

1.2 Limitations in Current ASR Systems

An excellentearly report[Davis et al., 1952] describedone of the first suc-
cessfulspeechrecognitionsystemsWhile therecognizemworked well, it was
limited to recognitionof isolateddigits for a singlespealer. A readingof the
text suggestshatthe authorsbelieved that unrestrictedecognitionof natural
speectwasashorthopaway:. It hasbeenstatedor mary yearsthatthesolution
to the speectrecognitionproblemwasonly five yearsaway.®

Unfortunately the problemis not that simple. Words that have entirely
differentmeaninggandconsequencesanhave very similar phoneticstruc-
ture. Additionally, wordsutteredin connectedspeecharesaidin very differ-
entways, oftenincluding the completedeletionof phonemeghat are clearly
statedn isolatedwords(wordsboundedy silence).Thereareaninfinite num-
berof sentencethatmay be spolen (sincethereis no restrictionon sentence
length),andeven an artificial restrictionon sentencdength(say to lessthan
20 secondspermitsa giganticnumberof possibleword combinations.Each
suchcombinationaffectsthe way wordsandphonemesrespolen (especially
dueto contetual effectsfrom neighboringsounds).Moreover, asnotedear
lier, variationsin the speeclcollectionervironment,suchasroom acoustics,
channelspectralcharacteristicspr microphoneresponsecanall make major
changesn the speectspectrumall of which canseriouslydegraderecognizer
performanceWhena systemmustbe speakrindependet, the variability for
dialect,speakingspeedandothertalker-dependenaspectsurtherincreasehe
difficulty of thetask,typically doublingtheerrorrate,evenwithin the samedi-
alector accenfgroup.

Most of thesedifficulties canbe summarizedairly simply: variability of
the speechacousticand variation of additve and convolutional noise. Addi-
tionally, however, we instinctively expecta high level of recognitionperfor
mance,muchaswould be achiered by a human(or for a keyboardinput, for
instance)andhave very little interestin arecognizethatmakesfrequentmis-
takes. For thesereasonsspeectrecognitionmustachieve a very high level of
performanceo be of generainterestasa man-machinénterface.

Whatis the performancecurrently available from the bestspeechrecog-
nition system?Certainly suchsystemscangive extremelyimpressie results

®Sinceit hasbeenrepeatedor solong, clearlyit mustbetrue...
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in the laboratory particularly with a task-restrictedgrammar;95-98%accu-
racieshave beenreportedfor the recognitionof 1000 wordsin continuous
speechWeintraubet al., 1989; Lee et al., 1989]. However, unconstrained
backgroundnoise, microphonecharacteristicsand grammarsthat are more
characteristiof real applicationsresultin far lower performance.Even the
relatively simple caseof telephonedigits, for which ratesgreaterthan 99%
have beenachieved, becomesxtremely difficult with the channelvariation
from realtelephondines; a recentexperimentcontrasted 97% accurag for
speakr-independat isolateddigit recognitionwith a40%scorewhenchanges
in thetelephonechannelwerenot handledHermansly, 1990b;Hermansk et
al., 1991]. Furthermorewithout restrictve grammargwhich arenot realistic
for generalspeech)eventhe bestspeakrindependst systemsurrentlygive
about20%word errorandabout80%sentencerror Thisis farfrom whatone
would requirein a dictationsystemfor instance.

In short, despiteencouragingprogressover the last few years, speech
recognitionby machinestill hasa long way to go to be good enoughto be
generallyuseful.

1.3 Book Overview

In thiswork wewill shav how neuralnetwork techniquegsancomplementra-
ditional approacheso improve state-of-the-artontinuousspeectrecognition
systemsHowever, we will alsoshav thatthis is not easy;we shouldnotrely
too muchon the “magical” problem-solvingabilities of ANNs withoutaclear
understandingf the underlyingprinciplesandtasks.

After abasicreview of statisticalpatternclassificatior(Chapter2), Chapter
3recallsthemainfeaturesandunderlyinghypothesesf HiddenMarkov Mod-
els(HMMs), stochastienodelsthatarenow widely usedfor automatidsolated
word andconnectedgspeectrecognition.Oneof their mainadvantagedies in
their ability to representhe time sequentiabrder of speechsignalsandthe
variability of speechproductionby the useof powerful matchingtechniques
suchasthe BaumWelchor Viterbialgorithms.Theparametersf thesemodels
arelearnedfrom large databaseghatareassumedo be statisticallyrepresen-
tative. For theirtraining,acritical problemis thechoiceof alearningcriterion.
A modelis saidto bediscriminantf it maximizeshe probabilityof producing
an associatedgetof featureswhile minimizing the probability thatthey have
beenproducedby rival models. Problemsrelatedto the choiceof a criterion
arediscussedn Section3.5.

Chapter4 focuseson linear discriminantfunctionsand a kind of ANN
called a Multilayer PerceptronfMLP). Like HMMs, theseare learningma-
chines,but they alsoprovide discriminant-basetkarning;thatis, modelsare
trainedto suppressncorrectclassificatioraswell asto modeleachclasssep-
arately MLPs canacquirepatternknowledgeby learning,andcanthenrecog-
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nize patternghataresimilarto thosepresentedh thelearningset. This stands
in contrastwith the HMM approachwhich usesa separatenodelfor each
phonemicclassand usually makes assumptiongboutthe distribution of the
associatedeaturevectors. Further in contrasto HMMs, MLPs cancapture
high-orderconstraintdetweerdatawhile discriminatingbetweerclasses.

However, the sequentiahatureof the speectsignal,which is inherentto
theHMM formalism,remainsdifficult to handlewith neuralnetworks. Chap-
ter 5 reviews the differentapproacheshat have beenproposedso far to han-
dle sequentiakignals: modelswith buffered inputs or recurrentneuralnet-
works. Someof thesemodelshave alreadyproved usefulin recognizingiso-
lated speechunits. By their dynamicalproperties,thesemodelsare ableto
include somekind of time warping, or at leastsomeintegration over time.
However, ANNs by themseleshave not beenshavn to be effective for large
scalecontinuousspeechrecognition. It currentlyappearghata goodsolution
is to integratetheminto astatisticalframenork usingstandaragipproachesuch
asHMMs.

To properlyinterface ANNs with HMMs, it wasnecessaryo understand
what thesenetworks are actually computing. In Chapter6, it is shovn that
the output valuesof MLPs may be consideredo be estimatesof Bayes(a
posteriorj or posterior)probabilitieswhentrainedfor patternclassificationin
otherwords, the MLPs canestimatethe conditionalprobability of eachclass
of speechsound,given the speecldata. This propertyis proved theoretically
anddemonstratedxperimentallyon arealistictask.

Thiswasanimportantlink betweerMLPsandHMMs. However, shaving
thatan MLP cangeneratea posterioriprobabilitiesis not sufficient for recog-
nition, sinceHMMs requirethe estimationof likelihoods. Thatis, standard
HMM recognizergequirethe estimationof the probability of producingthe
obsered dataassumingeachsoundclass.Accordingly a new kind of HMM,
referredto asa discriminantHMM, using posteriorprobabilitiesinsteadof
likelihoods,is introducedin Chapter7. While improving the HMM discrim-
inant capabilities,thesemodelspresere the algorithmic aspectsof HMMs
(e.g.,Viterbi-like training andrecognitionproceduresand have the potential
to overcomesomeof the major weaknessesf standardHMMs. However, it
appearghatit is not easyto properly interface MLPs and HMMs. Conse-
guently the modificationsof the basicschemehatwerenecessaryo getgood
word recognitionperformancearepresentednddiscussedn Chapter7.

In Chapter7, only discretefeaturesare used. In Chapter8, the hybrid
HMM/MLP approachs extendedandtestedwith continuousacousticvectors
anddynamicfeaturesandthis is shavn to improve recognitionperformance.
In addition,we shav how our approaciwassuccessfullyntegratedinto DECI-
PHER[Cohenetal., 1990], currently(1993)oneof the bestlarge vocalulary,
speakr-independst, continuousspeectrecognitionsystemsThis integration
improvedthe performancef a state-of-the-arsystem.

Theinitial hybrid HMM/MLP approactfocusedon HMMs thatareinde-
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pendenif phoneticcontet, andfor thesemodelsthe MLP approachefave
consistentlyprovided significantimprovementsIn Chapter9, this approachs
extendedto context-dependentnodels. The techniquepresenteds not really
constrainedo speechrecognition;it is a generalapproacho split arny large
netusedfor patternclassificatiorinto smallernetswithoutary assumptionsf
independence.

Sincerecognizerlccurag is only onemeasuref apracticalspeechecog-
nition system,Chapterl0 examinesthe systemtradeofs for MLP probability
estimationand compareghe resourcesequirementgstorage memoryband-
width, andcomputationfor HMMs, bothwith andwithout an MLP. Chapter
11 describeghe developmentof someANN acceleratiorhardware and soft-
warethatwererequiredto speedheresearchwork describedn this book.

The next part of this book (Part Ill) discussegelatedproblemsor ap-
proacheshathave beeninvestigatedn theframework of thiswork. In Chapter
12, we describethe approactof cross-alidationthathasbeeninstrumentain
our achi&zementof goodrecognitionresultswith a hybrid HMM/MLP hybrid
structure Althoughthishasbeendonein theframework of speectrecognition,
cross-alidationis ageneratechniqueo avoid overfitting whenthe numberof
training patternss not large in comparisorwith the numberof ANN parame-
tersto belearned.

In Chapterl3,anothekind of hybridHMM/MLP approachlusingMLPsas
autorgressie models(asinitially introducedn, e.g.,[Levin, 1990; Tebelskis
etal., 1991]) arediscussedn the generalframeavork of linear andnonlinear
predictive models.

In Chapterl4,we investigatethe possibility of usingMLPs for featureex-
traction. Auto-associatie MLPs have sometimesheenproposedfor feature
extractionor dimensionalityreductionof thefeaturespacen informationpro-
cessingapplications.This chaptershavs that, for auto-associatiowith linear
outputunits, the nonlinearitiesat the hiddenunits are unnecessary This is
so becausehe optimal transformationand the correspondingparametewal-
uescan be derived directly by purely linear techniquesyelying on singular
value decompositiorand low rank matrix approximation similar in spirit to
the Karhunen-Léwe transform.

We concludethe book with Part IV, consistingof a generalovervien of
the final systemand the Conclusions. Chapterl5 summarizeghe hybrid
HMM/MLP approackincludingtraining)thatled to our basicsystemanddis-
cusseshe possibleextensionghatarethe subjectof currentresearchChapter
16 containgheconclusionsandsomespeculatioraboutfutureresearchrends
in thefield of ANN-basedpatternrecognitionandspeeclrecognition.

In summarythiswork describes first attemptatincorporatingneuralnet-
work approachesor continuousspeechrecognition. In this attemptwe are
largely constrainedo useneuralnetworksfor well definedsubtasksHowever,
the principlesestablishechere shouldbe applicableto otherpartsof speech
recognition,and to someextent to quite differenttasksin statisticalpattern
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recognition’

"But time will tell.



Chapter 2

STATISTICAL PATTERN
CLASSIFICATION

In this world, nothingcanbe saidto be certain, ex-
ceptdeathandtaxes.
— BenjaminFranklin—

2.1 Intr oduction

No new engineeringor scientifictechnique however novel, evolvesin isola-
tion. Both HiddenMarkov Model (HMM) and Multilayer Perceptror{MLP)
basedapproachebave beendevelopedin the context of along history of pat-
tern recognitiontechnology Thoughspecificmethodsare changingthe pat-
ternrecognitionperspectie continuedo be usefulfor the descriptionof mary
problemsandtheir proposedsolutions.

While patternrecognitionis in generalmore complex than simply cate-
gorizing aninput into one of a numberof possibleclassesthe classification
perspectie is useful. The notationand definitionsfor this modelof pattern
recognitionwill provide tools that permit us to characterizemore comple
problems suchasspeecltrecognition.In this chaptemwe will briefly describe
the classicakelementsf patternclassificationwith anemphasi®on the statis-
tical approach.The definitionsandconceptsawill be usefulfor understanding
the later chapters. Readerswith a strongbackgroundn patternrecognition
may wantto scanthis chapterquickly.! Beginnerswho would like to seea
morethoroughtreatmentarereferredto [Fukunaga1972]and[Duda& Hart,
1973],two truly wonderfulbooks.

10r skipit entirely It'sashortchaptersoyouwon’t missmary jokes.

13
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2.2 A Model for Pattern Classification

Marny patternrecognitionproblemscan be partially or completelydescribed
in termsof the goal of classifyingsomesetof measurementsto catejories.
Many casesaremorecomple, e.g.,derving a descriptionfor a visual scene
or translatinga speechutterancdnto a databaseuery While theseproblems
still arein somesenserecognizinga patternof symbolsor values,their so-
lution is far morethanthe identificationof a patternfrom somefixed set of
classesNonethelessgvenin suchcasegherearealmostalwayscomponents
of the problemthatarewell describedaseitherthe hardor soft classification
of measurements) thelattercase agradeddecision(suchasaprobability)is
required.

Generically a patternclassifierconsistsof two major pieces:a featureex-
tractorand a classifier Thesetwo modulesultimately have the samegoal,
namelyto transformtheinputinto arepresentatiothatis trivially cornvertible
into a classdecision. The differencebetweenthe two modulesis oneof per
spectve. Traditionallythefeatureextractoris usedo converttheraw inputinto
aformthatis easilyclassifiedihis is acommonplaceto incorporatedomain-
specificknowledgethatwill greatlyenhancgerformancevertheblind useof
automatictechniques.For example,for speeclrecognition,corversionfrom
a continuouswaveform to a seriesof short-termspectralrepresentationhas
beenshawvn to be beneficial. This is true despitethe factthat, in theory au-
tomatic transformationtechniqueghat are part of the classifier(e.g., neural
networks) canlearnthis mapping.

In additionto the representationdatansformatiorof the featureextraction
stage,this pieceof the systemtypically (thoughnot universally) introduces
somecoarsemranularity For instancewhile the speechwaveform might be
sampledat 8-16 kHz, the time-varying spectralmeasuras typically sampled
at 100Hz. Thisis not necessarilya dimensionalityreduction,althoughtrans-
forming to a smallerrepresentations frequentlya motivation for featureex-
traction;somerepresentationsuchasthe morecomplex auditorymodelsfor
the caseof a speechsignal) can even increasethe signaldimensionality In
eithercase the featureextractionstagemustproducea representatiohatis
goodfor separatioror discriminationrbetweerclasses.

For the purposesf this book, we will assumea datarepresentatiothat
is discretizedn time? The featuresextractedfrom eachchunkof data(e.g.,
a speechrsggment)is referredto asa pattern Fromthesepatternsthe feature
extractorwill produceasequencef vectorswhereeachvectorcomponents a
variablethathasbeencomputedrom the original data.We denotethis feature
vectorasz = (1, x, ..., zq), ad-dimensionavector 3

2In general patternsdo not needto be part of a sequencebut canbe ary setof examples
that we wish to categorize, suchasthe setof heightand weight valuesfor all Americanand
Belgianspeechresearchers.

3In later sectionsthe featurevectorswill alsobe indexed over time n andwill be denoted
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Given a setof featurevectors,the classificationstageis designedo dis-
criminatebetweerthemonthebasisof class. Trainedclassifiersaredeveloped
usinga setof featurevectorexampleswith the objectof developinga numer
ical or symbolicrule thatcanmake thedesireddistinctionfor datathathasnot
yetbeenseen.Typically thetraining developsa setof discriminantfunctions
onefor eachclass,which areoptimizedin an attemptto producethe largest
value for the function correspondingsorrectclass. For the purposef this
chaptemwe will denotewy, k = 1,..., K, asthelist of patternclasses.

In generalthen,we wish to find the bestfeatureextractorandclassifierto
discriminatebetweerpatternghatbelongto differentclassesFor simplicity’s
sale, we candefine“best” hereasthe onewhich providesthe fewestclassifi-
cationerrorson anew sampleof data?

We have describedeatureextractionandthe classificatiordecisionasbe-
ing distinct processes.We briefly note that it is almostalways desirableto
integratethesestepsas muchaspossible. For instance the bestfeaturesare
the onesthatarechosento give gooddiscriminationbetweernclassesandthe
bestclassifiersare thosethat do not critically rely on incorrectassumptions
aboutthefeaturerepresentation.

Therearemary kinds of patternclassifiers.For the purpose®f this book,
we will belimited to statisticalmethods.Statisticalpatternclassificatiorhas
theadwantageof a powerful mathematicaframevork® Giventhis framework,
we candevelop nev methodsandrelatethemto existing approacheslt is the
capabilityfor suchinsightsthatinterestausmost.

2.3 Statistical Classification

As notedabove, statisticalapproachegrovide us with a strongbody of rel-
evanttheory® In the statisticalframework, the conceptof optimum classi-
fication that was discussedn the previous sectioncan be mademuchmore
concrete For somerestrictedcasesthis formulationcaneventell usprecisely
what the optimum classifiermustbe. More generally we are given no such
prescriptionnonethelesgheidealcasecanprovide uswith someintuition to
helpunderstandvhatnewv approachearedoing.

Using the notationof the previous section,we candenotethe probability
that a patternbelongsto a classasp(wy) (Where0 < p(wg) < 1). Since
this expressioncontainsno dependencen featurevectors,and thus can be

Tn = {Zn1,Tn2,...,Tnd}

“More generally thereis somecostassociateavith eachdifferentkind of error, sothatthe
optimum systemin the senseof leastcostwill not necessarilybe the optimum systemin the
senseof minimizing the numberof errors.

SUnfortunatelytheassumptionsequiredfor therelevanttheoryto bevalid arealmostnever
realistic. This hasnt stoppedary of us.

5We assumeherethat the readeris familiar with the basicideasof probability, including
probabilitydensityfunctions.If not, godirectlyto jail, donotpassGo,anddo notcollect$200.
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expressedeforenew datais seen,it is generallyreferredto asthe prior or a
priori probabilityof classwy. If aclassprobabilityis conditionedonthefeature
vector we canexpressthe probability of classmembershigyiventhe pattern.
In the notationof the previous section,for featurevector z this conditional
probability is denotedp(wg|z). Sincethis probability canonly be estimated
after the datahasbeenseen,it is generallyreferredto asthe posterioror a
posterioriprobability of classwy,.

Thegenericpatternclassificatiorproblemcannow bestatedn astatistical
framework: givenasetof measurementsgectorz, whatis theprobability of it
belongingto aclasswy, i.e., p(wg|z)? Intuitively, if oneknew theseprobabili-
tiesfor all classesandfor every possiblefeaturevector a gooddecisioncould
be made.As it turnsout, sucha decisioncanbe formalizedandprovento be
optimumin thesamesensalescribedn thelastsection.Thatis, assuminghat
the patternmustcomefrom oneclassof wy, wo,..., wg, if we constructa
classifierthatassignse to classwy if:

plwrle) > plwgle), Vi =1,2,..., K, j#k (2.2)

thenwe canshawv thatsucha rule will provide the minimum probability of

errorfor ary classifier’ This would meanthatthe expectednumberof errors
for anew unseersetof featurevectorswould be minimized. In the terminol-
ogy of the previous section we would be usingp(wg|z) (over all valuesof k)

asthe discriminantfunctions. This optimum stratey is often called Bayes’
DecisionRule Simply put, it requiresthatwe assigna patternto the classthat
hasthe highestposteriorprobability (i.e., giventhe vectorz). Becauseof the
optimality of this decisionrule, the posterioris alsosometimeseferredto as
the Bayesprobability.

Alas, life is not so simple® How do we actually get theseprobabili-
ties? In generalthey cannotbe computeddirectly, andcanonly be estimated
from the data(andfrom assumedbrior knowledge). The accurag of the esti-
mateswill ultimately determinethe performanceof the classifier Commonly
this estimationis simplified by making someassumptiongboutthe pattern
data. For instancethe unknavn distributionsareoften characterizetby some
parametrizeanodel.In otherwords,we definetheform of the statisticaldistri-
bution, sothatwe only have to estimatehe parameters;atherthanacomplete
(often continuous)probability densityfunction. Most commonly we assume
thisdistributionalform separatelyor eachclass andfor the probabilitydensity
p(z|wy) [asopposedo theposteriomprobabilityp(wg|z)]. Thisis theprobabil-
ity densityfunctionfor thefeaturevectorz amongthosepatternghatbelongto
classwy, andis oftenreferredto asthedatalikelihood This class-conditional
datalikelihoodis simply relatedto the posteriorprobability by Bayes’rule,

"SeeDuda& Hartfor the proof, which takesabout?2 lines of math,but therearesomenice
text andpicturesto make it easy
80r maybeit is, but we justdon't know how to look atit.
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whichis:

plalwn)p(w) _  plelwr)p(we) 2.2
p(x) iy palw;)p(w;) 22

plwi|z) =

whereK is thetotal numberof classesln this expressionp(z|wy) andp(z)
areboth probability functionsor bothdensityfunctions,accordingasz is dis-
creteor continuousandp(wyg|z) andp(wy) arelikewise bothprobabilityfunc-
tions or both densityfunctions,accordingaswy is discreteor continuous.In
this book, we will mainly make referenceso probabilitiesor likelihoods,but
we’ll have to keepin mind thatthesecanbe actualprobabilitiesor probabil-
ity densityfunctions. This relationtells us that the posteriorprobability (or
posteriordensity)is essentiallythe productof thelikelihoodfunction p(z|wy)
for the obsered featurex andthe prior probability p(wy). The denominator
in theformulais justanormalizationconstanto make the sumover all poste-
rior probabilitiesequalto 1. The notion of usingBayes’rule to modify prior
beliefsis the essencef “Bayesian’statistics. This somevhatindirectway of
calculatingthe posteriorprobabilitiesis not without dravbacks:

e Someassumptionsre still requiredaboutthe form of the parametric
modelof p(z|wy) (seebelow).

e A priori probabilitiesaregenerallyvery difficult to estimatereliably.

e Usingonly thelikelihoodduringtraining(i.e., estimationof themodels
parametersjesultsin poordiscriminationbetweenmodels.

Using Bayes’rule, we canreformulatethe Bayes’ DecisionRule asfol-
lows: assignz to classwy, if:

pxlwr) P(wj),vj:1,2,...,K,j7éK (2.3)
p(zlw;) ~ plwg)

Note thatin this formulationthe factorp(z) hasbeenfactoredout. The
fractionontheleft is commonlyreferredto asthelikelihoodratio. Thisis also
equialentto usinga discriminantfunction thatis the productp(z|wg )p(wk)
for eachvalueof k.

In mostsystems|ik elihoodsare estimatedusingthe parametrianodelof
a“normal” (or Gaussiangistribution:

p(zlwr) = N(z,pk, Xk)
= ——— —exp|—=(z— pY - 2.4
wherep, andX, respecirely denotethe meanvectorandthe covariancema-
trix associateavith classwy. If thediagonalelementof the covariancematrix
arerepresentethy o7;, andwe assumethatthe covariancematrix is diagonal
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(i.e.,the measurementsf our featurevectorareassumedo be uncorrelated),

this expressiorreduceso

d
1 Ti — [ki)?

plzlwr) = N(z, 14, 5x) = [[ ——=-exp (—M (2.5)

i=1

2
v/ 2%021- 20%;

wherepu; denoteghe-th componendf ..

Althoughit may appeaithatthe choiceof this distributional form is arbi-
trary, normaldensitieshave mary usefulpropertiegshatmale themreasonable
models. The mostolviousis the factthatthis distribution is a reasonablep-
proximationto the actualdistributionsfoundin mary realdatasets. Thisis a
consequencef arule knovn asthe CentralLimit Theorem,which saysthat
obserablephenomenahatarea consequencef mary unrelatedcauseswith
no single causepredominatingover the others,tendto a Gaussiardistribu-
tion.? The Gaussiaris alsoa goodapproximatiorof mary otherdistributions.
Its mostendearingquality is the factthatit is easyto work with — its distri-
bution hasbeenwell researched@ndthereis a large pool of knowvledgefrom
whichto drav whenusingit. The Gaussians unimodaj in otherwords,there
is asingle“bump” or mode(maximum),which occursatthemean.More com-
plex distributionswith multiple modescanbeapproximatedy weightedsums
of Gaussiardistributions called Gaussiarmixtures Thesecanbe expressed
as:

(3

J

plalwr) = Y ey Nj (2,15, %)) (2.6)
7j=1

where J is the total numberof Gaussiardensities. Parametersy,; are the
mixture gain coeficientsandareadditionalparameters$o betrained,with the
constraints:

cg; > 0,

and

J
chjzl,Vk:L...,K
j=1

For eachof theseexpressionstherearea numberof parametershatmust
be estimatedrom the data. In the caseof a single Gaussianthis is trivial if
the classesreknown; oncethe meansandcovariancesareestimatedor each
class,thework is done. In the caseof the mixture, the parametergannotbe
determinedso directly, sincethe meansand are not a priori associatedvith
a particularsubsetof the featurevectors. However, all of the parameter®of
(2.4),(2.5)and(2.6) canbe iteratively determinedy the powerful “Estimate
and Maximize” (EM) algorithm [Dempsteret al., 1977; Baum,1972]. This

This wasprovenby Markov, which shavs thathe did morethanassemblehains.
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approachis guaranteedo iteratively converge to a local minimum of some
measuref errorbetweerthe modelandthe sampledistribution of thedata.

By adoptingmodelsfor the conditionalprobability p(z|wy) basedn stan-
darddistributionslike (2.4), (2.5) or (2.6) andapplying Bayes’rule, we can
definea relatively straightforvard statisticalclassifier The performancewill
dependon how closelythe patterndatadoesactuallyfit the modelselected,
but generallyBayesiarclassifierdasedn simpleparametriassumptionsan
performwell. In passingjt might beimportantto recall herethatif the like-
lihoods p(z|wy) areassumedo follow Gaussiardistributions, the posterior
probabilitiesp(wy|z) generallydo not have Gaussian-lik distributions at all
[Dudaé& Hart, 1973].

For the caseof Gaussiardistributions like (2.4), it canbe shavn thata
guadratiadecisionsurfaceis provided by the Bayesclassifier;this canbe seen
by usinglog likelihoodsandpriorsin thediscriminantfunctionratherthanthe
densitiesthemseles. In this casethe exponentialof the normaldistribution
dropsaway, leaving only first andsecondrderfunctionsof thefeaturevector
If afurtherassumptioris added hamelythatthe classdistributionshave equal
covariancematricesjt canalsobe shavn thatalinearclassifieris optimal; this
is demonstrateth Section4.2.3. Note thatthis constraintis equivalentto the
assumptionthatthe distributionsbothhave the sameoverall shapespreadcand
correlationbetweenfeatures.In general,a linear classifiercan be useful for
otherdistributions,thoughit is notoptimal. Becausef its simplicity, it canbe
derivedin mary ways,includingthroughdeterministigprocedures.

In laterchapterst will be shavn thatneuralnetworks canbe seenasgen-
eralizationsof thesesimplerpatternclassifiers.They canform morecomple
andunconstrainedecisionsurfaces andsodo notrequirestrongassumptions
aboutthe patterndistributions. However, in mary casest is usefulto view
the network’s operationin termsof the simplertechniquegdescribedn this
chapterin otherwords,asapproximationso a Bayes’classifier

2.4 Pattern Classificationwith Realistic Data

The distinction betweentraining and testingdatais a critical onefor pattern
classification.In somesimple examplesof function learning(suchasthe fa-
mousXOR problem)a relationshipthat canbe explicitly statedfor the com-
pletesetof possiblefeaturevectorsis learned However, in classificatiorprob-
lemswe oftenhave ahugeor eveninfinite numberof potentialfeaturevectors,
andthe systemmustbe trainedusinga very limited subsetthat hasbeenla-
beledwith classidentity. Thus,eventhoughthe relationshipbetweernfeature
vectorandclassmight be learnedperfectlyfor sometraining setof data,this
will notin generalmeanthatthe likelihoodsor posteriorsare well-estimated
for thegenerabopulationof possiblesamples.

In generalthe classificationerror on the training set patternsshouldbe
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viewed asa lower bound. A betterestimateof the classifiererroris obtained
usinganindependentestset. The larger this testset, the betterthe represen-
tation of the generalpopulationof possibletest patterns. Corventionalsig-
nificancetests(e.g.,a normalapproximationto the binomial distribution for
correctnes®n the test set) shouldbe doneas a sanity check. For instance,
a49% erroron a million-patterntestsetis significantlydifferentfrom chance
(50%error)onatwo-clasgproblem;it represent&0,000patterns Ontheother
hand,the sameerror percentag®n a 100-patterrtestsetis indistinguishable
from chanceperformancé® Oneway to effectively increasehe sizeof atest
setis to usea“jackknife” procedurein which eachsplit of thedata(e.g. fifths)
is usedin turn for testafter usingthe remainingpartfor training. Thus,all of
theavailabledatais ultimately usedfor thetestset.

Training setsize is also a major concernfor real problems. The larger
thetraining set,the betterthe classifierwill do onrepresentingheunderlying
distributions. Also, themorecomple therecognizer(e.g. thelargerthe num-
berof independenparameters}he greatertherisk of over-specializingto the
trainingsample andgeneralizingpoorly to independentestsets.Both of these
factorspushpatternrecognitionresearchermwardusingasmuchtrainingdata
aspossible.Unfortunately in mostpracticalsituations therearestronglimits
ontheavailabledata.In this casecleverapproachet squeezingutinforma-
tion from limited dataareessentialwhetherthey arebasedn domain-specific
knowledge,or ongenerakonstraintghatdiminishthetendenyg for theclassi-
fier to “overlearn” thetrainingset!!

Anotherdifficulty associatewvith thefinite sizeof thetrainingsetconcerns
the discriminantcharacteiof a statisticalclassifier As notedin the previous
section likelihoodsand posteriorsare simply transformabléetweenone an-
other(by Bayes'rule). However, in the caseof probability estimategasop-
posedo trueprobabilities) thetrainingcriterionwill producedifferentresults.
For instancejf the probabilitiesareestimatedn a procedurehatattemptso
maximizethe discriminationbetweenclassesthe classificationerror will be
minimized. This might actually producepoorerestimatef the likelihoods
thanwould beobseredaftertrainingby acriterionthatattemptgo bestmodel
the underlyingdensitiesp(z|wy). This would not be the casefor aninfinite
amountof trainingdata,for which the estimatesouldcorvergeto thetrueun-
derlying distributions, so that Bayes'rule would literally be satisfiedandthe
criteriawould be equvalent.

In general,makingstrongassumptiongiboutthe data(suchasthe Gaus-

0For the normalapproximatiorto a binomial distribution, the equivalentstandardieviation
is /npq, wheren is the numberof patternsp is the probability of gettingthe classcorrect
by chanceandg is the probability of gettingthe classincorrectby chance.For the examples
above, thiswould be 500and5 patternsrespectiely.

n chapter12, we describesuch a generalform of training constraint, called cross-
validation In this approachtraining is modified so that generalizatiorperformances guar
anteecheverto becomeworse.
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sianassumptiordiscussedh this chapterimprovesthe quality of theestimate
—IF theassumptioris correct.To the extentthattheseassumptionarewrong,
theresultingestimategrepoor ApproachesuchasEM estimationof mixture
Gaussianandgradient-basedeuralnetwork trainingincorporatesuccessiely
wealer constraintsandthushave largely supplantedhe earlier simplermod-
els(e.g.,singleGaussiangerclass).

Speeclrecognitionrequiresheincorporationof “soft” classificatiordeci-
sionsaspart of the moreglobal decisionaboutthe utterance.This requiresa
dynamicmodelthatrepresentsequencesatherthanthe staticpatternclassi-
ficationdescribedn this chapter A generaktatisticafframevork for thismore
generakases presentechext.

2.5 Summary

In this chapter we have very briefly introducedthe basic notions (and no-
tations)of featureextractionand statisticalpatternclassificationthat will be
usedin this book. Ideally, the featureextractor and the classifiershouldbe
jointly optimized. However, in mostcasestheseprocessesredevelopedin-
dependentlyf eachother Statisticalkclassificatiorshouldrely ontheposterior
probability However, sincethis probability cannotgenerallybe estimatedli-
rectly from thedata(parametrianodelsarenotknown, andthereis notenough
training datato estimatethe priorsimplicitly includedin it), it is usuallyre-
placedby a likelihood criterion, which will be goodonly if the assumptions
madeaboutthedistribution of thedataarecorrect.Also, theuseof likelihoods
insteadf posteriomprobabilitieswill resultin poorerdiscriminationproperties.
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Chapter 3

HIDDEN MARK OV MODELS

Everythingshould be madeas simple as possible
but not simpler
— Albert Einstein—

3.1 Intr oduction

Themostefficient approactdevelopedsofar to dealwith the statisticalvaria-
tionsof speecHin boththefrequeng andtemporaldomains)consistsn mod-
eling the lexicon words or the constituentspeechunits by Hidden Markov
Models(HMMs) [Baker 1975a,b;Jelinek1976; Bahl et al., 1983; Levinson
etal., 1983;Rabiner& Juang,1986]. Firstdescribedn [Baum& Petrie,1966;
Baum & Eagon,1967; Baum, 1972], this formalismwas proposedas a sta-
tistical methodof estimatingthe probabilisticfunctionsof Markov chains!
Shortly afterwards,they wereextendedto automaticspeechrecognitioninde-
pendentlyat CMU [Baker, 1975blandIBM [Bakis, 1976;Jelinek,1976].
Speechs anon-stationaryprocesshutit isassumedo be“quasi-stationary
Thatis, it is assumedhatover ashortperiodof time thestatisticsof thespeech
donotdiffer from sampleo sample.Underthisassumptiompreprocessazan
extractstatisticallymeaningfulacoustigparameterg¢featurevectors)at regular
intenals from a sampledspeechwaveform. Typically the original speechis
sampledat 8 to 16 kHz (8 for telephonespeechand 16 or sofor high-quality
microphonenput). Thefeaturesarecommonlyextractedonceper8-16 msec,
andare calculatedfrom a 20 to 30 msecanalysiswindow. Many variantsof
spectralanalysishave beenused,including Linear Predictve Coding (LPC),
PerceptuaLinearPrediction(PLP) [Hermansk, 1990a],andlog power spec-
tral or cepstralcoeficientscomputedrom a spectrumwith “mel scale”spac-

!Reminder:a k-th orderMarkov chainis a sequencef discreterandomvariablesthat de-
pendsonly ontheprecedingt variables.For HMM systemstypically & is 1.

23
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ing, which roughly correspondgo auditory critical bands. Physiologically-
basedauditorymodelshave alsobeendevelopedby a numberof researchers
and are summarizedn [Greenbeg, 1988]. Simpler modelsbasedon some
grosspsychoacousticharacteristicshatdisplaysomerobustnesgo the chan-
nel characteristiaveredescribedn [Hermansk etal., 1991].

First and secondtime deriatives of spectralor cepstralparameterde-
tweensuccessk time slotsarealsooften addedto the speecHeaturedo rep-
resentsomeof the speechdynamicg[Furui, 1986; Lee, 1989]. Thesederia-
tivesmay be calculatedby a simple differencingoperationor by polynomial
approximationto the deriative (sincedifferencingis inherentlyvery noisy).
These"delta features”provide informationaboutspectralchangesover time,
althoughtheir exactinterpretatioris still notentirelyclear

Whatever the acousticfeaturesare,the featureextractionprocessorverts
the speecthsignalinto a sequencef acousticvectorsX = {z1,z2, ..., Tn}.
For a goodreview of the basicsof digital processingf speechsignals,see
[Rabiner& Schafer1978].

HiddenMarkov modelingassumeshatthe sequencef featurevectorsis
a piecavise stationaryprocess.Thatis, an utterances modeledasa succes-
sion of discretestationarystateswith instantaneousansitionsbetweerthese
states EssentiallyaHMM is astochastidinite statemachinewith astochastic
outputprocessattachedo eachstaté to describethe probabilityof occurrence
of somefeaturevectors. A simple HMM s illustratedin Figure3.1. Thus
we have two concurrentstochasticprocessesthe sequenceof HMM states
modelingthe temporalstructureof speechanda setof stateoutputprocesses
modelingthe (locally) stationarycharacteof the speectsignal. The HMM s
called“hidden” becausehe sequencef statess not directly obsenrable, but
affectsthe obsered sequencef events.

Ideally, thereshouldbeoneHMM for every sentencallowedin therecog-
nition task. However, this is clearly infeasible,so that a hierarchicalscheme
mustbeadoptedFirst,asentencés modeledasasequencef words. Thetotal
numberof modelsrequiredis thenmuchsmaller However, to furtherreduce
the numberof parametergand,consequentlythe requiredamountof training
material)andto avoid the needof a new trainingeachtime a new word hasto
be addedto thelexicon, sub-word unitsareusuallypreferredto word models.
Althoughtherearegoodlinguistic amgumentgor choosingunitssuchassylla-
blesor demi-syllablesthe unit mostcommonlyusedis the phoneme.This is
the unit usedin this work, in which we will usebetween60 and70 phoneme
models® In this case,word modelsconsistof concatenationsf phoneme
models(constrainedy pronunciationdrom a lexicon), andsentencenodels
consistof concatenationsf word models(constrainedy agrammar).

2More generallythestochastiprocessouldberegardedasbeingattachedo thetransitions
—seeSection3.3for moredetailsaboutthis.

3In fact, we generallyuse catejoriesthat are more like phones,i.e., acousticcateyories,
whereagphonemesrelinguistic categories.
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Figure 3.1: A schematicof a two state left-to-right hidden Markov model
(HMM). A hiddenMarkov modelis a stodastic automaton,consistingof a
setof statesand correspondingransitionsbetweerstates.HMMs are hidden
because¢hestateof themodel g;, is notobservedrathertheoutput,theacous-
tic vectorz,, of a stohastic processattachedto that state is observed.This
is describedby a probability distribution p(z, |g;). Theothersetof pertinent
probabilitiesare the statetransitionprobabilitiesp(g;|g; ).

By the late 19805, a numberof laboratorieswere able to demonstrate
large-vocahulary (1,000words),speakrindependety continuouspeechiecog-
nition systemsbasedon HMMs [Lee, 1989; Weintraubet al., 1989; Paul,
1989]. Thesesystemsxtendedthe earlierHMM approache severalways,
suchas:

¢ bettermodelingof speectdynamicspy extendingthe featurevectorsto
firstandsecondime derivatives;

¢ addingphonologicakules;and

e betterspeechunits suchas context-dependenphonememodels(e.qg.,
biphonesandtriphones).

Although this kind of approachs very efficient andcanleadto very im-
pressie resultsin thelaboratorythenumerousmplicit assumptionthatmale
optimizationof thesemodelspossibldimit theirgenerality In this chapterwe
will briefly recallthe fundamental®f standardHMM approacheby making
explicit all the underlyingassumptionsThe algorithmsusedto evaluatetheir
parameter@andto performdecodingwill alsobe recalled. For reviews and
further readingon the fundamentalof HMMs, see[Baker 1975a,b;Jelinek,
1976; Bahl et al., 1983; Levinsonet al., 1983; Rabiner& Juang,1986; Ra-
biner, 1989;Lee,1989].
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This chapteris notintendedto presenia deepdescriptionof HMM-based
speechrecognitionandtraining algorithms,but only to give the preliminary
body of knowledgenecessaryor this book. Its primarygoalis alsoto list the
mary implicit assumptionshat are madewhenusingHMMs andthatled us
to useneuralnetworksto try to alleviate someof these For moredetailsabout
the subject,we recommendDeller Proakis& Hansen,1993], a recentbook
that gives a very good (and detailed)overviev of the mostcommonspeech
analysismethodsandavery cleardescriptionof thetheoreticaldevelopments
relatedto HMMs.

3.2 Definition and Underlying Hypotheses

IntheHMM formalism,thespeectsignalis assumedo beproducedy afinite
stateautomatorbuilt upfrom asetof K statesQ = {q1, g2, - . . ,qgx } governed
by statisticallaws and (non-emitting)initial andfinal statesg; andqr. Each
speechunit (e.g.,eachvocahulary word or eachphonemejs associateavith a
Markov modelmadeup of statesfrom @ accordingto a predefinedopology
Markov modelsof wordsor sentencesanthenbe built up by concatenating
(accordingto phonologicarules)elementaryspeechunit models.

Let M = {mi,..., my} representhe setof possibleelementaryspeech
unit HMMs and©® = {Xy,..., Ay} the setof associategharametersin the
following, M (or M;) will representheHMM associateavith aspecificword
or sentenceX (or X;) andobtainedby concatenatinglementaryHMMs of
M associatedvith the speechunits constitutingX andmadeup of L states
q € Qwith? = 1, ..., L. Thesamestatemayoccurseveraltimesandwith
differentindicest, sothatL # K. Thesetof parametergresentn M (or M)
will bedenotedd (or ©;) andis asubsebf ©

Thekey traininganddecodingcriterionof HMMs is basednthe posterior
probability P(M|X) thatthe acousticvectorsequenceX hasbeenproduced
by M. During training, we wantto determinethe setof parameter® that
will maximize P(M|X, ©) for every X associatedvith M this is usually
referredto asthe MaximumA PosterioriMAP) probability criterion. During
recognition,we have to find the bestM thatmaximizesP(M|X, ©) givena
fixed setof parameter® andanobseration sequenceX. Unfortunately the
training processisuallydoesnot permitcharacterizatioof P(M|X) directly
but only the probabilitythatagivenmodelwill generateertainacoustiovector
sequences,e., P(X|M).* Using Bayes’'law, P(M|X) canbe expressedn
termsof P(X|M) as

P(X|M)P(M)

P(MIX) = == p

(3.1)

4Seediscussiorin Chapter2 andconsequencesf thisin Section3.6.
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in which P(X|M) is usually referredto asthe likelihoodof the datagiven
the model M, P(M) is the prior probability of the model (usually given by
thelanguagemodel),and P(X) is the prior probability of the acousticvector
sequence.

First setof hypotheses|

e H1: It is usuallyassumedhat P(M) canbe calculatedseparatelyi.e.,
without acousticdata). In continuousspeechrecognition, M usually
represents sequenc®f word modelsfor which the probability P (M)
canbe estimatedrom a languagemodel, usually formulatedin terms
of a stochastigrammar However, if M representelementary\HMMs
representingphonemesthe lexicon andthe grammartogethemale up
the languagemodel,specifyingprior probabilitiesfor sentencesyords
andphonesThiswill bediscussedurtherin Section7.8.

e H2: Foraknown sequencef obserations,P(X) canbeassumedaon-
stantsinceit doesnot dependon the models.However, we will in Sec-
tion 3.6thatthisis only trueif themodels parametersarefixed.

In this case,estimationof (3.1) amountsto calculatingP(X|M), the prob-
ability that M hasgeneratedhe acousticvector sequenceX. When used
for training this criterion is usually referredto asthe Maximum Likelihood
Estimate(MLE) criterion, emphasizinghat optimization(i.e., maximization
of P(X|M)) is performedin the parametesspaceof the probability density
functionsor likelihoods®? As discussedn Section3.6, a consequencef this
assumptioris that, during training, P(X|M) will dependonly on the setof
parameter® presenin M [which will sometime®demadeexplicit by writing
P(X|M,©)] while P(M|X) wasdependenbn the whole setof parameters
© [which will sometimedbe madeexplicit by writing P(M|X, ©)].

Given this formulation, three problemshave to be addresseavhenusing
HMMs for speechrecognition(see[Rabiner& Juang1986;Lee,1989]for an
extendeddevelopmenton thistheme):

e Parametrization and estimation of probabilites - How
shouldP(X|M) becomputedandwhatarethe necessargssumptions
aboutthe HMMs to definea usefulparameteset©?

e Training problem — Given a set of obsenration sequencesX;, j =
1,...,J, associatewith theirrespectre Markov modelsM;, how should
themodels parameterbedeterminedothateachmodelhasthehighest

®P(X|M) is notaprobability but rathera probability densityfunction (pdf).
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possibleprobability P(X ;| M;, © ;) of generatingts associatedbsera-
tion sequences.e.,

J
argmax H P(X;|M;,0;)
j=1

However, it is importantto remembetherethat, ideally, the parameters
shouldbe determinedso thatthey maximize P(M;| X, ©) sincethis is
a discriminantcriterionthatactuallyminimizesthe error rate(recalling
Chapter2; alsoseediscussiorin Section3.6).

e Decodingproblem— Giventhesetof Markov modelswith theirtrained
parametergnda sequenc®f obserations X, how shouldthe bestse-
quenceM;, of elementaryMarkov modelsbe found to maximize the
probabilitythat M}, generatedhe obserations?

3.3 Parametrization and Estimation

3.3.1 General Formulation

The estimationproblemcanbe statedas: givena Markov model M, compute
the probability P(X| M) thatit will generatehe sequencef acousticvectors
X = {z1, z9, ..., zn}. Startingfrom the actuallikelihoodcriterion we will
shawv the hypotheseshat are necessaryo make the model computationally
tractable.

We defineapathI of length N in themodelasanorderedsequenc€)) =
{° =q1,4, % ..., ¢, ¢V ! = qr} of N stateg(non-emittinginitial and
final statesexcluded)enteringvia theinitial stateq; andendingvia the final
stateqr of M. Both initial andfinal statesare assumedo be non-emitting
states(i.e., no acousticvectorsare associateavith them)® Along this path,
let ¢" representhe HMM stateattime n, with ¢" € Q, andlet ¢gi meanthat
specificstateg;, is visitedattimen. If T" denoteghe setof all possiblepathsC
in M, the actualcalculationof P(X|M) involves summingthe probabilities
of all possiblepathsC € T, i.e.:

P(X|M) =) P, X|M) =7 P(Q,X|M) (32)
{r} {r}
where@?Y is the particularstatesequencessociatedvith a specificpathT.

To malke apparentll possiblepaths,(3.2) canalsobe rewritten (without ary
simplifying assumptionsas:

L L
1 N
PX|M) = > ... Plais--- a0y, XIM) (3.3)
=1 In=1
6As shawn later, thesestateswill be usedonly to initialize recursions.
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for all possible{qt}l, . ,qgv} € I'. Sinceeventsq} areexhaustve andmutu-

ally exclusive,i.e.:
L
Y Plg})=1, Vn
=1

probability P(X |M) canalsobe written for ary arbitraryn andwithout ary
simplifying assumptions:

L
P(X|M) :ZP qZ,X|M for any n € [1, N] (3.4)
/=1

where P(q}, X|M) denoteshe probability that X is producedoy M while
visiting stateg, attime n andcanalsobewritten as?

P(q?aX|M) = P(QZL,XmM)P(XéV—I—l'qgaXlnaM) (35)

where X denoteghe partial vectorsequence z,,, Tm+1, - - -, ). In this

expressionP(qy, XT | M) representghejoint probability of having generated
the partial obsenation sequenceX{ andhaving arrived at stateg, at time n

given HMM M; this probability will be definedasthe forward probability
ap (k) in Section 3.34 [equation (3.13)].

P( n+1|Q",X{L, M) representshe probability of the partial obseration se-

quencex? ', 1 giventhatthe partialobserationsequenceXT hasalreadybeen
obseredwhile arriving at stateg, attime n; this probabilitywill bedefinedas

the backwvard probabilityin Section3.3.4[equation(3.15)]. It is theneasyto

shaw that,without ary assumptionghefollowing recursionholds:

P(gg, XT|M) = ZP L X M)p(dF, walgy T XTTH M) (3.6)

whichwill bedefinedateronastheforwardrecursiorof the Forward-Backvard
algorithm[Baum, 1972; Bourlardet al., 1985; Lee, 1989] (seeSection3.3.4
for furtherdiscussion).

In mary texts, notationsP(-) andp(-) standfor actualprobabilitiesand
probability densityfunctionsrespectrely. However, in this book, we will as-
sumethatthe readercaninfer which is referredto, andwill insteaduse P(-)
to denote‘global” or “accumulated’probabilitiesor densitiegwheretheleft-
handside of the conditionalcontainsa sequencef acousticvectorsor a se-
quenceof HMM states)while p(-) will standfor local probabilities(i.e., rela-
tive to a specificacousticvectorand/ora specificHMM state).

The conditionalprobability p(¢}, 7, |}, X7~ *, M) in (3.6) is usually
referredto asthe local contritution To make the modelscomputationally

"Throughoutmuchof this book, thefollowing “trick” is usedwhichis essentiallyarestate-
mentof thedefinition of conditionalprobability: p(a,blc) = p(alb, c)p(b|c). This decompo-
sition provesvery usefulin understandinghe progressiorthroughmary of the equations.
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tractable the influenceof the conditionaleventsare usually limited by some
simplifying hypothesesFor example,the dependences restrictedto the last
emittedvector;this couldbeachiezed by concatenatingwo successie vectors
asin [Furui, 1986] andin [Marcus, 1981, 1985], while an explicit formula-
tion is givenin [Wellekens,1987]. However, in standardHMMs [Bourlard
et al., 1985; Jelinek, 1976], the local contritution is assumedndependent
of the whole previously emittedvector sequenceX”~! and thus reducesto
p(qy, xn\q,’;‘l, M). Thisis equialentto assuminghat,notonly aretheacous-
tic vectorsuncorrelatedbut alsothe Markov modelsarefirst-orderMarkov
models. Indeed,to make thesenew assumptionsnoreexplicit, let us rewrite
(first without ary of theseassumptionsphelocal contrikutionin (3.6) as:

p(q?, xnlql?_la X{L_la M)
=plgglay " X7 Y, M)p(zalal. ¢ ', X7, M) (3.7)

Actually, equation(3.7) reflectsthe propertythathiddenMarkov modelscan
in factbe describedn termsof two correlatedviarkovian processespnecor
respondingo the statesequenceandthe secondneto theacousticvectorse-
guence.This explainswhy HMMs arecalled“hidden” Markov modelssince
thereis anunderlyingMarkov procesgi.e., the statesequencejvhich is not
obsenrable, but affectsthe obsered Markov processlescribingthe sequence
of events. It is thenclearthat, whenassuminghat the local contritution in
(3.6)is independentf the pastacousticvectorsequenceX {L_l, two hypothe-
sesareactuallymade(onefor eachunderlyingMarkov process)i.e.:
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Secondsetof hypotheses

e H3: It is assumedhat Markov modelsare first-orderMarkov models
i.e.:
p(aplgy™ ", X7 M) = plaglay", M) (3.8)

which statesthat the probability that the Markov chainis in stateg,

at time n dependsonly on the stateof the Markov chainat time n —

1, andis conditionally independenbf the past(both the pastacous-
tic vector sequencendthe statesbeforethe previous one). Probabili-
tieSp(qjg|qZ‘1,M), Vk,£ = 1,...,L, areusuallyreferredto as tran-
sition probabilitiesand representhe probability to go from ¢, to ¢ in

aMarkov model M. Sincethesetransitionprobabilitiesareusuallyas-
sumedto be stationary(modelsare usuallyassumedo be time invari-

ant),theuppertimeindiceswill be droppedn thefollowing whenthere
is no risk of confusion.Although thesetransitionprobabilitiesareusu-
ally dependenbn M, this conditionalwill sometimese overloolkedin

thefollowing whenconsideringa specificHMM. Thesetransitionprob-
abilitiesarenonngatwve (of course!),andthe probabilitiesof all transi-
tionsthatleave a statesumto one,i.e.,

L

Zp(qqu,M) =1,Vk=1,...,L
=1

for every specificM . Theseprobabilitiescanbe estimatediuringtrain-
ing by countingtherelative occurrencef statetransitions.

¢ H4: Anothercommonrelatedassumptions the obseration-indejen-
denceassumptioni.e.:

p(znlaf q¢ ", X7, M) = p(zn|q}. g, M) (3.9)

which statesthat the acousticvectorsare not correlatedor, in other
words,thatthe probabilitythata particularacousticvectorwill be emit-
ted at time n dependsonly on the transitiontaken at that time (from
stateq};‘1 to ¢7), andis conditionallyindependenof the past.Probabil-
itiesp(zn|q7, q,ﬁfl, M) areusuallyreferredto asemission-on-transin
probabilities[Jelinek, 1976] andrepresenthe probability of observing
z,, While doingatransitionfrom stateg, to gp.

Giventhesetwo assumptionsthe local contrikution in (3.6) thusreduces
to

p(af,znldt 1 X771, M) = plqelar, M)p(znlay, gt M) (3.10)

Giventhis formulation,oneotherassumptioris commonlymade:
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e H5: Although emission-on-transitioprobabilitiesare sometimesised
assuch[Jelinek,1976; Lee, 1989], they are often assumedo depend
only on the currentstate(independenof the pre/iousstateq,’;*1 andof
themodel M) to reducethe numberof parameters,e.,

p(zalgl, qt ™", M) = p(znlge) (3.11)

inwhichcasethep(z,|q¢)’saresimply referrecto asemissiorprobabili-
ties Sincetheseemissiorprobabilitiesareusuallyassumedndependent
of the model, M hasbeenremoved from the conditional® Also, since
the modelsare assumedime invariant, the uppertime indicesof the
stateswill generallybe droppedwhenthey arenot requiredfor clarity.
Notationlike g, andg,” will sometimedeusedto remindthereadethat
stateg,, wasthe statevisited beforeq,.

Takinghypothese$i3-H5 into account(3.6) reducego:

L

P(qp, XPIM) = | Y P(gy " X7 | M)p(gelar, M) | plzalge)  (3.12)
k=1

whichis thebasicrecursionof HMMs.

To computeheemissiorprobabilitiesof (3.12),eachstateg,, of Q (oreach
pair of statedn the caseof emissionontransitionshasto be associateavith a
probabilitydensityfunctiondescribing(z,,|gx). Sincetheacoustiovectorsz,,
areoftenin theform of d-dimensionateal-valuedfeaturevectors additional
hypothesesboutthe underlyingprobability densityfunction describingthese
emissionprobabilitiesareusuallyrequired.

3.3.2 Continuous Input Features

Let X represent sequencef acousticvectors{zi,...,Zn,...,zn}, Where
eachz, belongsto a predefinedd-dimensionalfeaturespace(e.g., cepstral
vectors). To estimatethe emissionprobabilities,someassumptiongboutthe
underlyingdistribution associatedvith eachstateqg, arerequired.In thecase
of continuousinput, it is particularly usefulto split the local contritution as
donein (3.10),sincethisleavesonly thecontinuougandomvariablez,, onthe
left-handsideof the conditionalin theemissionprobabilities.

¢ H6: As mentionedin Chapter2, in mary practicalsituationsp(z,|q¢)
in (3.12)is estimatedyy assumingt to bein the form of a multivariate
Gaussiamlistribution (2.4). Toreducehenumberof freeparameterghe

8This is usually referredto as statetying betweenmodels,i.e., a stateq; is describedn
termsof the sameprobability densityfunctionindependentlyof the model M it belongsto. If
we do notassumehatthe emissionprobabilitiesareindependenof M, this is thenequialent
to specificstateawith probability densityfunctionsfor every possibleMarkov model M.
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component®f the featurevectorare often assumedo be uncorrelated
(i.e., the covariancematrix is assumedo be diagonal),sowe cancom-
putep(z, |gx) by (2.5). Sincethenormaldistribution with adiagonalco-
variancematrix is generallynot a goodenoughmodel,emissionproba-
bilities areoftenestimatedrom multivariateGaussiammixturedensities
(2.6) [Rabineret al., 1985]. Otherformsincludethe Gaussiarautore-
gress¥e mixture density[Juang& Rabiney 1985], the Richtermixture
density[Richter, 1986], andthe Laplacemixture density[Ney & Noll,
1988]. Whatever solutionis chosenassumptionaremadeabouttheun-
derlying probability densityfunctions. Althoughit canbe provedthata
mixture of Gaussiansanmodelary kind of distribution, we still do not
know how mary Gaussiansre neededper state,and the numberthat
we can effectively train will be dependenbn the size of the available
trainingset.

A problemworth noting in all theseapproachess that the probability
p(zn|qx) is usually not computedbut is simply replacedby the value
of the probability densityfunction on z insteadof estimatingthe actual
probability i.e., theintegral of the pdf on [z — €,z + €]. However, if ¢
is smallenough the actualprobability is thenequialentto the density
within a scalingfactorequalto 2e. This problemdoesnot appeaiin the
caseof discretenputfeatures.

3.3.3 Discretelnput Features

In discreteHMMs, the acousticvectorsequenceX is quantizedn afront-end
processowhereeachacousticvectorz,, is replacedy thecloses(in thesense
of Euclidianor Mahalanobiglistance)prototypevectory; selectedn aprede-
terminedfinite sety = {y1,...,yi,...,yr} of cardinalityl. Usually Y is re-
ferredto asthe codeboolof prototypevectors.This prototypevectorsetis usu-
ally determinedndependentlyby usingclusteringalgorithms,e.g., K-means
or binary splitting algorithms,on a large numberof acousticvectors[Linde et
al., 1980;Makhouletal., 1985]. In this casetheacoustiovectorsequence is
replacedoy a(prototype)vectorsequenc&®” = {y;,,...,¥i,,---,Yiy }, Where
in, representshelabelof the closesiprototypevectorof ) associateavith z,,.

Consequentlyemissionprobabilitiescanbe describedn termsof discrete
probabilitydensityfunctions,andevery L-stateMarkov modelis characterized
by I x L? parameters

p(Yilae, a5, )

fori = 1,...,I andk,Z = 1,..., L, if emission-on-transitioprobabilities
areused]i.e., theleft-handsideof (3.11)],or by I x L parameters

p(yilqe)
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if we assumehatthe emissionprobabilitiesdependonly on the currentstate
[right-handsideof (3.11)]°

e H7: In thediscretecase we do notrequirehypothesidH6 aboutthe un-
derlying distribution of the emissionprobabilities. However, thereis a
similar assumptioraboutthe distribution of thefeaturespacethatis im-
plicit in the choiceof distancemetricfor the clusteringprocedurge.g.,
the Euclidian distancemeasuren the caseof the K-meansclustering
algorithm).

Additionally, if multiple featuresare used,quantizationdistortionis re-
ducedif separateeodebooksareused;however, sincethe resultingprobabili-
tiesarecombinedby multiplication,thereis animplicit assumptiorof feature
independence.

In the caseof continuousHMMs, thereis no needto choosethe distance
metric or vector quantizationheuristics. The parameter®f the modelsare
computeddirectly but at the costof limiting assumptionsegardingthe form
of the probability densityfunction. In a commonform of theseassumptions,
Gaussianr Gaussianmixtures are usedwith covariancematriceshaving
nonzeroelementsonly on the diagonal. This is equvalentto assuminghat
thefeaturesareuncorrelated.

In todays speechrecognitionsystemsthe choice betweendiscreteand
continuousHMMs oftendepend®n severalfactors:

e Comparedwith discretemodels,continuousdistributional modelsusu-
ally requirefewer parametersyhich limits their memoryrequirements.

¢ Sincethey have fewer parameterssontinuouglistributionalmodelsusu-
ally requirelesstraining datato achieve good generalizationperfor
mance. However, if enoughtraining datais available (which is rarely
the case!) discretemodelscangive a betterestimateof the obseration
densityfunction.

e Generally continuousHMMs require longer training and recognition
time. Continuousnodelsrequirethe calculationof several Gaussiaror
multi-Gaussiardensities For discreteHMMSs, probability calculationis
replaceddy alook-uptableandonly quantizatiorof theacoustiovectors
hasto be performed(which canbeoptimizedby tree-searclapproaches
like binary splitting).

An intermediateapproachuseswhat are referredto as semi-continuous
HMMs, andaimsatincorporatingheadwantage®f bothdiscreteandcontinu-
ousHMMs while keepingthe numberof parameterandthe computatiortime

®Again, if thesediscreteemissiorprobabilitiesareassumedo beindependensf theMarkov
model M (i.e., tied emissionprobabilities),the total numberof parameterén thesetwo cases
will berespectiely equalto I x K2 andI x K.
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acceptable Essentially semi-continuoutiMMs usea “codebook” of Gaus-
sianssharedy all outputpdfsassociateavith ¢, € Q. SeeSection6.7.2for a
furtherdiscussiorandextensionto therelationshipwith ANNS.

3.3.4 Maximum Lik elihood Criterion

The problemconsiderechereis the following: given a setof modelparame-
ters,how do we computethe likelihood P(X | M) (3.2) of anacousticvector
sequenceX givenaMarkov model M ? Unfortunately directcomputatiorof
(3.2) is clearly infeasiblesincethe numberof operationss O(2NLY) (see
[Rabiner 1989]for thefull calculation).®

Theso-calledForward-BackvardalgorithmBaum& Eagon,1967;Baum,
1972] canbe usedto efficiently computeP (X |M). Thisis achiered by split-
ting P(X|M) into a sumof productsof a “forward” anda “backward” prob-
ability [asdonein (3.4) and(3.5)]. Considering(3.5), we may definethe for-
wardprobability

an(l) = P(qf, X7'|M), VL € [1, L] (3.13)

asthe joint probability of having generatedhe partial obseration sequence
X7 ={z1,...,z,} andhaving arrived at statestateg, attime n givenHMM
M. Inthiscasefecursion(3.12)[i.e., recursion3.6) afterhypothese$i3-H5]
canberewritten as:

L
ani1(l) = [Zan%)p(qﬂqk)] p(zn+1]qe), VL € [1, L] (3.14)
k=1

and is often referredto asthe forward recursionof the Forward-Backvard
algorithm. By definitionof «,, (£), it is clearthatrecursion(3.14)is initialized
by setting

a1(¢) = p(x1|qe)p(qelar), V2 € [1, L]

whereg; is theinitial (nonemitting) stateof M.
In a similar way, andconsideringhe secondfactorin theright-handside
of (3.5), we candefinethe backward probability

Bn(l) = P(XN.\|q7, X7, M) (3.15)

asthe probability of the partial “backward” obseration sequenceXff+1 =
{Zn+1,...,2zn}, giventhatthe partial obseration sequenceX] hasalready
beenobseredwhile arriving atstateg, attimen. Thecorrespondindackvard
recursiorof the Forward-Backvard algorithmis then:

L

Bn(l) = ZP(Qk|(1£)p($n+1|%)/@n+1(k), Ve e 1, L] (3.16)
k=1
Thereare LN possiblestatesequencesandfor eachof themabout2 N computationsare
necessary
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with theinitialization
Bn(€)=1or0,VLe[1,L] (3.17)
dependingon whetherg, is alegal endingstate(i.e., directly connectedo ¢,

Bn (£) = 1) ornot (8w (¢) = 0).
Accordingto (3.4),we thenhave:

&~

P(X|M) = Zan(ﬁ)ﬁn(é), for any n € [1, N| (3.18)
=1

andthe globallikelihoodcanthereforebe calculatedat ary time slotn. How-
ever, we canalsowork atthefinaltimen = N and,inserting(3.17)into (3.18),
we obtain:

P(XIM) =) ax(®) (3.19)

VEEF

whereF standsfor the setof legal final states(directly connectedo gr). In
the sameway, andincorporatingsymbolszy andz 1 (which arevirtual ex-
trapolationsof the actualobseration sequencefor corveniencewe obtain:

P(X|M) = an1(F) = Bo(I) (3.20)

Althoughthisbackwardrecursioris notactuallyrequiredo estimateP (X | M),
it wasdefinedheresinceit will beusedfor training(Section3.4.1).

Given that o, (k) accountsfor X7 and stateg;, at time n, while 3, (k)
accountsfor X}V, , given g, attime n, it is alsointerestingto note that the
forwardandbackward recursiongogetherallow usto estimatethe probability
of ary stategy, Vk € [1, L], attimen (andasthefull likelihoodof thecomplete
vectorsequence):

P(qi, X|M) = an(k)Bn (k) (3.21)

It canalsobeshawn that,usingtheforwardrecursionthenumberof oper
ationrequiredto computeP (X | M) hasbeenreducedo O(N L?). In practice,
however, mostmodelsarenotfully connectedsothe compleity is morelike
O(N L) with a small constantfor the averagenumberof connectiondnto a
state.

3.3.5 Viterbi Criterion

The Viterbi criterion can be viewed as an approximationto the full likeli-

hood (MLE) criterion where, insteadof taking accountof all possiblestate
sequencem M capableof producingX, onemerelyconsiderghe mostprob-
ablepath. This criterioncanbeusedto provide anexplicit sgmentatiorof the
obseration sequenceyhich cansometimebe very useful.
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An explicit formulationof the Viterbi criterionis obtainedby replacingall
summationsn (3.3) by a“max” operatoryielding

P(X|M) = max P(gj,,...,q0,X|M) (3.22)

1y--t N

whereP(-) representshe Viterbi approximatiorof thefull likelihood. In this
case(3.6)thenbecomes:

P(gf, XT|M) = max [P(gy ' X7 M)p(a}, zalg) X7, M)

(3.23)
Usinghypothese$i3-H5, (3.12)becomes:

P(gf, X1|M) = max [P(gy™", X7 | M)p(grlar, M)] plenlar)  (3:24)

which givesusthebasicrecursiorof the Viterbi algorithm[Viterbi, 1967]. The
globallikelihood P(X | M) is thenapproximateds:

P(X|M) = maxP(g, X' |M) (3.25)
= Pgpt, X M) (3.26)

which representshe probability of the bestpathor, in otherwords,the max-
imum likelihood statesequence.Recurrenceg3.24) can be reformulatedin

termsof DynamicProgrammingDP), alsoreferredto asDynamicTime Warp-
ing (DTW),'! wheredistancesredefinedasthe negative logarithmof proba-
bilities [Sanloff & Kruskal,1983;Bourlardetal., 1985].

3.4 Training Problem

Theparameterto bedeterminedn anHMM-basedASR systemarethetopol-
ogy of themodel(numberof statesandallowabletransitions)the statetransi-
tion probabilities andthe parameterselatedto theemissiorprobabilities(i.e.,
symboloutputprobabilitymatricesn thediscretecase pr meansandvariances
in thecontinuougGaussiantase).Largeamountof trainingdata(perspeech
unit) areneededo obtaingoodestimate®f theseprobabilities.

The choiceof atopologyto describethe obsered sequencef eventsfor
a given speechunit is often ad hoc. For word models,one might selecta
numberof stateswhich roughly correspondgo the numberof phonemesn
the word to be modeled,or elseto the numberof pseudo-phonemesyhich
canbe determinecdby vectorquantizationof anutteranceof thatword. In the

n someusagesDTW is distinguishedrom the Viterbi in thattheformeris adeterministic
applicationof dynamicprogrammingto speechwith nothinglike the transitionprobabilities
of the Viterbi. However, in both caseghe bestwarpingof the time axisis foundto matchthe
acoustidnputswith themodels,sothedistinctionis probablyacademic.



38 CHAPTER3. HIDDEN MARKOV MODELS

caseof phonememnodels the numberof statesn theword modelsis automat-
ically proportionalto the numberof phonemegsinceword modelsare built
up by concatenatingonstitutingphonemeamodels).However, in this case we
still have to choosethe topology of eachphonemicHMM, often chosento
be a strictly left-to-right 3-statemodel. In the caseof sub-unitHMMs (like
phonemesi)t is usefulto performembeddedraining [Bourlard et al., 1985]
to take accountof the statisticalvariationsin speakingateandpronunciation.
In this case,we assumehattraining is performedon a setof (known) train-
ing utterancesX;, 7 = 1,...,J, labeled(but not necessarilysggmented)in
termsof speechunits. As a consequencegachof the training utterancecan
be associatedvith a Markov model M; of parameter®; € © obtainedby
concatenatinglementaryHMMs m,, € M of parameters,,, associatedvith
the speeclsub-unitsconstitutingthe utterance.In the caseof MLE criterion,
thegoalof thetrainingis thento find the bestsetof parameter®* suchthat:

J
©* = argmax HP(Xj\Mj,Gj) (3.27)

X o

SinceMLE is notadiscriminanfcriterion,maximizationof this productcanbe
doneindependentlyor eachfactor(eachmodelMj).12 As aconsequencen
the following, we will consideronly a particulartraining utteranceX andits
associatedvarkov model M (modificationof the training algorithmsto take
multiple training utterancesnto accounts straightforvard).

Unfortunately maximizationof P(X|M,®©) in the parameterspace©®
doesnot have a direct analyticalsolution. However, asbriefly shavn in the
following, iterative procedure&nown asthe Forward-Backvardalgorithmand
the Viterbi algorithmmaybe usedto locally maximizeP(X | M, ©) (MLE cri-
terion)or P(X| M, ©) (Viterbi criterion).

3.4.1 Maximum Lik elihood Criterion

Themostpopularapproactto iteratively maximize P(X | M, ©) hasbeende-
scribedby Baumand his colleaguesn a numberof classicpapergBaum &
Petrie,1966; Baumet al., 1970; Baum, 1972]. Startingfrom initial guesses
0", themodelparameter® areiteratively updatedaccordingto the Forward-
Backwardalgorithm,anadaptatiorof theEM (“Expectation-Maximizatin” or
“EstimateandMaximize”) algorithm[Dempsteretal., 1977])for HMM train-
ing, sothat P(X| M, ©) is maximizedat eachiteration. This kind of training
algorithm,oftenreferredto asBaum-Weélchtraining,canalsobeinterpretedn
termsof gradienttechniquegLevinsonetal., 1983;Levinson,1985].

2In fact, this is not completelytrue sincetwo Markov models M; and M; (respectiely
parametrizedy ©; and®;) canhave a commonsubsewf elementaryspeechunits m,, and,
consequentlythe samesubsetf parameters\,,. In this casewe will have to make surethat,
during training, parameters\,, remainthe samefor both modelsM; and M; (referredto as
“parametettying”). However, this doesnot significantlymodify the following reasoning.
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Thoughbackward recursionswvere not both necessaryor decoding,both
the forward andbackward recursionsarerequiredto derie the re-estimation
formulas. Although this will not be fully describedn this book, the general
concepis recallednherel®

For a heuristicderiation of there-estimatiorprocedureof the HMM pa-
rameteywe mustdefinethe probability of beingin stateg, attimen, giventhe
completeobsenration sequenceX andthemodelparameter®, i.e.,

P(qp, X|M,0)

Yo (k) = p(gg | X, M,0) = P(X|M,0)

(3.28)

wherethe secondequalitycomesrom thedefinitionof conditionalprobability
(the joint probability divided by the mamginal probability). Given (3.21), we

have:
P(X|Ma 6) 2521 Otn(é),@n(@
in which the normalizationfactorguaranteethat

(3.29)

Yn(k) =

(]~
2
=

I

ul—‘

<
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\_l—‘

2

k=1

As aconsequencehe probability visiting g; while producingX (but without
specifyingat what time n, i.e., without specifyingthe emittedvector z,,) is
givenby:

Y(k) = (k) (3.30)

For re-estimatiorof thetransitionprobabilities we alsoneedto definethe
probability of beingon stateg,. attime n andstateg, attimen + 1, giventhe
X andthemodelparameters,e.,

én(k,€) = Pq, q;"'1X, M, ©) (3.31)
Giventhe definitionsof «, (k) and g, (£), we have:

P(q, g, X, M|©)
P(X[M, ©)
an(k)p(qe|qr)P(Tn11]qe) Bry1(£)
O (3.32)
Dokt 21 on(k)p(gelgr)p(Tnr1]ge) B (£)

If £(k, £) denotesheprobabilityof producingX while takingatransitionfrom
Stateg, to stateg, but without specifyingatwhattime (i.e., without specifying

&n(k, L, M)

1BAs usual,if you areeithertoo muchof an expertor a greenhornyou might wantto skip
this section.Thenagain,you might be missingsomething..
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for which acoustiovectorz,,), we have:

N
£k, 0) = &nlk, ) (3.33)
n=1

Generalizinghe conceptof countingoccurrenceso the expectednumber
of occurrencesgi.e., countingwhereeachcountis weightedby its probability
of occurrence)re-estimatiorformulasfor the transitionand emissionproba-
bilities canbe derived from (3.29), (3.30), (3.32) and (3.33); for continuous
obsenration densityHMMSs, see[Liporace,1982;Juanget al., 1986]; for dis-
creteHMMs, see[Rabiner 1989;Lee, 1989]. Thevery elegantproofthatthey
leadto a corvergentprocessanbefoundin [Baum,1972].

As an exampleof thesere-estimationformulas, let us considera HMM
in which eachstategq;, is describedn termsof a single Gaussiardistribution
of meany; and covariancematrix ¥j. The re-estimationformulasfor the
parametersf emissionprobability densityfunctionarethen:

a 2711\721 -Tn7n(k)

fir = ==L (3.34)

and

(k)
In the caseof Viterbi training (seenext section)only the bestpathwill becon-
sideredandprobabilitiesy, (k) degeneraténto 1's and0’s (sinceevery vector
is assumedo be associatedvith only one statewith probability 1). Given
(3.30),v(k) representshe numberof timesan acousticvectorhasbeenob-
senedon g, andre-estimatiorformulas(3.34)and(3.35) simply degenerate
into standardcestimate®f Gaussianpdfs.
For thetransitionprobabilities then,we have :

, _ &k, 0)
pqelar) = R (3.36)

3.4.2 Viterbi Criterion

Whenusingthe Viterbi criterion we are only interestedn the beststatese-
guence In this case the parametersf the modelsareoptimizediteratively to

find thebestparameterandthe beststatesequencé.e.,the bestsggmentation
in termsof the speechunitsused)maximizing

J
P = [] P(x;|M;,0;) (3.37)
j=1

Eachtraining iteration consistsof two steps.In the first step,we usethe old
parametewalues(or initial values)to determinethe new bestpath matching
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thetraining sentenceagainstthe associatedequencef Markov models[by
using (3.24)]. In the secondstep, we usethis path to re-estimatethe nev
parametewnalues(seebelow); backtrackingof the optimal pathsprovidesus
with thenumberof obseredtransitionsetweerstategto updatethetransition
probabilities)and the acousticvectorsthat have beenobsered on eachstate
(to updatethe parameterslescribingthe emissionprobabilities). This process
canbeprovedto corvergeto alocal minimum.

For clarity’s sale, the re-estimatiorformulas(given the currentmatching
path)areonly provided for the discretecasein the following discussion.We
alsodiscusghe consequenced the differentassumptionaboutthe emission
andtransitionprobabilitieson the generalityand (local) discriminantproper
ties of the models.In the continuougGaussiantase re-estimatiorformulas
directly follow from (3.34)and(3.35) (in which v, (k) is simply equalto 1 or
0 accordingto whetheror not z,, is associateavith g, for the bestmatching
path),andsimilar conclusiongemainvalid.

We startfrom the mostgeneralform of the local contrikution [left-hand
sideof (3.10)]in whichwe assumeéndependencef thepreviousacousticvec-
torsX{“l. Whenusingthe Viterbi criterion,eachtrainingvectorz,, (replaced
by its closestprototypevector y; in the discretecase)is then uniquely as-
sociatedwith a singletransition. Let n;;, denotethe numberof timeseach
prototypevectory; hasbeenassociateavith a transition{q; — ¢} between
two states= Q for thewholetrainingsetX. Accordingto this definition,n;x,
sumsup all transitionswherever they appearin anHMM associateavith X.
The estimatef the probabilitiesp(qy, yi|qk, M) usedin (3.10)(in which we
assumeandependencef the previous acousticvectors)and which guarantee
the corvergenceof the Viterbi trainingaregivenby:

Tike

T K
Zj:l Zm:1 Njkm

pae,yilgy ) = , Vie[L,1],Vk,Le[1,K] (3.38)

andthus:
1 K
S blavilay) =1, Vk € [1, K]
i=1 ¢=1

As donein (3.10),thelocal probability (3.38)is oftensplit into a productof a
transitionprobability andan emissionprobability (transitionemitting models)
[Jelinek,1976]for which therespecire estimatorsare:

I
Zj:l Njke

T K
D=1 2am=1 Mjkm

pgelar) = (3.39)

and

. Nike
Pyilae, ar) = =7 (3.40)
Zj:l Nkl
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A furthercommonsimplificationis to assumehatthe emissionprobabilities
(3.40)only dependnthecurrentstateg, (stateemittingmodels).lts estimator
is then ZK

3(yilgr) = m=1 Timé - _ Tt 3.41
wheren;, representshe numberof timesy; hasbeenobsered on g, andn,
the numberof timesstateq, hasoccurred.The productof (3.39)by (3.41)is
differentfrom (3.38) dueto the additionalassumptioron the emissionproba-
bility.

If themodelsaretrainedusingthisformulationof theViterbi algorithm,no
discriminationis used.For instancethelocal probability (3.38)is nottheright
measureo useif thegoalis obtainingthe mostprobabldabelassociateavith
prototypevectory; (or, in otherwords,to find the mostprobableassociated
stategiven a specifiedprevious state). As notedin Chapter2, this decision
shouldideally be basedn the Bayesdecisionrule [Fukunaga1972]in which
casethe mostprobablestateq,, , shouldbe definedaccordingto:

bopt = argimax p(qelyi, g5 ) (3.42)
andnot, from (3.38),by

lopt = arglénax p(qe,Yilay, )

Thus, it is necessaryzhatzgi1 p(qelyi,q, ) = 1. As for the classicaltech-
niguessummarizedearlier theseprobabilitiesare relatedto local contriku-
tions. Indeed this discriminantocal probability canbewritten

—\ _ Plae, Yilg,
P(aelyi, g ) = (7W (3.43)
p(yilay,)
Summing(3.38)on/ yieldsanestimatorof p(y;|q; )
K
~ — _1 Ny
Pyilgy) = Lum=1 Mikm (3.44)

T K
Zj:l > m=1 Tjkm

By (3.38),(3.43)and(3.44),anestimatorof the discriminantiocal probability
is:
Daelyi ay) = =t — (3.45)
Zm:l Nikm
and sumsto unity asrequired. Suchdiscriminantprobabilitieswere already
usedin the ERIS systemdescribedn [Marcus,1981,1985]. It will be shavn
in Chapter6 thatthe optimal outputvaluesof a particularneuralnetwork, the

multilayerperceptronareestimate®f thesediscriminantocal probabilities.
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3.5 DecodingProblem

3.5.1 Maximum Lik elihood Criterion

Accordingto thelikelihoodcriterion,anutteranceX will berecognizedsthe
word (or word sequenceassociatedvith My if:

P(X|My) > P(X|M;), V) # k (3.46)

For continuousspeechrecognition,if a grammaris available to provide us
with prior probabilitiesassociatedvith every possiblemodel sequencel/;,
therecognitioncriterionwill thenbebasedon:

P(X|My)P(My) > P(X|M;)P(M;), Vi # (3.47)

Statisticalgrammarge.g., bigramsor N-grams)can be trainedon large text
corporato estimateP (M) for every possibleword sequencélelinek,1990].

For isolatedword recognition,the full likelihood of the input sequence
for eachword modelcanbe computedby usingthe forward recursion(3.14).
However, for continuousspeechrecognitiontheforwardrecursiorwould have
to becomputedor every possibleword sequencewhichin generals compu-
tationallyintractable.A known solutionto this problemis the stackdecoding
approacHBahl et al., 1983]andis particularlywell suitedto treegrammars.
Thisis amodificationof theforwardrecursiorfor continuousspeectwhichis
derivedfrom the A* SearchNilsson,1980]. Although stackdecodingis very
attractve, therearesomepotentialdravbacks[Lee, 1989]:

e Stackdecodings atreesearchFor this case pnly thetop candidategat
differentnodesof the tree, correspondingo differentpartial sentences
and different utterancdengths)are storedin a stackand are extended
(by usingtheforwardrecursionandpruned.Duringthesearchye need
anevaluationfunctionthatestimateghefull likelihoodof the complete
utterancerom the known scoresof partial utterancesWe alsoneedan
estimateof thelikelihoodof the remainingpath. This estimatemustbe
lower thanthe actuallikelihood of the remainingpath, or the solution
will besuboptimal However, themorethisis underestimatedhelarger
the stackmustbe.

e Sincethis algorithm extendspathsof differentlengths,it is no longer
time-synchronougas opposedo Viterbi decoding— seenext section);
during pruningit is more difficult to comparescores(that have to be
time normalized).

e To improve the efficiengy of the search,it is necessaryo have a tree
grammar Thisapproachs verydifficult (andquickly becomesntractable)
if thegrammaiis nottree-based.



44 CHAPTER3. HIDDEN MARKOV MODELS

Given all theseimplementatiordifficulties, a Viterbi searchis often pre-
ferredfor continuousspeectrecognition,eventhoughit is suboptimal.How-
ever, someresearcherée.g.,IBM [Bahl et al., 1983]) have successfullyused
a stackdecoderfor continuousspeectrecognition. More recently thereis a
resugenceof interestin this algorithm sinceit also hasseveral advantages
comparedwith Viterbi decoding,e.g.,decodingin termsof the actuallikeli-
hoodword sequenceandan easyway to get the top N-bestsentence$Paul
andNecioglu,1993].

3.5.2 Viterbi Criterion

Accordingto the Viterbi criterion, an utteranceX will be recognizedasthe
word (or word sequenceassociatedvith My, if:

P(X|My) > P(X|M)), Vi # k (3.48)

i.e.,theMarkov modelfor which the statesequencéhathasthe highestprob-
ability of beingtakenwhile generatinghe obseration sequencés maximum
[computedby usingrecursion(3.24)].

Continuousspeechrecognitionis achievedby searchindor thebestMarkov
modelsequencéeadingto the maximumlik elihood statesequenceThis can
alsobeformulatedasthe“one-stage dynamicprogrammingalgorithm[Bridle
etal., 1982;Ney, 1984]. Thisalgorithmhasseveraladwantages:

e TheViterbi searchs atime synchronousearchalgorithm, particularly
well suitedto real-timeimplementation.

¢ Becausef theefficientdynamicprogrammingprocedurethecomputa-
tional requirement®f the Viterbi searcharemoderateandlinearly pro-
portionalto thelengthof the utteranceandthe numberof nodespresent
in the searchspaceto describethe lexicon. It is alsopossibleto prune
the searchspaceby usingbeam-searchndfastlook-aheadechniques
[Lowerre,1976;Schwartzetal., 1985;Ney etal., 1987].

e Simplesyntax(suchasword-pairor bigramgrammarsanbeincorpo-
ratedquite easily More complex models(suchasaugmentedransition
networksandcontet-freegrammarsyanalsobe used but atthe costof
muchgreatercomputationatequirements.

e As a by-product,the recognitionprocessalso provides us with a seg-
mentationof the sentenceswhich sometimescan be very useful (for
exampleto gettargetoutputsto train a neuralnetwork — seeChapter7).

However, the probability obtainedfrom this procedureis an approximation
of the actuallikelihood, andis thus suboptimal. This is becausehe Viterbi
searcHindsthe optimal statesequencénsteadof the optimalword sequence
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A solutionto this problemwasproposedn [Schwartzetal., 1985]in whichthe
full likelihoodwascomputedwvithin eachword modelwhile a Viterbi criterion
wasusedfor between-wrd transitions.

3.6 Likelihoodand Discrimination

In this chapterwe have useda MLE approacho the training of our HMMs.
However, therearetwo fundamentatonceptuaproblemswith this approach
(apartfrom all the hypothesesevelopedin this chapter):

e It isimplicitly assumedhatthe model(with all its assumptionselatve
to its topology and probability densityfunctions)is accurateand actu-
ally reflectsthe structureof the data(althoughthe datamight notadhere
to the constraintamposedby the HMMs). If we hadenoughtraining
data(which is not certainevenin the caseof MLE), it would probably
be more preferableto infer all the parameterof the models(includ-
ing topologyandnon-parametrigprobability densityfunctions)directly
from the data,which canbe seenasimplicitly usinga Bayesor MAP
criterion (i.e., P(M|X)) during training insteadof MLE. Since MAP
includesthe effectsof prior information,thelanguagenodel(asdefined
in H1) would alsobeinferredfrom thetrainingdata.However, it appears
thatthis would requirea prohibitve amountof trainingdata.

e By trainingwith MLE insteadof MAP, we stronglyreducethe discrimi-
nantpropertief HMMs. Ideally, eachrHMM shouldbetrainednotonly
to generatehigh probabilitiesfor its own class,but alsoto discriminate
againstival models.

Thesetwo points(but especiallythe secondone)arerelatedto the discussion
thatfollows on discriminantcriterionfor HMM training.

As shawvn in Section3.2, the actualcriterion that should be maximized
duringtrainingof HMMs is the posteriomprobability P(M;| X') thata Markov
model M; generateshe acousticvectorsequenceX. However, the parameter
spaceonwhichthis optimizationis performedprovidesthedifferencebetween
independentlytrained modelsand discriminantones. RecallingBayes'rule
(from Chapter), the probability P(M;| X') canbewrittenas

P(X|M;)P(M;)

(3.49)

In arecognitionphase P(X) maybeconsideredisa constansincethemodel
parameterarefixed. However, duringtraining,this probabilitydepend®nthe
parametersf all possiblemodels.Indeed denotingby © the parametesetfor
all themodelsandtakinginto accounthatthe modelsaremutually exclusve,
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P(X) canberewritten as:

P(X|©) = > P(X|My,©)P(M;|0) (3.50)
k

wherethe summationextendsover all possibleword or phonemesequences.
During training, the sumin (3.50) includesthe correctmodelaswell asall
possiblerival models.

As explainedin Section3.2, the prior probabilitiesP(M},), referedto as
the languagemodel probabilities,are usually estimatedndependenthyof the
acoutsianodelparameterghypothesisil) andparametrizedby theirown lan-
guagemodelparameters independentf theparameter®, i.e., P(My|0) ~
P(My|L). FurthermorethelikelihoodsP(X | M;) dependonly onthe param-
eters®; presenin M;. As aconsequencé3.49)maybewritten as:

P(X|M;,0;)P(M;|L)
(3.51)

Maximizationof P(M;| X, ©) is usuallysimplifiedby restrictingit to the sub-
spaceof the M; parametersThisrestrictionleadsto the MLE criterionasused
in thischapterIn this casethesummatiortermin thedenominators constant
overtheparametespaceof M; andmaximizationof P(X|M;, ©;) impliesthat
of its bilineartransformP (M;| X, ©) (3.51). This“model by model” optimiza-
tion allows importantsimplificationsin thetrainingalgorithmsby avoiding the
computation®f all rival sequencedyut atthe costof discrimination.

Ontheotherhand,maximizationof P(M;| X, ©) with respecto thewhole
parametespace(i.e., the parameter®sf all possiblemodels)leadsto discrim-
inant modelssinceit implies that the contritution of P(X|M;, ©;)P(M;|L)
shouldbe enhanceadvhile the contritution of all possiblerival models,repre-
sentecby

> P(X|My, ©)P(M|L), Vk # i
Py

shouldbereduced:* In this case maximizationof (3.51)is equivalentto max-

imization of )

1 ki P(X| My, 0)P(My|L)
+ = P[0, POLIL)

or maximizationof

P(X|M;,0;)P(M;|L)
> ki (X | My, ©p) P(My| L)

¥In the caseof isolatedword recognition this is quite easysinceit is enoughto considerall
the possibleword modelsof the lexicon. For continuousspeechrecognition,the sumshould
includethe probability of all possibleHMM sentencenodels(excluding M;) thatareallowed
by the syntax.

(3.52)
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If we assumesqualpriors P(Mj|L) for all possiblek, this maximizationwith
respecto the whole parametespaceis thenequivalentto Maximum Mutual
Information(MMI) criterion[Bahl etal., 1986;Brown, 1987;Merialdo,1988]
which aimsat maximizing

P(X|M;,0;)
2o P(X| My, ©g)

whichis alsoa discriminantfcriterion.

Theseconsiderationsstill hold in the caseof embeddedraining where
discriminationis increasedetweerthe variousword or sentencenodelsM,
by adjustingthe parameter®f the constitutingsub-unitmodelswhich may
appearseveraltimesandin severaldifferent M.

As shawn in this chaptey the Forward-Backvard algorithm simply max-
imizeslikelihoodsand, consequentlydoesnot provide discriminantmodels.
However, thisis a very efficient training proceduravhich iteratively provides
parameteestimatesasedon partial path probabilitiescomputedoy forward
andbackwardrecursionandwhichis guaranteedb corverge (atleastto local
optimum). This adwvantageis unfortunatelylost if the MMI criterionis used
[Bahl et al., 1986] and a gradientmethodis generallypreferredfor the opti-
mization; the forward and backward recursionscanstill be usedto compute
the gradient[Brown, 1987] but additionalconstraintsarerequiredto guaran-
tee that probabilitiesare positve and between0 and 1. If phonememodels
aretrained,a loopedphoneticmodel,i.e., aword modelthatallows any pos-
siblephonemesequenc@Wellekens,1986;Merialdo, 1988], may generateall
possiblephonemesequencesnd, by running the forward recursionfor full
likelihood estimationthroughit, may provide the summedprobability in the
denominatoof (3.53). The numeratorof (3.53)is obtainedin a separatestep
via aserialmodel. This methodcould,in principle,alsoapplyto word model
training, but would requirean excessve computatiortime for a large lexicon
dueto the size of the loopedword model. The MMI criterionis thuspartic-
ularly unsuitablefor embeddedraining of word models; severe hypotheses
mustbeacceptedo copewith the compleity [Brown, 1987].

The Viterbi algorithm,which is the maintool for the recognitiontask, is
also often usedin the training phase. In this case,the parametersare up-
datedso asto increasethe probability of the most probablestatesequence
and P(X|M) is thusnot actuallymaximized.It is somevhatsimplerthanthe
Forward-Backvard algorithmand corvergence(at leastto a local optima)is
alsoguaranteedlt is well adaptedo a simplified form of MLE optimization
(consideringthe bestpath only) but not at all to MMI maximizationsinceit
requirestakingaccountof all paths(notonly the bestone)in all possiblerival
sequencenodels.

To circumvent the lack of discrimination,othermethodshanMMI have
beenproposed.In a two-passmethodfor isolatedword recognition[Rabiner
& Wilpon, 1981],thelocal distancesetweenacousticvectorsof a testword

(3.53)
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andof referencéaemplatesareweightedto enhancehediscriminatingpartsof
the matchingpath. Anothertwo-stagemethodto improve the discrimination
in isolatedword recognitionhasbeenproposedy [Martin et al., 1987]. In
this casejnformationon therival models(includingdurationinformation)are
collectedduring the training phaseand usedin the secondstageto get rid
of ambiguities.The pragmaticuseof aniterative correctie traininghasbeen
proposedn [Bahl etal., 1988]andhasyieldedimprovedmodels.However, for
all theseapproacheghereis no cleartheoreticajustification,andit is usually
difficult to guarantee¢he corvergenceof therelatedtrainingprocedures.

In this book, it is shavn how neuralnetworks can be usedto improve
the discriminantpropertiesof HMMs andto overcomesomeof their limiting
hypotheses.

3.7 Summary

Theunpredictablendsequentiahatureof the humanspeectproductionsys-
tem malkes automaticspeechrecognitiondifficult. Hidden Markov Models
(HMMs) provide a goodrepresentationf thesecharacteristicand are now
thedominantechnologyfor continuousspeechrecognition.They benefitfrom
powerful training and decodingalgorithms. However, the assumptionghat
make optimizationof thesemodelspossiblylimit their generality;theseare,
amongothers:

e Poor discriminationdue to the training algorithm, which maximizes
likelihoodsinsteadof posteriorprobabilities(i.e., themodelsaretrained
independentlyf eachother).

e A priori choiceof modeltopologyandstatisticaldistributions, e.g.,as-
sumingthatthe probability densityfunctionsassociateavith the HMM
statecanbe describecasmultivariateGaussiardensitiesor asmixtures
of multivariateGaussiamensitieseachwith adiagonal-onlycovariance
matrix.

e Assumptionthatthe statesequencearefirst-orderMarkov chains.

e Typically, no acousticalcontet is used,so that possiblecorrelations
betweersuccessie acousticvectorsis overlooked.

In fact,the HMM we endup with after theseassumptionss very crude
comparedvith theidealmodel,in which emissionandtransitionprobabilities
shouldbedependenvnafixedwindow backinto therecentpaston bothstates
andobsenrations.

It shouldalsobe notedherethat thereis a fundamentalweaknessn the
HMM representatioof speectproduction,evenif noneof theseassumptions
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aretoo harmful: we mustassumehat speechs well representethy a succes-
sion of steady-statélocally stationary)segments.In factit is morelikely that

speectshouldberepresentedsa sequencef significantchangesThisissue
is notaddresseth this book, but we mentionit herefor perspectie.

In later chaptersve will shov how neuralnetwork technologycanbein-
tegratedinto HMM systemdo alleviate someof their morerestrictive limita-
tions. But first, we proceedo a shortbackgroundn a usefulform of neural
network, the Multilayer Perceptron.
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Figure3.2: Whois this Markov fellow; andwhyis he hiding?



Chapter 4

MULTILA YER
PERCEPTRONS

Physicalmodelsare asdifferentfromtheworld asa
geagraphicalmapis fromthe surfaceof the earth
—L. Brillouin —

4.1 Intr oduction

In this section,we will describethe perceptronand Multilayer Perceptron
(MLP) classesof Artificial Neural Networks. MLPs can be usedfor tasks
suchasfeatureextraction(seeChapterl4) andprediction(seeSection6.8and
Chapterl3) with applicationsrangingfrom signal processingo stock mar
ket forecast. For reviews and further readingon the fundamentalof neural
networks, see[Rumelhart,Hinton, & Williams, 1986b; Pao, 1989; Beale &
Jackson1990;Hertz,Krogh, & Palmer 1991;Zurada,1992]. For moreinfor-
mationon learningalgorithms,performancesvaluation,andapplications see
[Karayiannis& Venetsanopoulo4,993]. For morereferencesndapplication
areassee[Simpson,1991].

Sincethis book is mainly concernedwith speechrecognitiont the next
sectionswill considerMLPs aspatternclassifiers.More specifically we will
considerthe problemof classifyingacousticvectorsinto (phonemic)classes.
As in Chapter2, theseclasseswill be denotedwy, with & = 1,..., K. Ulti-
mately theseclasseavill beassociatedvith HMM statesg,. Thegoalof this
chapteris to provide somebasictheoreticalfoundationfor the useof MLPs
thatwill bedescribedn thelaterchapters.

LYou canlook for ahiddenmessagéf youwant,but asfar aswe cantell thisis prettymuch
all thatit'sabout.
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4.2 Linear Perceptrons

4.2.1 Linear Discriminant Function

We assumenerethat eachclasswy, Vk = 1,..., K (thatwill ultimately be
associatedvith a HMM state)can be associatedwith a linear discriminant
function[Nilsson,1965]definedas:

gk (zn) = @an (4.1)

where
— T
ITp = (1,.’En1, ITn2y. - ,:L‘nd)

is theacousticvectorz,, attime n augmentedby anadditionalelementwith a
valueof 1, T thetranspos®perationand

— T

Wy = (Wko, W1, Wk2; - - - , Wkd)
representshe parametesetdescribingwy, consistingof the augmentedorm
of the weightvectorw;, (including0-th componenbf z,,). Parameterwy is

usuallyreferredto asthe biasof classwy. Collectingequationg4.1) for all
classedeadsto the matrix notation:

g(zn) = WTER

where g(xn) = (gl(xn), .. ,gK(a:n))T, W = (El,EQ, e ,EK) is a
(d + 1) x K weightmatrix,and K is thenumberof classes.
Classificationis thenbasedn therule:

if gr(zn) > gj(zn), Vj#k thenz, € wy (4.2)
For a 2-classproblem,anequvalentformulationof (4.2)is
if hia(zn) = g1(xn) — g2(zy,) > 0 then z,, € wy else z, € wy

This rule is oftenreplacedby a simple binary decisionvia a thresholdlogic
unit. Sucha systemis thenreferredto asa perceptron Thereis a simple
trainingalgorithm(known astheperceptrorirainingalgorithm)thatis guaran-
teedto corvergeif thedatasetis linearly separablg¢Nilsson,1965;Minsky &
Papert,1969,1988;Rosenblatt1958,1962].

After training, perceptrongut the featurespaceR? into regions corre-
spondingto different classifications. The resulting decisionboundariesare
composedf sggmentsof hyperplanesiefinedby: gi(zn) — gj(zn) = 0. Aug-
mentingthefeaturevectorallows discriminantsuriacesthatdo not necessarily
containthe origin of the parametespaceihis is the main goal of the biases
wgo thatareusedin connectionissystems.
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The entriesof W canbe determinedoy training on a preclassified/ector
setaccordingto thereciprocalof thedecisionrule (4.2)

if z,, € wy then gx(zyn) > gj(zn), Vj#Ek 4.3)

Earlywork by Rosenblatandhisstudent$Rosenblatt1962]shavedsome
of the versatility of the perceptron.Unfortunately simple perceptrongannot
solve classificationproblemsfor datasetsthat are not linearly separableijn
which casethe perceptrortraining algorithmsimply doesnot corverge [Min-
sky & Papert,1969]?

4.2.2 LeastMean Square Criterion

As notedabove, a perceptrorcanonly partition datasetslinearly (i.e., with a
hyperplanepandthe perceptrortrainingrule will notcorvergeif thedatasetis
notlinearly separableHowever, evenfor this simplearchitectureanapproach
to learningcanbe usedthatwill atleastconveme to a reasonablesolutionfor
datasetsthatarenotlinearly separableln this approacha LeastMeanSquare
(LMS) criterion can be usedfor the determinationof discriminantfunction
parametersvy;. In this case however, it is nolongerguaranteedhatrequire-
ments(4.2) will be satisfiedfor all individual vectorsof the training seteven
for linearly separablesets. Indeedwe do not minimize the actualclassifica-
tion errorrate(via the decisionlogic that simply countsthe numberof errors)
arymorebut just a standardVlean SquareError (MSE) which, aswe will see
later on, approximates Bayesdecision(seepagesl93-195and Figure 12.3
in [Minsky & Papert,1988] for more discussionsaboutthis). In [Minsky &
Papert,1988] it is shavn thatin differentsituationseitherthe perceptronor
Bayesapproachmaybesuperior

The parametewraluesw;; may be calculatedrom a preclassifiedraining
vectorset,minimizing a costfunction £/ expressinghe sumover all training
vectorsandall classef the squarederrorsbetweeng(z,) andthe desired
outputs,typically equalto 1 if z,, € wy and0 if x,, ¢ wg. This costfunction,
usuallyreferredto asMeanSquareError(MSE), is explicitly written as:

K
E=Y" > lgl@n) - Al (4.4)

k=1 TnCwg

where A, which we will call the index vector is a K-vectorwith all zero
componentgxceptthe k-th one. For eachtraining vector correctclassifica-
tion is reinforcedwhile incorrectclassifications punished.However, the use

2|t shouldbenotedthatsomeof Rosenblatt studentslid in factdevelopmultilayerversions
that were quite successfult generatingmore comples partitions. However, in this casethe
algorithmswerenotguaranteedb corverge,althoughthey wereusedsuccessfullfor anumber
of difficult problemsin patternrecognition(see[Viglione, 1970]).
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of anLMS criterionleadsto discriminantfunctionsthathave real outputsap-
proximatingthevaluesl or 0, asopposedo makinga simplelogical decision
betweerthesetwo alternatves. Minimization of E with respecto the parame-
terswy; leadsto thefollowing equation(see for example,[Devijver & Kittler,
1982)):

XX W =MD (4.5)

whereM is a (d + 1) x K matrix wherethe k-th columnis the augmented
meanvectorfy, = (1, ug1,- - -, ura)’ Of all the vectorsassociateavith class
wk, D isadiagonalK x K matrixwith (ny,...,ng) onits diagonalwith n
representinghe numberof vectorsclassifiedinto wy; X = (1,Z2,...,ZL)
isa(d+ 1) x N matrix whosecolumnscontainthe whole setof augmented

vectorsz,, in thetrainingset.

4.2.3 Normal Density

It can easily be shavn that, during classification,using linear discriminant
functionsis equialentto estimatingBayesGaussiardensitiesin which it is
assumedhatall densitiesaresharingthe samecovariancematrix 3.

As notedin Chapter2, decisionanadeusingestimate®f the Bayesprob-
ability p(wg|z,), VE = 1,..., K, areequivalentto decisionamadeusingesti-
matesof p(x,, |wk)p(wg), Sincep(zy,) is independenef the classduringclassi-
fication (thisis nottrue duringtraining— seediscussiorin Section3.6). These
decisioncanalsobemadeonthebasisof thelog probabilities sincethelog is
amonotonicfunction. In thecaseof Gaussiamensitief meanu; andcovari-
ancematrix 33, The Bayesdecisioncanbe madeon the basisof thefunction:

k(o) = —5 (@n — ) 57 (0 — ) +log plwr)  (46)

Sincethequadraticermz $ =1z, is independenof theclasswe canuse
aslightly differentdiscriminantfunction,droppingthis term:

gk (xn) = wizn + wio 4.7)
with:
_ —1
wr =X pg
__Lrea 1 4.8
wko = —5 RS pi +log p(wg) (4.8)

Thus,in thisspecialcasetheoptimaldiscriminantfunctionis linear If the
covariancematrix X in (4.8)is madeclass-dependeifthe moregenerakase),
the quadratictermsarestill relevant for classification;but sincethereareno
higherorderterms, Gaussiardensitiescan always be optimally classifiedby
quadratiadiscriminantfunctions[Nilsson,1965].
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4.3 Multilay er Perceptrons (MLP)

4.3.1 SomeHistory

Oneof the technicaldevelopmentssparkingthe recentresugenceof interest
in neuralnetworks hasbeenthe rediscoery andpopularizatiorof multi-layer
networks of perceptronsparticularly afterthe publicationof a lucid book on
the subjectfRumelhart,Hinton, & Williams, 1986b]. However, asnotedear
lier, system$asednmultilayerperceptronsverewidely usedfor problemsn
biomedicalpatternclassificatiorandimageprocessingn the 19605 [Viglione,
1970]. Thesesystemsveredesignedo overcomethe well-known limitations
of single-layemperceptronsandalreadyusedapproachesuchasconstructie
anddestructie topologylearning,selectve or weightedsamplingof theinput,
andmodularconstructior?. In particular they built upalayerof unitsthatwere
viewed asfeatureextractors,andwhoseoutputswerefurther processedy a
final layerof units. In currentterminology thefeatureextractorlayerwould be
calleda hiddenlayer, sinceit is neitheraninputnor anoutputlayer;its outputs
arenotaccessibl@utsideof the network.

Thesesystemausedharddecisionsn the hiddenlayer The useof softer
decisionfunctions,suchasthe sigmoid, is the major structuralinnovation of
the moremodernperceptron-relatedetworks* andresultedin the derivation
of simpleandpowerful learningrulesthat(in principle)applyoverary number
of perceptrorayers.

It is thesemorerecentarchitectureshatwe will review here,aswe have
foundthemusefulfor the speectrecognitionsystemslescribedn this book.

4.3.2 Motivations

Evenfor linearperceptronsnulticlassdiscriminationgequireakind of added
layer The classdecisioncanbe basedon (4.2) asfollows: K x (K — 1)/2
discriminantfunctionsh;i(z,) = gj(zn) — gk(zs), V4, k, k > j, aredefined
andcomputedtheirthresholdedaluesarethenenterednto avery simplelog-
ical netproviding the suitableindex vectorA atthe output. Thesethresholded
elementaryunits are perceptronso that logical decisionsoccur It is easily
shavn that the logical net can also be realizedas a secondlayer of percep-
trons. Piecavise linear discriminantnetworks have a similar structurebut the
h;i, areindependenfFukunagal1972].

However, in this case(as opposedo the caseof multilayer perceptrons
describedby Viglione), the perceptronsnherit the limitations of the linear
discriminantfunctions(separatinghe K classesf patternsby hyperplanes),

%It may notbetruethatthereis nothingnew underthe sun,but theresureareallot of things
thathave beenlying theregettingatanfor 30years.

“4Although sigmoidswere suggestedy a numberof researcherat an early date[Cowan,
1967],they werenotwidely usedfor patternrecognitionproblemsuntil the 19805.
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andthesetrainingalgorithmsunfortunatelyfail to corverge for setsof vectors
thatarenotlinearly separable.

Corvergenceproblemscanbe avoided by usinga LMS criterionas(4.4)
but at the costof losing the power of the nonlinearlogical decision(i.e., min-
imization of the error rate). A compromiseapproachis to approximatethe
thresholdogic unit by a smoothdifferentiablefunction ', whichis generally
choserasbeingthe sigmoidfunction

B 1
l4e

F(x)

More preciselyanew LMS criterioncouldbethe minimizationof

K
E=)" > |l Flglzn)] - Ax | (4.9)

k=1 Tn€wyg

wherethe modifieddiscriminantvectorfunction F[g(zy,)] is componentvise
relatedto g(x) by

1
1+ exp(—gi(zn))

However, evenwhencriterion(4.9)is restrictedo lineardiscriminanfunc-
tions (andlinear decisionsurfaces),we mustminimize a nonlinearfunction.
This requiresthe useof aniterative gradient-lie method whichis justa sim-
plified versionof the errorback-propagatioalgorithmusedto train multilayer
perceptrongseebelaw). This solvesthe problemof non-cowergenceof the
perceptronalgorithm for non-linearly separablesets. For linearly separable
sets,onecanstill expectthat minimization of this MSE will corverge to the
perceptrorsolution,sincethereareno local minimain this case>

Nonlinearmappingsare often requiredto achieve logical decisions,and
single-layerperceptronsre not suficient to discriminatevector setsthatare
notlinearly separableHowever, thereis no utility in building multilayerlinear
discriminantnetsby addinglayersof linearhiddenunitssincesucha network
is alwaysequivalentto asinglelinearsystem(within a possibledrop of rank)®
However, it is shavn in [Minsky & Papert,1969]that,if anonlinearoperatoiis
addedat the outputof eachunit of intermediateprocessindayers(referredto
ashiddenlayerg, it is in principle possibleto performary nonlinearmapping
from theinputto theoutput— providedthesetof hiddenunitsis largeenough’,

Filg(zn) (4.10)

See[Sontagand Sussman]989a]for a proof of this. Theseauthorsalsoshawv in [Sontag
and Sussman;1989b] that without the separabilityassumptionthereare counter@amplesto
this assertion.

This is a critical point. Oncea network hasbeentrained,several layersof lineartransfor
mationsareequvalentto asinglelineartransformationDuring training, howvever, thetransfor
mationsare constrainedo be equivalentto multiplication by matricesthatarelimited in rank
by thelayersize.

"Of coursefor somefunctionstherequiredlayerlengthmight be Avogodros number
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This kind of network is known as Multilayer Perceptroi{MLP). SuchMLPs
have severalimportantproperties:

¢ They arediscriminantwhenthey aretrainedwith discriminantcriteria
(like LMS).

e They cangeneratenonlineardecisionboundaries.

¢ Given the sigmoidfunction at the output, they representa good com-
promisebetweensimultaneousninimizationof the MSE andthe actual
classificatiorerrorrate.Along thisline, therole of thesigmoidfunctions
on the hiddenlayersandon the outputlayeris different. The nonlinear
functionon the hiddenlayer generatesigherordermomentsof the in-
put patternsthat are subsequentlyisedby later layers. This could be
accomplishedby mary otherfunctionsthanthe sigmoid,includingones
that are not at all an approximationto a thresholdlogic unit (see,for
example,radial basisfunctionsin Section6.7). The nonlinearfunction
at the output, on the otherhand, mustbe an approximationof the de-
cision logic and,consequentlyis restrictedto a sigmoid-like functior?
(seeSection4.4.1for furtherdiscussion).

4.3.3 Architecture and Training Procedure

An L-layeredperceptrorconsistsof (L + 1) layersLy (£ = 0,..., L) of ses-
eralunits,whereL, correspondso theinputlayer, L, to the outputlayerand
L,(¢(=1,...,L—1) tothehiddenlayers.Hiddenandoutputunitsarecom-
putationalunitsandtheir outputvaluesaredeterminedy first summingall of
their inputsandthenpassingthe resultsthroughthe sigmoidfunction (4.10).
The outputvaluesof layer L, form a n,-vector hy(z,) which is a function
(4.11) of the input vector z,,; ng is the numberof unitsin L,. Input vector
ho(z,) andoutputvectorshy,(z,,) arealsodenotedr,, andg(z,) in thefol-
lowing. Vectorhy(z,) (£ =0,...,L — 1) standgor the (n, + 1)-augmented
vector wherethe 0-th unit will befixedto 1 andwill accountfor the biasesof
the following layer As the biasingunit is irrelevant for the outputlayer, we
have hy, = hr. LayerL,_ isfully connectedo layerL, by a(ne_; +1) X ng
weight matrix W,. Matrix W, denotesiW, deprived of its first row (corre-
spondingto the biases).The statepropagationis thusdescribedy:

he(zn) = F(Wy he—i(2)), Ve =1,..., L (4.12)

whereF' is anonlinearfunction,typically a sigmoidfunction (4.10)thatoper
atescomponentwiseFinally, we maywrite symbolically:

hi(zn) = g(zp) (4.12)

80r equivalently a softmaxfunction, which is describedn Section6.4.2. Statisticallythis
functionactsmuchlik e the sigmoid.
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whereg is now anonlinearfunctionof z,, dependingntheparameter$V,, V¢ ¢
[1,...,L].

The model parametergthe weight matricesi¥,) are obtainedfrom a set
of traininginputandassociatedor desired)outputpairsby minimizing, in the
parametespacetheerrorcriteriondefinedas:

L
E=)Y"|g(zn) - dlzs) | (4.13)
n=1

where,giveneachtraininginputvectorz,, g(z,) representthe outputvector
hr(z,) generatedy the system. If thereis at leastone hiddenlayer, given
(4.11) and (4.12), vector g(z,) is a nonlinearfunction of the input vector
=, (definingnonlineardecisionsurfacesj and containsthe sigmoid function
(4.10); d(zy,) is the desiredoutputassociateavith z,,. The total numberof
training patterndgs denotecby N.

As explainedin [Rumelhartet al., 1986a;Sejnavski & Rosenbay, 1986],
theweightmatricesareiteratively updatedvia a gradientcorrectionprocedure
to reducethe error (4.13). By simply usingthe chainrule for differentiation,
it hasbeenshavn in [Rumelhartetal., 1986a;Sejnavski & Rosenbey, 1986]
thatthe gradientof the error criterion versusevery weightin the network can
becalculatedy recursvely back-propagatintheerrorattheoutputlayer The
correspondingraining procedurewill not be describecheresinceit hasbeen
widely presentedn theliterature.It can,however, be summarizedsfollows.

For eachtrainingiterationt (t = 1,...,T):
1. Presentationf all thetraininginputvectorsz,,,n = 1,..., N, forward
computatiorof the outputvectorsg(z,) [using(4.11)],andcalculation
of theerrorfunction E.

2. Backward propagatiorof theerror(usingthe chainrule) to computethe
partialderivative of the error criterionwith respecto every weight,and
updateof the weightsaccordingto:

N OF
8wkj (t)

U)kj(t + 1) = wkj(t) — (4.14)
in which « is usuallyreferredto asthe stepsize parametenr learning
rate and hasto be small enoughto guaranteghe convergenceof the
procesgseeSectiord.3.5for furtherdiscussiongboutthis).

This procedureknown asthe error back-propagatio(EBP) algorithm, is
iteratedand stopped.e.g.,whenthe absolutevalue of the relatve correction

°It hasbeenshawn in [White, 1988]thatan MLP with only onehiddenlayer, but containing
“enough”hiddenunits,wasenoughto generatary kind of nonlinearfunction. Thisis alsotrue
for multi-Gaussiarelassifiersandradial basisfunctions(seeSection6.7).



4.3. MULTILAYER PERCEPTRONS(MLP) 59

ontheparameter$alls underagiventhreshold® This EBPtrainingalgorithm
is now the mostcommonlyusedalgorithmfor training MLPs [Parker, 1982;
Parker, 1985; Rumelhartet al., 1986a;Werbos,1974]. However, this algo-
rithm wasalreadyusedin [Amari, 1967; Rosenblatt,1960; Widrow & Hoff,
1960] for a single-layernetwork, in [Bryson & Ho, 1969]in control theory
andcertainlycreditfor the chainrule mustgo to Newton [Newton, 1687]1%

If the input units are directly connectedo the outputunits andif d(x,)
is anindex vector criterion (4.13)becomesequvalentto (4.9), which canbe
solved by the sameprocedure.

4.3.4 Lagrange Multipliers

In thefollowing, it is shavn thatthe EBP algorithmcanalsobederived by in-
terpretingthe problemasa constrainedninimizationproblem.This approach,
initially proposedn [le Cun, 1988], regardsMLP training asa constrained
minimization probleminvolving the network statevariablesh,(z,) andthe
weights. The problemmay be specifiedby a singleLagrangeunction L con-
taining the objective function £ and constraintterms, eachmultiplied by a
Lagrangemultiplier A,. In this particularcase the constrainttermsdescribe
the network architectureij.e., theforward equationsf the network. However,
this formulationwill permiteasiergeneralizatiorio otherkinds of constraints
(seeSection6.7.4). It alsocanclarify parallelshetweerMLPs andothercon-
nectionistmodels.

For eachtraining patternz,,, we wanthy,(z,) = d(z,) underthe L con-
straintsrepresentefly (4.11). By introducingL vectorialLagrangemultipliers
Ay, £ =1,..., L, theproblemis transformedo minimizing a modifiederror
function L versusthe parameter$V,, hy(z,) andA,, for£ =1,..., L, with:

L = (d(zn) — hr(zn))T (d(zn) — hr(zn))

L
+ 37 A [he(wn) = F(OW; e 1 (w0))] (4.15)
=1

A constrainis metwhenthecorrespondingermin L is zero.It maybeshavn
that:
VL(Ag, he(zn),Wy) =0,V4=1,...,L (4.16)

corresponds$o a minimum of £ while meetingthe constraints.We may split
condition(4.16)into its constituenpartials:

Condition 1: oL

101t canbearguedthatthe so-calledstoppingcriterionshouldbe basedn the performancer
errorin anindependentlatasetandnot on the training patterns SeeChapter6 for a procedure
to dothis, andChapterl2 for anextensve discussiorof thistopic.

"Disputed however, by Leibniz, circa1675.
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wherethedervative is appliedto eachcomponentf its agument.
Thisleadsto: e
he(zy) = FIW, hy—1(zp)] (4.18)

which comprisesheforwardrecurrence$4.11)of the EBP algorithm.

Condition 2:
oL

BEZ('xn)
Settingto zerothe derivative with respecto h;, leadsto:

=0,V=1,...,L (4.19)

A = 2(d(zn) — hr(zn))
Differentiationwith respecto theotherh,’syields
Ag=Wo F'[W, he(zp)Aegr, V=1,...,L—1
By defining
be(2n) = F'[Wy he_1(zn)]Ae, Ve =1,...,L — 1
we finally obtain:
bi(n) = 2F'[W L1 (2n))(d(wn) — () (4.20)
andthebackwardrecurrence
by = F'[Wy hg1[Wegiber1, V=1,...,L -1 (4.21)

In comparisonwith the EBP algorithm describedin [Rumelhartet al.,
1986a;Sejnavski & Rosenbag, 1986],equationg4.20)and(4.21)correspond
to the computatiorrule of the gradientsvherethe back-propagatedariables
b, arethe Lagrangemultiplierswithin a simplescalingmatrix.

Condition 3:

oL hwi=1,..L (4.22)
oW,
This leadsto:
F'[W he—(20)]A¢hy 1 (z0) =0 (4.23)
or
be(2n) g1 (zn) =0, Ve=1,...,L (4.24)

Theweight matricesWW, satisfyingtheseequationsanbe obtainedby an
iterative gradientproceduremakingweightchangesccordingto aaa—WLé' The
parameterattrainingstept + 1 arethencalculatedrom theirvalueatiteration
t by:

Wi (t+1) =W, (t) + abe(n)hy 1 (2n) (4.25)
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which is the standardveightupdateformulaof the EBP algorithm??

Thesethree conditions,when met, give a completespecificationof the
back-propagatiotraining of the network: optimizing with respecto the La-
grangemultipliers givesthe forward propagatiorequationspptimizationwith
respecto the statevariablesgivesthe backward equationgthegradients)and
optimizationwith respecto theweightsgivestheweightupdateequations.

This approachs moreflexible for possiblegeneralizationsFor example,
to keepthe weightssmall, the term 1 32, || W |2 canbe addedto the
function L (4.15)thatis minimized.For theweightupdatgcondition3), (4.25)
thenbecomes:

W (t+1) = (1 20p)W; (£) + abp(wa)hy_y(za)  (4.26)

sothatthe extra conditionwill be satisfiedfor a sufiiciently smallvalueof y.
This approachwill beusedin Section6.7.4,whereadditionalconstraintswill
beintroducedn theEBP algorithm.

4.3.5 Speedingup EBP

The EBP algorithmis a simple gradient-base@ptimization procedureand,
consequentlycansufer from thelimitationstypical of thiskind of algorithm,
i.e., slow corvergenceanddifficulty in the choiceof the learningratea. The
techniquesusually usedto improve the corvergenceof gradientsearchesn
generalcanthencanbe applieddirectly to EBPR. Amongthe simplestof these
are secondorder methods(variantsof Newton’s method)[Becker & le Cun,
1988; Parker, 1987; Watrous,1987]thatusetheinformationcontainedn the
secondierivative (Hessian)natrixto speedup corvergence However, thema-
jor drawbackto usingthesemethodss that,althoughthey actuallyreducethe
requirednumberof trainingiterations,they aremore computationallyexpen-
sive sincethey requirecomputingtheinverseof the Hessiarat eachiteration.
In this case,if we have K parametersye have to invert a (K x K) Hes-
sianmatrix at eachiteration. As a consequencenostcommonly(particularly
for alarge numberof weights)only the diagonaltermsof the Hessiamrmatrix
areusuallyused,whichis equivalentto performingNewton’s rule separately
for eachweight. Otherapproachessingadaptve learningrates(which canbe
equalor differentfor eachMLP parametertanalsobeusedSilva& Almeida,
1990; Kesten,1957; Jacobs1988]. In [Watrous,1987], line searchroutines
wereusedto determinehe optimal changeduringeachtrainingiteration. An-
otherapproachstoincrementhegradientby afractionof thepreviousweight
changereferredto asmomentunterm. This termalsohasits own stepsize
in the EBP updateformula. In this case(4.14)becomes:
t+1) = t OB A t 4.27
wri(t+1) = wy;(t) aawkj(t)+ﬂ wi;(t) (4.27)

125eeSectiond.3.6abouton-lineandoff-line training.
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This tendsto smooththe weight changesaccordingto the “average”gra-
dient,whichwill allow anincreasedearningratewithoutincurring divergent
oscillations. A relatedgradientprocedureknown as conjugategradientcan
alsoresultin a fastercorvergence(at leastin the caseof quadraticerror sur
faces).In this case the new searchdirectionis definedfrom the new gradient
andthe previous searchdirectionandattemptgo retainthegainsfrom the pre-
vious minimization. As a particularcaseof this approachthe Polak-Ribere
rule canbe usedto computethe optimal proportionof the previous searchdi-
rectionthatshouldbe addedto the new gradient.For quadraticerror surfaces
in a parametespaceof dimensionn, it canbe proved that this methodwill
reachthe minimumwithin n iterations. This conjugategradientapproacthas
beenusedquite successfullyto speedup EBP in [Kramerand Sangivanni-
Vincentelli,1989;Makram-Ebeicetal., 1989].

Othermethodsand/orheuristicshave beenusedto reducethetrainingtime
of EBP. For example,in [Lehmanetal., 1988],it wasshavn thataddingnoise
onthetrainingpatternscouldalsodecreas¢hetrainingtime, while sometimes
helpingto escapdrom poorlocal minima. Finally, alternatve costfunctions
like theentropy or relative entrofy measureanalsohave bettertrainingprop-
erties[Sollaetal., 1988].

In our experience,somesimple choices(relatve entrogy error criterion
ratherthanLMS, randompatternpresentatiorpre-settingpf biasedo expected
valuesbasedn probabilisticinterpretatioror on previous experienceanduse
of a declininglearningrate basedon cross-alidation— seeChapterl?2) lead
to very fastconvergenceusingsimpleon-line EBPwith the problemswe have
beenstudying. For instance with a popularspeechdatabasdthe Resource
Managemenspeakrindependst trainingset— seeSection7.7),we currently
(1992)useabout5 iterations. This is, of course arelatvely large andvaried
training set(over a million patternsfrom over a hundreddifferentspealers),
andthis resultmay not apply to problemswith lessvariedtraining data;how-
ever, futurespeecldatasetsthatwe will usewill beevenlarger

4.3.6 On-Line and Off-Line Training

Duringtraining,theupdateof theMLP parametersanbedonein two different
ways:

e Off-line training: In thiscasewe accumulateheweightupdatesverall
thetraining patternsandwe modify the weightsonly whenall the train-
ing patternshave beenpresentedo the network. The actualgradientof
(4.13)is thenestimatedor the completesetof training patternswhich
guarantees)nderthe usualconditionsof standardyradientprocedures,
the corvergenceof the algorithm.

B3Eor theoff-line, full gradientcasethenext sectionwill discusgheon-lineapproachwhich
is alsomuchfasterfor realisticdatasetsthanthe off-line method.



4.4. NONLINEAR DISCRIMINATION 63

¢ On-linetraining: In thiscasetheMLP parameterareupdatedaftereach
training patternaccordingto the “local” gradient. However, while this
doesnot actuallyminimize (4.13)directly, it canbe shavn [Widrow &
Stearns1985]thatthis processwill stochasticallycorvergeto thesame
solution?* In practice,the on-line training exhibits several advantages
comparedvith the off-line procedureit is generallyacknavledgedthat
it convergesmuchfasterandthatit canmoreeasilyavoid local minima.
This canbe explainedby the factthatthe useof “local” gradientantro-
ducesoisein thetrainingprocesswhich usuallyimprovesthebehaior
of gradientsearche®ecaus®f thelowering of therisk of gettingstuck
in a suboptimallocal minimum; in somesensea large stepsizecorre-
spondsto a high “temperature”in simulatedannealing. Additionally,
for large and varied training sets(such as the ResourceManagement
training sentencesmentionedpreviously), on-line trainingimplies mul-
tiple passeshroughsimilar datafor eachsinglepassthroughthewhole
set.

As notedabove, on-line training frequentlyshavs a practicaladwantage.
The enhancementdiscussedoreviously appearto improve off-line perfor
mancesignificantly for at leastsomeexamples. However, the on-line tech-
nigues,which corverge so quickly in our experience have the additionalad-
vantageof simplicity. Consequentlyall the experimentghatwill bereported
in this book have beendoneusingon-line MLP training.

4.4 Nonlinear Discrimination

4.4.1 Nonlinear Functionsin MLPs

In this section,the “generalization”propertiesof the MLP andsomediscus-
sionsregardingthe useof nonlinearfunctionson the hiddenandoutputunits
will beillustratedby two particularlysimplebut illustrative examples.

The basicarchitectureof the network which will be usedin the following
examplesis a simpletwo-layeredperceptrof containingd input unitsrepre-
sentingthed-dimensionainputvectorz,,, onelayerof n;, hiddenunitsandone
layerof n,, outputunits; W, denotesheaugmentedd + 1) x n; weightma-
trix betweerthe input layer andthe hiddenlayer, W, denoteghe augmented
(np, + 1) x n, weight matrix betweenthe hiddenlayer andthe outputlayer
Generallyn, is equalto K, thenumberof classesFor aninputvectorz,,, the

Hsincethelocal gradientanbeviewedasarandomvariablewhosemearis thetruegradient,
suchanapproachs sometimegalleda “stochasticgradient”procedure.

Thereis an ambiguityin the literatureasto whetheran MLP with onehiddenlayeris to
be calleda 2-layeredor a 3-layerednetwork. We will usetheformerconventionsincetheinput
layerperformsno computation.n ary event,a singlehiddenlayeris suficient to performary
nonlineamappingfrom theinputto theoutput,providedthe setof hiddenunitsis largeenough.



64 CHAPTER4. MULTILAYER PERCEPTR®ONS

outputvaluesof the hiddenlayer units form a n-vector denotedh(z,,) and
givenby:
—T_
h(zn) = F(W,Ty) (4.28)

whereF is a nonlinearfunction, typically a sigmoidfunction, thatis applied
to eachcomponenbf its agument. Vectorz,, is the augmentednput vector
takingthe biasesinto account.In the sameway, the valuesof the outputlayer
form an,-vectorgivenby:

g(@n) = F(Wy h(zn)) (4.29)

whereh(z,,) is theaugmentedorm of h(z,).

As notedearlier the role of the nonlinearfunction F' is differentfor the
hiddenand outputunits. At the output,it simulateslogic decisions(to min-
imize the classificationerror rate) and, consequentlymust approximatethe
thresholdfunction of the perceptronOn the hiddenunits, it generategonlin-
earfunctionsof theinput. In the caseof binaryinputs,it canbe shavn'® that
asigmoidfunctionwill, in theory generatall possiblehigh ordermomentsof
theinput. However, its form is certainlynot restrictedto a saturatingnonlin-
earity suchasthe sigmoidfunction. A sinusoidalfunctioncould alsobe used
or, asis usuallydonewith radialbasisfunctions(seeSection6.7),a quadratic
functionmightbeused,n which casewe generatenly second-ordemoments
onthehiddenunits.

This propertyof MLPs is shavn herefor the caseof binary inputs. Let
Tnj, J = 0,...,d, denotethe component®f the augmentednput vectorz,,.
When using a sigmoid function on the hiddenunits, the i-th componenif
h(z,) is thenexpresseds:

1

hi(xz,) = 4.30
(@) = o (4.30)

or also,by usingthe Taylor expansion:

9] d
hi(zy,) = Z ak(z wijxnj)k (4.31)

k=0 3=0

wherew;; representshe weight betweenj-th input unit andthe i-th hidden
unit. In the caseof binaryinputs,we have a:’,jj = Znj, Yk > 0, andexpression
(4.31)canthenberewritten as:

d d
hi(zn) = oo+ iTnj+ Y CjkniTnk

Jj=0 J#k
d
+ Z Qe TnjTnkTne + - - (4.32)
A

8And it will. Justyou wait.
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Thus,for eachcomponenof h(z,, ), thenonlinearfunction F’ generatea linear
combinatiorof all 2¢ possiblecross-productsf thed binaryinputs(i.e., pairs,
triplets,. . ., d-tuples).The coeficient « of eachcross-productiepend®nthe
weight matrix W which will be adaptediuringthe training soasto activate
therelevantcross-products,e.,thosewhich aretypical of thetrainingpatterns
andinsensitie to the noise At the sametime, W, is alsoadaptedn orderto
optimizethe classification®n the basisof the generatedross-products.

In classificationrmode,a testinput will actvate somecross-productand
the final decisionwill be basedon this total information. If the testinput
containserrors,somecross-productsvill beaffected.However, if thetraining
andtest conditionsare consistentjt canbe expectedthat the garbledcross-
productswill notberelevant. Consequentlya correctdecisionwill still occur
onthebasisof discriminant(patterncharacteristi@andnoiseinsensitve) pairs,
triplets,. . ., d-tuples.

Thefollowing two exampleswill illustratetheseproperties.

4.4.2 PhonemicStrings to Words

The first example presentechereis the mappingof phonemego words by
a 2-layeredperceptron:given the identity of all the phonemeghat arein a
word, without regardto time orderingor repetition,learnto predictthe word.
In this experiment,therewas no noiseon the training patterns(in the sense
of variability, sincea single fixed phonemictranscriptionwas usedfor each
word). The experiment,then,only testedthe ability of the systemto generate
theproperfunction(in thesensef therelevantcross-productdescribedn the
previous section)on which it could basetheword classification.

Letting n,, be the numberof lexicon wordsandn,,, be the numberof
phonemeslescribinghatlexicon,conside@nMLP with n; = ny, inputunits
andn, = n,, outputunits. The component®f theinput patternz,, attime n
arethendefinedas:z,; = 1 for all phonemeg in the phonetictranscriptionof
theword presentedttimen andz,; = 0 for all phonemeg thatarenotin the
transcription.Again, aninputthatis on tells nothingaboutwherein the word
the phonemeoccurred or whetheror notit wasrepeatedDuring training, the
associatedesiredoutputvectord(z,,) is anindex vectorAy if z,, is known to
representhe phonetictranscriptionof word k.

In this examplethe training of the model parametersvas performedby
minimizing the error criterion (4.13) on the correctphonetictranscriptions
only. Rolustnes®f theresultingsystemwasthentestedon garbledphonetic
transcriptions.

The experimentallexicon containedthe 10 Germandigits (n,, = 10) de-
scribedby a baseof 20 phonemesn,p, = 20). With n;, < 3, the minimum
valueof E wasstill quite high, andit wasnot possibleto perfectlymap(i.e.,
memaorize)the training input patternsto their correspondingoutputs. With
np = 3, theerrorwasdecreasedtb zeroandall thetraining phonemicstrings
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wereperfectlyclassified.This seemgeasonablsincethe numberof available
parameterf(n;+1)n,+(ny+1)n, = 103] isthenslightly largerthanthenum-
berof equationdo be satisfied(10 training patterns x 10 outputs = 100).

However, whengarbled(but typical) phonemicstringswereused,the correct
classificatiorof theassociatesord wasnotguaranteedr-or morehiddenunits
(np, = 10), theclassificatiorcapabilitiessignificantlyimproved on garbledin-

puts. In this case garbledphonemicsetsor subsetsvhich weresufficient for

defininga lexicon word inducedthe correctoutput. This canbe explainedby
the fact that, with more hiddenunits, the systemwas able to “memorize” a
larger numberof linearcombinationsf discriminantcross-productsf thein-

put units. This illustratespart of the explanationgivenin Section4.4.1,i.e.,
the classificationability for garbledpatternson the basisof typical subsetof

thetrainedones.We alsonotethathadthis experimentbeenextendedo much
larger networks, this memorizatiormay have led to overtraining(overfitting),

atopicto bediscussedater (see for example,Chapterl2).

4.4.3 Acoustic Vectorsto Words

In asecondsimplestudy an MLP wasusedto recognizeisolatedwordsfrom
their acousticcontent(againdisregardingtime orderingand possiblerepeti-
tions) andwas trainedon several pronunciationsof eachlexicon word. The
training patternsfor this problemcan be viewed as noisy versionsof utter
ancesandthe systemmustdeterminethe discriminantcross-productthatare
noiseinsensitve andtypical of the patterns.

Theacoustidrontendanalyzedhetime signalandgenerate@16-dimensional
cepstral’ vector(acoustiovector)for eachl0 mstime slot. Thesevectorswere
thenquantizedo the closesbf n, prototypevectors.

Letting n,, representhe numberof lexicon words,the MLP usedn, = n;
binary input unitsandn,, = ng outputunits. As in the previous section,the
componentsf theinput patternz,, weredefinedas:z,; = 1 for all prototypes
i presentssomavherein the utterancgat leastonce),correspondingo aniso-
latedword. Similarly, we setz,,; = 0 for all prototypesj thatwerenot present
in theutteranceDuring training, thedesiredoutputvectord(z,,) wasanindex
vectorA; whenz,, is known to represenainutteranceof word k.

Testswere performedon a databaseomprising4 pronunciationsof the
10 Germanisolateddigits. After training of the MLP on thefirst two pronun-
ciationsof theseisolateddigits with n; = 60, andn, = 10, therewereno
classificatiorerrorson the 40 utterance®f the isolateddigits (20 trainedand
20 untrained).

As notedearlier in both experimentalexamplesthe repetitionsandtime
orderingof the prototypevectorsinsideeachwordareoverlooled. Thissimple
approachwould not work very well for a moredifficult speeciclassification

"Thecepstrunis theFourierTransformof thelog spectrumFor somefront endsthecepstral
valuesareactuallyestimatedrom arecursionstartingwith LPC coeficients.
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problem,but doesillustrate that the network canlearnsomedegreeof noise
insensitvity in the senseof inputvariability dueto quantization As suggested
in Section4.4.1,in a sensewhatis happenings thatthe network is learning
which cross-productsf the training patternsare helpful for classificationin
the presencef this quantizatiorerror

45 MSE and Discriminant Distance

The MSE functionsE in (4.4),(4.9)and(4.13)canall berewritten as:

K
E=>" Y dizn) (4.33)

k=1 Tn€wy

leadingto the definition of a discriminantdistancebetweera vectorz, anda
classwg, k =1,..., K, asfollows:

K
di(zn) =l g(zn) — A |I? Z (g¢ (zn) — Oe)? (4.34)
=

wheredy, is the usualKronecler deltafunction, which is only nonzero(and
equalto 1) whenk = /.

Thesediscriminantdistancesould be usedaslocal contritutionsin a dy-
namic programmingprocedurefor patternmatchingand speechrecognition
[Bourlard& Wellekens,1986]. In this caseanunknavn vectorz,, is assigned
to classwy, if di(z,) < di(z,), Vi # k. A principal advantageof this ap-
proachis thatthe discriminantdistanceusesinformationfrom all the classes
to classifyz,. By expandingthesquaren (4.34),we have:

K
dy, (wn) = gl? (mn) +1- 2gk(~$n) (435)
=1

The discriminantdistancedy (z,,) is thus proportionalto —gy(z,,) within an
additive constanindependenof the classk thatmaybe droppedduring clas-
sification.

Equation (4.33) can be easily comparedwith the Viterbi criterion (see
ChapteB) whichdeterminesheparametersf theemissiorprobabilitiesp(z, |wy)
associateavith eachstateg;, (or classwy) suchthat:

II II r@nlws) (4.36)

k=1 Tn€Ewyg

is maximized,or, equivalently suchthat:

K
> > —logp(@a|wk) (4.37)

k=1 Tn€Ewg
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is minimized.

Minimization of (4.37)in aViterbitrainingcouldthenbereplacedy min-
imization of (4.33),in which the optimizationof the parametersf a classwy,
(oranHMM stateg;,) will dependonall theotherclassesDuringrecognition,
the logarithm of probabilitiescould thenbe replaceddy —gi(z,,). Again, as
for standarcHMM approachesgxplicit discriminationis importantonly dur
ing trainingandappearonly asanadditive constanterm (Zle ge(zn) + 1)
during recognition. Note that this termis not constantduring training! This
approactwasinitially presentedh [Bourlard & Wellekens,1986],andwill be
furtherdiscussedn Section5.5.3.

4.6 Summary

In this chaptersomefundamentalpropertiesof MLPs have beendiscussed.
MLPs are particularly interestingfor ASR becauseof their discriminantca-
pabilities, and their ability to represensomeof the statisticalpropertiesof
datadistributionsin anautomaticmanner The extensionfrom simplepercep-
tronsto multiple layerspermitsthe constructiorof complex decisionsurfaces,
which canfacilitate classificationfor difficult problemsin which we do not
know how to extractfeatureghatarelinearly separableAlthough multi-layer
algorithmsexistedasearly asthe 19605, the morerecentgeneratiors useof
the differentiablesigmoidfunction permitsextensiongo morelayers,aswell
asproviding amathematicaframavork thatis usefulin understandingvhatis
goingon.

MLPs are capableof constructingcombinationsof featureswhich char
acterizehigherorder momentsin the datadistributions. Although we have
only shavn this for the specialcaseof binaryinputs,(for which a particularly
straightforvard representatiois possible),t is alsotrue for the moregeneral
caseof continuousnputs.

In the next chaptersadditionalpropertiesof thesenetworks will be dis-
cussedincludingtheoreticakelationshipwith standardstatisticatechniques.
Theserelationshipsanhelpusto understandhow to designANN-basedsub-
systemsand to interface them properly with other approachegin our case,
HMMSs) to improve the overall system.
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Chapter 5

SPEECHRECOGNITION
USING ANNSs

Betweeriwoevils, | alwayspick theonel nevertried
befoe.
—MaeWest—

5.1 Intr oduction

Givenall the difficulties presentedn Chapterl, Automatic SpeechRecogni-
tion (ASR) remainsa challengingproblemin patternrecognition. After half
a centuryof researchthe performancecurrently achieved by stateof the art
systemds not yet at the level of a maturetechnology Over the years,mary
technologicainnovationshave boostedhelevel of performancdor moreand
moredifficult tasks.Someof the mostsignificantof theseinnovationsinclude:
(1) patternmatchingapproachege.g., DTW), (2) statisticalpatternrecogni-
tion (e.g.,HMMSs), (3) betteruseof a priori phonologicaknowvledge,and(4)
integration of syntacticconstraintan ContinuousSpeechRecognition(CSR)
algorithms. However, despiteimpressie improvements,performanceon re-
alistic (i.e., fairly unconstrainedjasksare still far too low for effective use.
It seemdikely thatnew technologicabreakthroughsvill be requiredfor the
major performancamprovementthat will be required. Evenif oneassumes
infinite computationapower, an infinite storageand correspondingnemory
bandwidth,and an infinite amountof training data, it is still not certainthat
onecould solve the ASR problemin a satishctoryway. It hasalsobecome
clearthattheuseof higherlevel knonvledgeduringtherecognitionprocesgor
moregenerally the efficient interactionbetweermultiple knowledgesources)
is requiredto overcomethelimitationsof currentASR systems.

An early approachio ASR emphasizedhe useof symbolic Artificial In-
telligence(Al) techniquedo try to modelhumanreasoningln this approach,

71
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rulesincorporatingformal logic wereusedto represenhumanexpertiseabout
speechUsingsuchanapproackcanenforcesomeconsisteng betweemmulti-

ple knowledgesourcesHowever, purely symbolicapproacheareinsuficient

to handleprobabilisticor uncertainnformation;somerelationshipsaresimply

not well-describedoy symbolicrules. Additionally, the techniquedor learn-
ing rulesare quite weakin comparisorwith the simple approachesvailable
in statisticalor connectionissystemsFor the specificcaseof expertsystems,
interviewing an expert abouthis dataanalysisdoesnot really determinethe

strat@y emplgred, sincethetrue underlyingstratgy maywell be unknavn to

the expert.

For thesereasonsspeectrecognitionsystemsasecpurelyonlistsof rules
have not madea significantimpacton the field. However, this doesnot mean
that expert or domain-specifickknowvledgeis uselesdor speechrecognition.
On the contrary even with techniqueghat are far more data-drwven, suchas
thoseemphasizedn this book, there are strongargumentsfor constraining
the parametesearchwith somedomain-specifiknovledge. Therearenow a
numberof researchergho areattemptingto incorporatemary of the ultimate
goalsof Al withouttherestrictionto formal symbolicsystems.

More recently mary groupshave attemptedo useArtificial Neural Net-
works (ANNSs), and Multilayer PerceptrongMLPs) in particular to perform
ASR. Althoughexamplesof suchresearclyo backatleastto Widrow’s exper
imentsin the early '60s, the resugenceof interestin ANN techniquesn the
1980shasbeenreflectedin anincreasingamountof work in this application
area. Thereasondgor usingANNs for ASR arenumerousalthoughsomeof
themarefallaciousor notuniqueto ANNS (seeSection5.2), othersarepartic-
ularly attractize for ASR (andwill bediscussedn Section5.4).

As with mary technologicalpursuits,this is a fast-mwing field, soit is
difficult to describewithoutbeingout of dateby thetime of publication.Lipp-
mann[1989] givesa very goodreview of the statusof speechrecognitionby
neuralnetworks atthattime. For agoodreview of neuralnetworksfor speech
processingseeg[Morgan& Scofield,1991]. However, bothworkswerewritten
beforetherecentsuccessesf thetechniqueslescribedn this book.

5.2 FallaciousReasondor Using ANNs

We begin this chapterby consideringa numberof popularfallaciesaboutthe
useof ANNs in patternrecognition. With the slatecleanof theseerrors,we
canthendiscusslegitimate reasongo use ANNs. We begin with the most
fundamentahndwidespreadallacg:!

We mustgive credit hereto the wonderfulbook by JohnHennessyand Dave Patterson,
ComputerArchitectue A QuantitativeApproad [Hennessy& Patterson,1990],which gave us
theideafor this section.In thatwork, the authorsincludeda sectionon “FallaciesandPitfalls”
attheendof eachchapter
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Fallag/. Humansunderstandpeectthroughthe useof biologicalneuralnet-
works; thereforeArtificial Neural Networks, which are modelsof the
real thing, shouldbe able to recognizespeechbetterthan engineering
systemshatarelessanalogougo biology:

Artificial neuralnetworks are extremely crudemodelsof biology, and
in mary commoncasegsuchaserror back-propagationkgxplicitly in-
cludeengineeringeatureghataregenerallybelievedto be biologically
implausible. Evenif the neuralmodelswere precise,unlessoneknewv
how to modelinteractiondor large massespnewould be unsureof ary
ability to mimic humancapabilities.Most fundamentallyhowever, en-
gineeringdesignshave differentconstraintge.g.,planarconnectity in
siliconcircuits)thanthoseimposedby biology, sothatthebestengineer
ing systemcouldwell be onethatborelittle resemblancéo a biological
system.

In defenseof thespirit behindthisfallagy, we notethatbiology canoften
offer usefulinsightsfor thedesignof practicalengineeringsystems.

Fallag/: Neural systemsare inherently adaptve. Thereforean ANN will
learnandgeneralizeo new data,unlike classicalpatternclassification
systems.

Many newv devoteesof neuralnetworks are not aware of the long his-
tory of trainableclassifiersjncluding statisticalapproachek e Hidden
Markov Models. Most suchsystemscan be adaptvely trained, some
with greaterspeedhancommon‘neural” approaches.

Fallag. Classical pattern recognition systems require mary
“hacks”, which purportto introduceapplication-specifiknowvledge,but
which in fact constrainsearchesn a suboptimal(and frequentlyarbi-
trary) manner Neuralnetworks do not requiresuchconstraintsandso
canobjectiely searchto createthe bestoverall system.

It is true thatadaptve systemssuchas ANNSs do provide a mechanism
for learningparametersHowever, for sufiiciently large problemsthese
systemsalso mustbe constrainedand application-specifiknovledge
can often be the bestway to constrainthem. Furthermore,arny such
ANN systermwill have somearbitraryparameteraswell, suchasadap-
tation stepsize, momentum,numberof hidden units, rangeof initial
randomweights,etc. Thereis nofreelunch;ary recognitionsystembe-
ginswith assumptionsandif theseassumptionsomefrom pre-&isting
knowvledge,somuchthebetter

A relatedandinterestingfallagy is the following:

Fallags. Traditionalpatternrecognitionsystemsequirethe selectiorof arbi-
trary plausiblefeaturego beextractedfrom theoriginal data. ANNs can
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do this automaticallyeliminatingthis suboptimalktep.

Onceagain,it is true that optimal and automaticdeterminationof pa-
rametergfeatures)s desirablelt is alsotruethatin somelimited cases
it appearso bepossibleto automaticallyderive featuredrom raw data,
given significantapplication-specificonstraints. This is the casefor
AT&T’ shandwritterzip coderecognizeDenker etal., 1989;le Cunet
al., 1989]in which a simple convolutional methodwas usedto extract
importantfeaturessuchaslines and edgesthat are usedfor classifica-
tion by an MLP. In early versionsof this system,thesefeatureswere
designedby hand. In a later version,though,[le Cunetal., 1990], the
AT&T groupfoundthatthey coulddoaswell with automaticallyearned
features.Nonethelesseven this systemincorporatednuchknowledge
aboutthe natureof thetask. Particularlyfor speechraw datafrequently
containsasignificantamountof informationthatis irrelevantto theclas-
sificationtask, and somesimple processingcan often improve perfor
mancesignificantly For example,mary speechwaveformscansound
quite similar while having entirely differentmorphology Additionally,
speechwith very differentpower spectracancorvey the samelinguis-
tic information. For instanceyowel spectrogram$or adultmales,adult
femalesandchildrenshav major differencedor soundshatareclearly
identifiableasthe samevowel. Of course whatcanbelearnedandwhat
mustbe pre-determinedrom speectknowledgeis in generalunknavn,
butit is likely thatintelligentselectionof atleasta plausiblesupersebf
featureswill continueto berequiredfor ANN-basedspeectrecognition
systems.

If thesecontentionsareindeedfallacies,whatremainsasthe potentialof

speeclsystemsncorporatingANNs? An additionalproblemis thatANN sys-
temsarethemselespoorly defined.Sincebiologicalanalogiesrestrainedor
ary ANN techniquesye adoptan operationabefinition:

An Artificial NeuralNetwork = A ConnectionisSystem.

Thisrids us of the biological baggagebut we still needa definitionof a Con-
nectionistSystem.

ConnectionistSystem= Systemin which informationis represente@nd
processedh termsof theinputpatternandstrengttof connectionbetween
unitsthatdo somesimpleprocessingn theirinput.

Associatedwith this simple definition is the collection of currenttech-

niquesfor choosingand adjustingthe connectionstrengths. Given theseel-
ementswe canthenreasonablyclaim somepotentialadvantagesn usinga
connectionisapproach(atleastfor a speectrecognitionsystem).
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5.3 Valid Reasondor Using ANNs

Aswewill shav in thefollowing chaptersaconnectionissystencancombine
multiple constrainteindsourcef evidenceusinga simplecriterion, but with-
outexplicit statisticalassumptionge.g.,independencef evidentialsourcesor
a particularparametricform of their distributions). Note that this doesnot
precludehybrid systemswith both connectionistand non-connectionissub-
systems.As shavn in [Bourlard & Wellekens,1989a],ANNs canbe usedto
provide statisticalestimategor non-ANN systems.

Although we have suggestedhat the elimination of systemheuristicsis
a nave hope,it is nonethelesa reasonablaim to partially supplantthe ar
bitrary or semi-informedselectionof key parametersvith adaptve learning
procedures.

Finally, MLPs have severaladvantageshatmake themparticularlyattrac-
tivefor ASR,e.g.:

e Like HMMs, they canlearn.

e They canprovidediscriminant-baselkarning;thatis, modelsaretrained
to minimize the error rate while maximizing the distancebetweenthe
correctmodelandits rivals.

e They cangeneratein theory ary kind of nonlinearfunctionsof theinput
[Lippmann,1987;Cybenlo, 1989;White, 1988].

e Becausehey arecapableof incorporatingmultiple constraintandfind-
ing optimal combinationsof constraintsfor classification featuresdo
not needto betreatedasindependentMore generally thereis no need
for strongassumptiongaboutthestatisticaldistributionsof theinputfea-
tures(asis usuallyrequiredin standarcHMMs).

e They have a very flexible architecturewhich can easilyaccommodate
contectual inputsandfeedback.

¢ ANNSs aretypically highly parallelandregular structuresyhich makes
themespeciallyamenabldo high-performancearchitecturesand hard-
wareimplementations.

However, connectionisformalismis not tailoredfor time sequentiainput
patternglike speech)While ANNs have alreadyproved usefulin recognizing
isolatedspeechunits by usingsomeof the techniquesdescribedoelow, they
have only recentlybegunto make seriousinroadsinto large vocalulary ASR
systems.indeed,nearlyall ANN systemdor ASR arejust staticpatternclas-
sifiers— givenlabeledandsegmentedrainingdata,networks canbetrainedto
recognizesolatedspeectseggments.However, the mostgeneraform of ASR
shouldacceptcontinuousspeechasinput. Any suchASR system whetherit
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usesANNSs or not, mustperforma dynamicrecognitionprocessin which the
input speechs sgmented(perhapsmplicitly) aswell asbeingclassified,so
thattheoutputis asuccessionf wordswhichexplaintheacousticalnput. Fur
thermoreJinguistic constraintgboth syntacticandsemanticareacomponent
of mostASR systems.Becauseof theseconsiderationsaswell astheinher
entdifficulty of robust ASR, applyingANN methodgo ASR is a challenging
researclarea.

5.4 Neural Netsand Time Sequences

Thereareseveralproblemselatedio sequencéarningwith ANNSs (see[Hertz,
Krogh & Palmer 1991]for agooddiscussiorof these):

1. Sequenceaecognition: Classificationof an input string into a specific
outputclass- this is the typical problemof isolatedspeectunit recog-
nition.

2. Sequenceompletionand prediction (signal extrapolation): Given the
beginning of a sequencethe ANN shouldbe ableto completeit or to
predictthefuture events(seeChapterl3).

3. Temporalassociation:A particularoutputsequencenustbe produced
in responseo a specificinput sequence-this, of coursejncludes(1) as
aspecialcase.

4. Sequenceayeneration: Given an input code (called “plan” in [Jordan,
1989]),generatea specificoutputsequence.

The generalformulation of the CSR problem(with HMMs or ANNS) is
actuallythefollowing: how cananinputtime sequencée properlyexplained
in terms of an outputtime sequencavhen the two sequencesre not syn-
chronoug(sincethereare multiple acousticvectorsassociatedvith eachpro-
nouncedword or phoneme)? Although this formulationis relatedto prob-
lem (3) mentionedabove, it is evenmoregeneralsincethe two sequenceare
not synchronousAlso, ideally, the acousticvectorsshouldenterthe network
sequentiallyasthey becomeavailable. However, connectionisformalismis
not very well suitedto solve sucha problem; most previous applicationsof
ANNSs dependedn serere simplifying assumptionge.g., small vocalulary;
known word or phonemeéboundaries)In this section,several ANNs thathave
beenusedto solve sub-task®f the ASR problemwill bereviewed. However,
noneof theseapproachesaddresseshe generalproblemof CSR,including
time alignmentandsegmentation(which is efficiently solved by dynamictime
warpingof HMMs). Neuralnetworks that have beendesignedo implement
someaspect®f HMM functionalitywill bediscussedn Section5.5.
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5.4.1 Static Networks with Buffered Input

Thesimplestway to performsequenceecognitionis to turnthetemporalpat-
terninto aspatialpatternattheinputof anMLP. The MLP canthenbetrained
usingthe standarderror Back-PropagatiofEBP) algorithm. In this case the
entireinput sequenceo be trainedor recognizeds storedin a buffer at the
inputof the MLP [Landaueretal., 1987;Peeling& Moore,1988;Burr, 1986;
Burr, 1987;Gold etal., 1987]andthe possiblespeechunits of the lexicon are
associatedvith the outputunits of the MLP. In this case,MLPs are usedto
classifyisolatedwords(primarily digits), phonemesandvowelsusingprese-
mentedspeechtokenswhich are typically appliedat onceas a whole input
pattern(typically spectrograms)Several variantsof this approacthave been
studied,including: (1) the input buffer is large enoughto accommodaté¢he
largestpossibleinput pattern—in this case theinput sequencéo be classified
cansimply belocatedat the middle of the input window or shiftedacrossall
possiblepositionsto track the optimal output;(2) theinput patternsarescaled
to fit a predefinedixed window width — eitherlinear [Krause& Hackbarth,
1989] or nonlinearscalingcan be used,wheredynamicprogrammingis re-
quiredfor thelattercase.

In somecasesMLPs were usedin conjunctionwith corventionaltime
alignmenttechniquegseeSections.5.3and5.6). ThegenericMLP architec-
tureof this approachs givenin Figure5.1.
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Output Layer
J

E = 1 time frame delay

Hidden Layer

ﬁr&
S ERG S R D SureT Input Layer

left context current vector right context

Figure5.1: MLP with tappeddelay lines. This can be usedto classifyiso-
lated speeb units (words or phonemesif the input buffer is large enoughto
accommodatéhe longest possiblesequence This can also be usedto gen-
erate context-dependenframelabelingin conjunctionwith cornventionaltime
alignmenttechniques.

A similarapproactusingcontinuous-timédilter delaysbut nohiddenunits)
hasalsobeenpresentedn [Tank& Hopfield,1987;Unnikrishnaretal., 1988]
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in ananaloginput signalapplicationwith a specificprobabilisticinterpretation
onthesignalshapedegradationthroughthefilter delays.In this case the pro-

cessingmay be viewed asa form of forward recurrencgasusedto estimate
full MLE in HMMSs) [Bourlard& Wellekens,1989b].

Althoughstaticnetworksappeato work atleastaswell asHMMs for some
caseof isolatedsequenceecognition thereare seseral knovn dravbacksor
limitations:

e Theinputbuffer mustbelarge enoughto accommodatéhe longestpos-
sible input sequencewhich increaseshe numberof parameterand,
consequentlythe numberof requiredtrainingexamples.

¢ Whenused,linear scalingis too crude; nonlinearscalingis betterbut
requireseitherprototypesor trainedHMMs.

e Thenetwork is not automaticallyshift- anddistortion-irvariant; to have
sucha propertyit is often necessaryo train it on a large numberof
utterancedor eachoutputclass(words)andto shift themeverywhere
throughtheinputlayer

e Thisapproachdoesnotseento beappropriateo therecognitionof con-
nectedspeeclunitsor, in otherwords,to find the bestexplanationof an
input patternin termsof a sequencef outputclasses.

One interestingapplicationof this approachwas NETtalk, in which an
MLP wastrainedto pronounceEnglishtext [Sejnavski & Rosenbay, 1987].
The architectureof the network wassimilar to the onerepresentedh Figure
5.1in which theinputof the network constitutedseven consecutie characters
from somewritten text, while the desiredoutputwasthe phonemeassociated
with theletteratthe centerof theinputwindow. Althoughthefinal quality of
this systemwas muchlower thanis achiesed in the bestrule-basedsystems
(suchasDECtalk), NETtalk wasinterestingirom the standpoinbf beingable
to essentiallyearnthe necessaryulesautomaticallyfrom examples.This ap-
proachcanbe of more practicalinterestfor problemsthatarenot understood
aswell, sothat extensve rule setshave not beenformulated. For problems
in well-understooddomains,rule-basedsystemscan sometimessignificantly
outperformunconstrainegheuralnetwork approachesn practice somecom-
binationof knowledge-base@nd“ignorance-basedapproachefGevins and
Morgan,1984]will beoptimalfor ary giventask,sincewe will have explicit
knowledgefor somepartsandvery little for others. Sincedeepunderstand-
ing is not yet available for phoneticclassification,a NETtalk-like approach
wastestedfor phonemidabelingof acousticvectors,andwill bedescribedn
Section5.6.
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5.4.2 Recurrent Networks

Ideally, ANNs usedfor speechrecognitionshould acceptinput vectorsse-
quentially This requiressomekind of recurrentinternal statethat would be
afunction of the currentinput andthe previousinternal state[Bridle, 1990b]
(asis usually donewith the statespaceequationsn control theory[Jordan,
1989)). Variousrecurreninetworks usingtime-stepdelayedrecurrenioopson
the hiddenand/oroutputunits of a feedforward network have beenproposed
andtried. For sequencesf small maximumlength N, we canturn thesere-
currentnetworks into equivalentfeedforward networks (by “unfolding” them
overthetime period V) thatcanbetrainedby aslightly modifiedform of EBP,
referredto asEBPthroughtime, in which:

¢ All copiesof the“unfolded” weightsareconstrainedo beidenticaldur
ing training. In practicethis is usuallyachiezed by computingthe cor
rectiontermsseparatelfor eachweightandusingtheir averagefor up-
dates.

e The desiredoutputsare functionsof time, and errorshave to be com-
puted(and back-propagatedpr every copy of the outputlayer This
requiresthe selectionof an appropriatdime-dependentarget function
(whichis currentlyad hoc— evenfor trainingisolatedunits, thereis no
principledmethodfor selectingthis targetfunction, usuallychoserasa
linear rampingfunction [Watrous& Shastri,1987]). Anothersolution
is to definethe targetfunction (andto back-propagatée error) only at
certaintimes(i.e., on certaincopiesof the outputunits) corresponding,
for instanceto theendof thewordsor phonemes.

This approachalsoreferredto as unfolding of time, was originally sug-
gestedn [Minsky & Papert,1969]andcombinedwith EBPin [Rumelhartet
al., 1986a],whereit wasshavn thatthis worked well for the taskof learning
to beashift registerandfor asequenceompletiontask.

An implementatiorof EBP throughtime for speechrecognitionwaspro-
posedin [Watrous& Shastri,1987], where sequentialprocessingwas per
formed with the “temporal flow model; and delayedselfloopswere added
to eachhiddenunit (a singlelayer of hiddenunitsis consideredpandto each
outputunit of anMLP. A training procedurébasedon EBP throughtime was
presentedn [Watrous& Shastri, 1986].

Apart from the arbitrarychoiceof thetime-dependentarget function, the
otherproblemof EBPthroughtimeis thelarge computeresourceequirement
(memoryand CPU) resultingfrom the duplicationof the units. For long se-
quencespr for sequence®f unknavn length (which is the casein speech
recognition), this approachquickly becomesmpractical. In [Kuhn, 1987;
Kuhnetal., 1990],it wasshavn thatit is possibleto avoid EBP throughtime,
atthe expenseof alarge extra setof partial derivativeswhich mustbe carried
forward.
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Pinedq1987,1988],Almeida[1987,1988],andRohwer& Forrest{1987]
shavedthatit waspossibleto generalizeEBP to arbitraryrecurrentnetworks
without duplicatingthe units. The approachworksin principle for networks
without time-stepdelayson the recurrentloops, aslong asthey corverge to
stablestates. Seealso [Williams & Zipser 1989a,b;Robinson& Fallside,
1988;andRohwer 1990]. Thesemorefully recurrentetworks have notbeen
usedvery muchfor speectrecognition. Most of the time, partially recurrent
networks with feedbackof the hiddenor outputunitsto the input layer seem
to suffice andarelesscostlyto implement.

5.4.3 Partial Feedbackof Context Units

A popularapproachor time sequencelassification(and sometimesgyenera-
tion [Jordan,1989))is to usefeedforward networksthatarecomplementedby
a carefully chosersetof local feedbackconnectiongHertz, Krogh & Palmer
1991]with onetime-stepdelay Thesenetworks areusuallyimplementedoy
extendingtheinput field with additional“feedbackunits” containingthe hid-
denor outputvaluesgeneratedy the precedingnput. Thesefeedbackunits
will encodethe pastinformationthatis requiredto generateghe correctoutput
(both for classificationand sequenceyeneration)given the currentinput. In
theory the currentstateof the whole network will nonlinearlydependon a
combinationof the previous stateactvation and of the currentinput. In this
case,a simplerform of EBP throughtime mustbe usedto train the weights
of thefeedbackunits, althoughthe standardeBP algorithmis alsosometimes
used(restrictingthe dependeng of the network to the previous time frame

only).
!
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Figure5.2: MLP with contextual inputsandhiddenvectorfeedbak.

Figures5.2 and 5.3 shav the two mostcommonarchitectureghat have
beenused. EIman[1988] suggestedhe architectureshavn in Figure5.2 in
which the hiddenunit valuesfrom the previoustime steparefed backto the
inputfield. Theresultingsystemis thena moregeneraimplementatiorof the
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temporalflow network (without recurreng on the outputlayer). Indeed,in
this caseontop of having self-loopson the hiddenunits, therearealsorecur
rent connectiondetweerthe differenthiddenunits. This network wasused
successfullyto classifyshortspeectsequencekk e phonemesn [Robinson&
Fallside,1990]. In this work, the network wasusedto classifyphonemeg$rom
input sequencesf 10 msecacousticvectors;the EBPthroughtime algorithm
(goingupto 20 framesbackinto the past)wasusedto train therecurrentcon-
nections.In [Robinson& Fallside,1990; Robinson& Fallside,1991],it was
shawvn that this approachwas ableto improve over state-of-the-arphoneme
recognizersRecently this work wasextendedto integratethis network in an
HMM/ANN hybrid similarin spirit to theapproactthatwill beusedin Chap-
ters6-8. This type of recurrentnetwork hasalsobeenshavn to be ableto
produceshortcontinuationsof known sequencefElman, 1988]. In [Cleere-
manset al., 1989] it wasshavn thatthe architecturewasalsoappropriateto
modelfinite stateautomata.

!
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Figure5.3: MLP with contextual inputsand outputvectorfeedbak.

Anotherrecurrentmodel,shavn in Figure5.3, wasalsoproposedn [Jor
dan,1986,1989]. In this caseonetime-stepdelayedoutputvalueswerefed
backto theinputfield. Thisapproaclwasinitially usedasaproductionmodel,
with afixedinput referredto asa“plan” in [Jordan,1986]. The network was
trainedto generatespecificsetsof outputsequencesachof thembeingasso-
ciatedwith a specificinput pattern. This architecturecanalsobe usedfor the
classificationof sequentiainputs[Bourlard & Wellekens,1990]; its relation
to HMMs will bediscussedn Chapter6. Again, thetraining of this network
canbedonewith standardEBP if the memoryof the systemis limited to the
previoustime frame. Otherwise a simplified versionof the EBP throughtime
algorithmcanbe usedto take seseral previoustime framesinto account.

All of thesenetworks areclearlyrecurrentandcanbeinterpretedn terms
of control-theoreticstatespaceequationgRobinson& Fallside, 1987]. Let
Zn, gn @nds,, betheinputvector the outputvector andthe feedbackor state
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vector respectirely, attime n. In this casewe identify statevectors,, with
eitherthe previous hiddenvectoror outputvector Giventhesedefinitions,the
mostgeneraformulationof the statespaceequationsre:

gn = g(sm'rn)

Sn+1 = $(Sn,Tn)

As notedearlier an MLP can, in theory approximateary kind of nonlin-
earinput-outputmappinggLippmann, 1987; Cybenlo, 1988; White, 1988].
Therefore,separatMLPs could be usedto generatdunctionsg(-) ands(-).
However, in therecurrentMLPs presente@bore, thereis justoneMLP com-
puting function g(-). It is further assumedhat function s(-) is given by the
samenetwork, andcorrespondgitherto the functioncomputedon the hidden
unitsor ontheoutputunits(whichis alsoafunctionof thehiddenvector). Sim-
ilar assumptiongrecommonin linearcontroltheory wherethe statevectoris
definedas[Jordan,1989].

Sp+1 = USn + 9n

wherey is restrictedto a scalarvalue. Consequently:

n
_ T
Sp+1 = g u gn—r
T=1

and,in this casejt is known that0 < p < 1 is asufficient stability condition.
As shawn in [Jordan,1986], this behaior canbe modeledby addingextra
input units to the MLP, called statenodes,receving input from themseles
andthe outputnodes. For linear units, thesenetworks have a rationalinput-
outputtransferfunction and, in view of the analogywith digital filters, they
may be called “Infinite ImpulseRespons¢lIR) DynamicNets”[Robinson&
Fallside,1988].

Usually no contectual informationis explicitly usedat the input of these
networks,butit is clearthatthesearchitecturesouldeasilyaccommodateon-
textual inputsasrepresenteth Figures5.2 and5.3. The capabilitiesof recur
rent networks are atill not completelyunderstood.However, it is likely that
sucharchitecturesvill be usefulfor speectrecognition,sincethey canpoten-
tially classify sequentiainputsby incorporatingboth the recentpastof both
network stateandobsenrations(featurevectors).See[Poritz, 1988]for related
commentsaboutpreferredformsfor HMMs to beusedfor speechrecognition.

5.4.4 Approximating Recurrent Networks by MLPs

A solutionthatis intermediatebetweerthe spatialinput modelandrecurrent
modelshasbeenproposedn [Makino etal., 1983;Waibeletal., 1988]. In this
approachrecurrentnetworks areapproximatedver a finite time period (say
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D time slots)by afeedforward network in which theloopsarereplacedy the
explicit useof severalprecedingactivationvalues.As for staticnetworks, this
kind of network, usuallyreferredto as Time Delay Neural Network (TDNN)

[Waibel et al., 1988; Waibel et al., 1989; Lang et al., 1990], can be trained
to recognizea sequence®f predefinedength (definedby the width of thein-

put window) using standardEBP In this case,the activationsin a layer are
computedrom the currentandmultiple delayedvaluesof the precedindayer,

andthe outputunits are actvatedonly whena completespeechsegmenthas
beenprocessedThe correspondingrchitecturgin the caseof only onehid-

denlayer)is shavn in Figure5.4. Thisapproachasbeensuccessfullyusedto

classifypre-sgmentedohoneme#n [Waibeletal., 1988]andled to very good
results. TDNNs have also beenusedfor a variety of non-speeciproblems,
suchastherecognitionof zip codegle Cunetal., 1990].
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Figure5.4: Time Delay Neural Network(TDNN).

By analogywith filter theory this kind of network may bereferredto asa
“Finite ImpulseResponséFIR) DynamicNet”. In thelinearcase]IR andFIR
dynamicnetsmay be comparedo IIR andFIR filters. The systemresponse
(z-transformof the unit sampleresponsedf anlIR filter (Figure5.2 and5.3)

is of theform
1 =L
~ 1,,—1
1—az" 1 Z az
i=0
whereaq is relatedto theloop weightmatrix, andcanbe approximatedver D
time slotsby theresponsef anFIR filter (Figure5.4)

D
E a;z”"
=0

wherethea;’s do not have to be equalto the successe powersof a in thellR

expansion. This is the samefor a TDNN, wheretwo possibilitieshave been
considered:(1) tied valuesfor the weightsoriginating from the successie
time-delayectopiesof a samelayer, in which caseit is exactly equivalentto
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afinite time approximatiorof thefeedbackconnectiongof partially recurrent
neuralnetworks),and(2) the valuesof the weightsoriginatingfrom the time-
delayedversionsof the sameunitsarenottied, which resultsin a systemwith
more parameterswhich is no longerequialentto finite-time approximation
of arecurrennetwork.

Althoughthe TDNN by itself is not well suitedto continuousspeechor
longwordrecognition,it canbeusedin astandardapproacho betterdiscrim-
inate problematic(short)wordslik e functionalwords? Thesenetworks have
beenprovedto performwell on differentphonemesetsaswell ason a larger
setlike 100CV syllablesin JapanesgSawai, 1989].

5.4.5 Discussion

All of thesemodelshave beenshawvn to yield good performancgsometimes
betterthanHMMS) on short, isolatedspeechunits. By their recurreng and
theirimplicit or explicit temporalmemory they canperformsomekind of in-
tegrationover time. However, neuralnetworks by themseles have not been
shavn to beeffective for large scalerecognitionof continuouspeechThereis
atleastonefundamentadifficulty with supervisedraining of a connectionist
network for continuousspeectrecognition:atamgetfunction mustbe defined,
eventhoughthetrainingis donefor connectedpeechunitswherethesggmen-
tation is generallyunknavn. As notedearlier this is particularly a problem
for recurrentnetworks. Target definition is not a problemfor HMM-based
training, which only requiresthe sequencef speechunits andnot their tem-
poralsggmentationsFor recognition HMMs notonly tacklethevariability of
speechpronunciationjut arealsoefficient toolsfor connectedspeechrecog-
nition andsegmentation.This propertyseemgo bedifficult to achiere usinga
connectionisarchitectureby itself 2

5.5 ANN Models of HMMs

Motivated by the succesof HMM algorithmsfor speechrecognitionprob-
lems, several neuralnetwork implementation©f HMMs have beenstudied.
Thesearedifferentimplementation®f the sameformalisms,andcanhelpin
understandingiMMs andANNSs, bothin termsof their relationshipsandlim-
itations.

In this section,threeANN paradigmsarediscussedvhich arecloselyre-
latedto the HMM formalism: a neuralnetwork implementatiorof the Viterbi
algorithm (Section5.5.1), a neuralnetwork implementatiorof the full MLE

2Both feedforvard andrecurrentnetworks canbe usedaspart of a continuousspeechrec-
ognizer—in fact,this is the main point of this book. More on this later.

3We notethatsomesuccessfulvork hasrecentlybeendoneon explicit segmentatiorprior
to classificationwith both tasksbeingperformedby MLPs [Fanty & Cole,1991;Coleet al.,
1991].
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criterion (Section5.5.2), and a first attemptto combineANNs with HMMs
(Section5.5.3).

5.5.1 The Viterbi Network

TheViterbi Network [Lippmann& Gold, 1987;Lippmann,1989]emulateshe
functionof the Viterbi algorithm. In this casegachHMM is associateavith a
neuralnetwork in which eachoutputunit corresponds$o a HMM state.In the
caseof GaussiarHMMs, the first hiddenlayer computeghe setof Gaussian
outputs(implementedusingthe perceptrorstructure— seeSection4.2.3) for
the input vectorsthat are presentedgequentiallyto the network. Eachoutput
nodeis alsocomplementedtby time-delayedconnectionbetweerthedifferent
outputunits to representhe topology of the underlyingHMM followed by
a comparatorsub-netwrk to computethe minimum of the activation values
of outputnodesat the previous time step; for this network theseoutputsare
roughly equvalentto the negative logarithm of output probabilitiesfor the
original HMM.

Thisformulationis aneuralnetwork implementatiorof the DynamicTime
Warping(DTW) algorithm(seeSection3.3.5)thatfindsthe bestpaththrough
anHMM givena sequencef input vectors|i.e., ANN implementatiorof re-
currence(3.24)]. This systemdoesnot implementthe basicdatamovement
requiredin a practicalimplementatiorof the Viterbi algorithm,which canbe
dominatedby pointerbookkeeping.Also, it doesnot overcomethelimitations
of standarcHMMs. However, it doesshaw that a fundamentaHMM algo-
rithm canbe mappedo a connectionistramework.

5.5.2 The Alpha-Net

In [Bridle, 1990b; Kehagias,1989; Niles & Silverman,1990], a form of re-
currentneuralnetwork wasintroducedto emulatethe formulationof HMMs
usingthe MLE criterion (i.e., asopposedo the Viterbi, which only findsthe
bestpaththroughthe HMM). In this case the unitsin the recurrentioop are
linear andthe acousticvectorsenterthe loop via a multiplication to simulate
the operationof astandardHMM stateusingthefull likelihoodcriterion. This
simulatesthe forward recurrenceg3.14), and explains why thesenetworks
werereferredto as Alpha-Netsin [Bridle, 1990b]. It wasalsoshown thatthe
Alpha-Nettraining could be doneby a kind of EBP throughtime thathadthe
sameform asthe Forward-Backvardalgorithmfor MLE trainingof HMMs (as
briefly recalledin Section3.4.1;remembethatthis algorithmcanbe viewed
asagradienttechnigqugLevinsonetal., 1983]).

Beyond this equivalencebetweenHMMs and Alpha-Nets,someof the
HMM constraintscanbe relaxed. For example,the constraintthat probabili-
tiessumto oneandarepositive couldbedroppedn theneuralnetwork imple-
mentation.However, in this case the probabilisticinterpretatiorof the model
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parametersvill be sacrificed.Moreover, while this approacttanalsobe gen-
eralizedto othercriteria(suchasMMI, LMS, andrelative entroy), theactual
differencesaandpotentialadvantageversusstandarddMM approachearenot
clear andit remaingto be seenf this approaclcanimprove performancever
corventionalalgorithms.Ultimately, the Alpha-Netalsosuffersfrom thesame
limitationsasHMMs usingthe MLE criterion (e.qg.,thedifficulty to recognize
continuousspeech).However, aswith the Viterbi Net, this work shavs that
whathasbeenthoughtof asanentirelynon-connectiontsalgorithmin facthas
areasonableonnectionistormulation.

5.5.3 Combining ANNs and Dynamic Time Warping

In this chapterwe have discussedereral ANN paradigmghatcanhandle(to
someextent)the sequentiabhspecof the speeclsignal. However, trainingand
recognitionof continuousspeechdoesnot seempossiblesolely by training
connectionistnetworks with supervisedearningalgorithms. In particular a
tamgetfunctionhasto be defined,whichis difficult if trainingis carriedout on
connectedpeectunits wherethe segmentationis generallynot known. Even
for trainingisolatedunits, thereis no principledmethodfor selectinghetarget
function.

In standardecognitionalgorithms(basedn HMMs or not), thoughDTW
is usedto tacklethe variability of speechpronunciationjt is alsoan efficient
tool for connectedspeechrecognitionand segmentation.This latter property
seemdo bedifficult to achieze with neuralnetworks by themseles. Evenas-
suminga perfectdynamicsystemakingthe entirepastinto accountthe ANN
outputvalueswould still representhe scoresfor states(or outputclassesht
the currenttime andwould not give ary ideaaboutthe underlyingseggmenta-
tion (astheoutputvaluesalonedo not carrytheinformationneededo recover
the bestinterpretation).

However, all is notlost? Recallthatmary of thenetworkspresentedh this
chaptenwereformulatedusingvariationsof the EBP algorithm, mostly using
aLMS criterion. It canbe shawvn that, in this caseijt is theoreticallypossible
to combinetheseANNs with aDTW procedureo performembeddedraining
or continuousspeeclirecognition.

Let K denotethe numberof outputclasse®f a particularneuralnetwork.
Sincethefinal goalis to classifyspeecltpatternsthe desiredoutputvectordur
ing training is a K-dimensionaindex vectordenotedA,. As alreadyshovn
in Sectiond.5,whethertheinputvectorsarerealor binary LMS criteria(4.4),
(4.9)and(4.13)canberewritten underthe generaform:

N
E=Y" | g(n) — Azs) | (5.1)
n=1

“It betternotbe. Therearea lot morepagedetft to this book.
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where N representghe total numberof training input patternsz,,, (n =
1,...,N), g(z,) is ageneral(linear or nonlinear)function of the n-th input
patternz,, and A(z,) is the index vectorassociatedvith the classto which
it is supposedo belong. In Section4.5, we have shavn thatthis led to the
definitionof discriminantdistances

K

di(zn) =l 9(zn) = Mg 7= gf(@n) +1 - 20x(zn)  (5.2)
=1

As alreadyshawvn in Section4.5, the two first termsof (5.2) areindependent
of theclassg, andthedistanceiy (x,,) betweeraninput patternz,, andaclass
qx canbereplaceddy — g (z,,), i.e., theactvationvalueof the k-th outputunit
of the network.

However, minimizationof (5.1)to determingheparametersf thediscrim-
inantfunctionsrequiressupervisedraining. Sincemanualseggmentatiorand
labelingof speechdatabasess atediousandexpensve task,thisis generally
not applicable. Thereforesomeunsupervisedearning procedureshouldbe
devised. A solutionto this problemis to embedthe LMS criterion described
above in an iterative procedurealternatvely combininga DTW anda MSE
minimization[Bourlard & Wellekens,1986]. In this case,asfor the training
of HMM, we do not requireary framelabeling but only the classsequence
associatedvith eachtrainingsentencéi.e., we do not needa sggmentatiorof
the training material). Startingfrom a roughsegmentation(e.g.,alinear seg-
mentation)of the training material,a partitioninto classesesults,andcanbe
usedto provide thenetwork, (or thelineardiscriminantfunctions)with atarget
function. Minimization of theMSE (e.g.,usingEBP)yieldsasetof parameters
W correspondingo ascorefunctionvalue E = E(©).

This setof parameterganthenbe usedto generate‘discriminatve dis-
tances”(5.2), or equialently —gx(z,,), which canbe usedaslocal distances
in aclassicaDTW procedurdo find a nev segmentationof the training sen-
tences(by mappingthe vector string of eachtraining sentenceon its corre-
spondingphonemictranscription).In otherwords, a training utteranceX =
{z1,z9,...,zn} will besggmentedn L consecutieclassesgy, (£ =1,..., L),
associateavith its phonemidranscription.Sincewe assumdo know theclass
sequencassociateavith eachacousticvectorstringandsincewe assumehat
eachpossiblepartition mustpresere the productionorder the DTW recur
renceis thefollowing:

Dy(X771)

DE(X{L) = dﬁ('xn) + min { Dé—l(XirL_l)

(5.3)
Ve = 1,...,L, Vn = 1,...,N, where Dy(X7") representghe minimum
matchingdistancebetweenthe first n acousticvectorsof X and the first £
classegphonemes).The backtrackingof the optimal path providesthe new
vectorpartition. Note the similarity to the Viterbi recurrencegivenin (3.24),
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with sumsof distancegeplacingproductsof probabilities(alsothereare no
transitionprobabilitiesin theDTW case).

It caneasilybeshavn [Bourlard & Wellekens,1986]thatthe globalscore
Dr,(XY) (or the accumulatiorof theseglobal scoresfor all the utterancesn
thetraining set)canbe expressedxactly as F in (5.1) but for the new vector
partition: this allows successie comparisondetweenthe DTW scoresand
MSE. The new score,denotedE), is obviously smallerthan (or equalto)
E©) asit correspondso the bestpath, i.e., a bettervector partition. With
this new vectorpartition,anew setof weightsiw () canbecomputedsia MSE
minimizationresulting for thepath,in ascoreE® smallerthanE(!). Succes-
sive DTW andMSE minimizationwill respectiely generatémproved vector
partitions, better parameterd¥, and a sequencef continuouslydecreasing
scoresF, which guaranteethe corvergenceof thisiterative procesgBourlard
& Wellekens,1986]. Whenthe segmentatiorpointsarestabilized the process
is stoppedandyields optimal parametewaluesand optimal segmentationof
thetrainingdataset.

Corvergenceof this procesqof course alwaysto alocal minimum!) was
proved in [Bourlard & Wellekens, 1986] for linear discriminantfunctions.
However, sincethis proof did notrely on ary particularform of the discrimi-
nantfunctions,it remainsvalid for ANNs. As aconsequencd, is thuspossible
to embedhedeterminatiorof neuralnetwork parametergn aDTW processo
iteratively improve the segmentatiorpoints.

Thisiterative trainingwastestedwith lineardiscriminanfunctions[Bourlard
& Wellekens,1986]andMLPs [Bourlard & Wellekens,1987]but neverledto
goodresults(in this form), althoughthe phonemidabelingat the framelevel
obtainedfrom handsegmentedraining datawassignificantlybetter(seeSec-
tion 5.6). Thistraining, consistingof iteratingthe optimizationof the network
parameterandthe segmentationby DTW, did indeedconverge, aspredicted
by theory However, the parameterf the linear discriminantfunctionsor
MLP appearedo minimize the sum-squareerror measureby clusteringall
of the utterancesn the classthat occurredmostfrequentlyin theinitial seg-
mentation(usually the silencemodel). Similar resultswere alsoreportedin
[SPRINT, 1990]. Thereasondor theseproblemswill becomeclearerin the
next chapter

5.5.4 ANNSs for Nonlinear Transformations

It is importantto mentionherethat preliminary researchhasalsobeendone
with otherforms of hybrid HMM/ANN approaches which the outputsof
a (recurrent)ANN constitutean obseration sequencéor the HMMs [Bridle
& Dodd, 1991; Bengioet al., 1992]. As opposedo the approachpresented
in Section5.5.3(wherethe ANN is usedto generatdocally discriminantdis-
tancedfor usein DTW), the ANN is now usedto optimizethe outputparam-
etersvia some(linearor nonlinear)transformation.This allows a global opti-
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mizationof theinputtransformatior{i.e.,the parametersf the ANN) together
with aglobaltrainingof theHMMs accordingo anMLE oranMMI criterion.

5.5.5 ANNSs for Preprocessing

ANNSs have also beenusedto perform particularkinds of clusteringof the
acousticvectorsfor usein (standardyliscreteHMM systemsThebestknown
exampleof this approachs the phonotopicor self-oganizedfeaturemap,pro-
posedby KohonenKohonen1988a;Kohonen1988b]. In this approachref-
erencefeaturevectorsareusedto partition a two-dimensionakpace(referred
to asa self-oganizedor topologicalmap)thatthe n-dimensionafeaturevec-
torsaremappedo while preservinghetopologyof theinitial space.

A numberof researchersave alsoexperimentedvith arelatedmethodthat
directlyincorporatesupervisoryinformationin theformationof thereference
vectors. TheseapproachearegenerallycalledLearningVectorQuantization
(LVQ), andthereare a numberof variants,mostnotably LVQ2 [McDermott
& Katagiri, 1989; McDermott& Katagiri, 1991]. At leastfor small speech
classificationtaskssuchas phonemerecognition,theseapproachesppearo
be competitve with backpropagation.

5.6 Discrimination with Contextual MLPs

As briefly presentedh Section5.4.1,NETtalk [Sejnavski & Rosenbag, 1986,
1987]wasan MLP thatwastrainedto cornvert graphemeso phonemesit is
shawn in this sectionthat the samenetwork architectureand learningalgo-
rithm canbe usefulfor phonemiclabeling. Moreover, the contextual aspects
which areknown to play animportantrole in speechrecognition[Furui, 1986;
Wellekens,1987]andwhich arenot easilyimplementecasHMMs will be ex-
plicitly takeninto account.More precisely a 2-layerednetwork (i.e., with one
hiddenlayer)will betrainedfor themappingof acousticvectorsto phonemes.
Let g, with & = 1,..., K, be the outputunits of the MLP associated
with differentclassegphonemicclassesn our case).To make the MLP train-
ing simpler and faster we decidedto use discretefeatures. In this case,
eachacousticvectorz,, of anutteranceX = {z1,...,z,,...,zN} iS quan-
tized and replacedby the closestprototypevector (seeSection3.3.3) from
Y = {y1,-.--,yr}, thesetof prototypevectors(l beingthe total numberof
prototypevectors). SequenceX is thusreplacedby a prototypevector se-
quenceY = {yi,,---,Yi,,---,Yiy |, Wherei, € [1,I] representshe label
of the closestprototypevectorassociatedvith z,,. Typically, eachprototype
vectory;, of Y will berepresentedttheinputof the MLP asal-dimensional
binary vectorwith all zerocomponents$ut the i,,-th oneequalto one,which

SLater experimentsusingfasttraining hardware developedat ICSI, usedcontinuousinput
featuresseeChapterl 1 for a descriptionof this systemdevelopment.
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will be referredto asthe index vectorof z,, andwill be denotedv;, in the
following. If no contetual informationis used,the input patternof the MLP
attime n is simply v;,. In the caseof the NETtalk architecture contetual
informationis usedandtheinputof the MLP is thenbuilt up by concatenating
the prototypevectorsbelongingto a given contextual window centeredon a
currenty;, , asrepresentean Figure5.1. Thus,if 2¢ + 1 is the width of the
inputwindow (c framesof left contet, the currentframe,andc framesof right
context), theMLP inputattimen will be{v;, _,...,vi,,... v, .}

Acoustic contetual information was alreadyusedin the ERIS system
[Marcus, 1981, 1985] wherethe classificationof vectorpairs was basedon
discriminantprinciples(responsiblédemons”for the recognitionof onepar
ticular classandthe rejectionof all otherstimuli as“non-words”). However,
for largercontexts, this becomesmpracticalasthe numberof possiblecombi-
nationsgrows exponentially needinganexcessve amountof trainingdataand
an excessye storagecapacity In this case,a NETtalk-like MLP becomesan
interestincalternatve. Figure5.1shavstheschemati@arrangemenf thissys-
tem, characterizedby two layersof perceptrongonelayerof n; hiddenunits
andonelayerof n, = K outputunits) computingthe classificatiorof thein-
putfield. Theinputfield is constitutedby several groupsof units, eachgroup
representing prototypevector Thus,if 2¢ + 1 is thewidth of the contextual
window, therearen; = (2¢ + 1)1 inputunitsandthe numberof possiblenput
patternss equalto 72¢*!, which makesit impossibleto estimatethe discrete
emissionprobabilitiesby a simplecountingaswasdonein [Marcus,1981]for
vectorpairs.

Duringtraining,thedesiredoutputof the network is anindex vector Ay, if
the currentinputv;,, is associatedvith phonemicclassgy,. After quantization
of the training utterancegreplacemenbf eachacousticvector by its nearest
prototype),eachquantizedacousticvectoris presentedvithin its context asa
training patternandthe error betweerthe generatedutputandthe associated
desiredoutputis back-propagateéor adjustingthe weights. The prototype
vectorsaresteppedhroughthe contextual window time slot by time slotand,
at eachstep,the MLP parametersire adjustedoy the classical(on-line) EBP
algorithm.

This algorithm was used for training 26 pseudo-phoneme®f a
speakr-dependenGermardatabaseontainingfour pronunciation®f thedig-
its and 100 pronunciationf 7-digit stringsspolen continuously The MLP
architecturavascharacterizetty 2c+1 = 11 (five acoustiovectorsfor theleft
andright contets), I = 60 (i.e., 60 prototypevectors)n; = (2¢+ 1)I = 660,
np = 50 andn, = K = 26. Thetraining was performedon the first two
pronunciationsof eachisolateddigits. The a priori sggmentationusedfor
the training was obtainedby the methoddescribedn [Aubert, 1987]. Start-
ing from a speectsignalsampledat 8kHz, the acousticanalysiscomputeda
16-dimensionatepstralvectorfrom a sliding window of 30 msshiftedevery
10ms.
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Figure 5.5: Time signal and phonemicoutput activationsof the contectual
MLP ona particular testword. Phoneticsggmentatioris givenfor information
but is notusedduring labeling

Figure 5.5 shavs the time signal and the 26 output levels
Gk (Vip_ss -+ Vips---,0i,,s) (COrrespondingo the 26 pseudo-phonemes¥
thetrainednetwork for eachtime framen of athird pronunciatiorof theword
“eins” [Al-j]-N-S], which hasnot beenseenby the systemduringthetraining.
Label“si” standdor the “silencephoneme”.Theresultof the automaticsey-
mentatioris alsoshawvn. It canclearlybeobsered(Figure5.5)thatthecorrect
phonemesverestronglydiscriminated.

Thenext stepwasto usetheseoutputvaluesn aDTW procesgBourlardet
al., 1985]to performword recognition.As shavn in Section5.5.3,the output
values— gy (-) of theMLP canthenbeusedn aone-pas®TW algorithm[Ney,
1984; Bourlardet al., 1985]to performthe recognitionat the word level. In
this test,word modelswerebuilt from the concatenatiof phonemianodels.
Forty utterance®f isolateddigits, amongwhich 20 have beenusedastraining
set, were recognizedwithout any errors(recognitionscore= 100 %). In a
secondest,50stringsof 7 connectedligits (withoutary pausebetweerdigits)
wererecognizedvith 3 insertions 22 substitutionsandl deletion,i.e., with a
scoreof 92.5%. To comparetheseresultswith thoseobtainedwith standard
HMMs, equivalentl-stategphonemidHMMs wereusedin thesameconditions:
discreteprobability densityfunctionsfor the emissionsbasedon the same60
prototypevectorsaredeterminedrom theautomaticallysegmented0isolated
digits andno phonemicdurationmodelingis incorporated.Theresultson the
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Figure5.6: Time signal and phonemicGaussianemissionprobabilitiesfor a
particular testword. Phoneticsggmentatiorngivenfor information.

40 isolatedwordswere: 6 insertions,2 substitutionsandno deletions,i.e a
scoreof 80 % while the scoredropsto 70 % for the 50 connectedligit strings
(32 insertions 69 substitutionsand2 deletions).Thus,a strongimprovement
wasobsered whencontettual MLPs areused. This canbe explainedby the
factthat during the training phasemore informationis storedby the model;
more precisely the acousticcontextual informationis usedand, as already
mentionedn Sectiond.4.1,cross-productsf theinputsarememorizedn the
hiddenunits.

Another testwas madeusing the samel-statephonemicHMMs on the
sametestandtraining databut with continuousGaussiarprobability density
functions.This testled to betterresultsthanfor thediscreteHMMSs: no errors
occurontheisolatedwordsandnoinsertions 31 substitutionsand?2 deletions
areobsered on the digit strings. This scoreof 90 % correct(33 errors)was
still notasgoodasthescorefor the MLP.

The recognitionresultsare summarizedn Table 5.1, wherel, S and D
standfor the numberof insertions substitutionsanddeletions’

In all casestheweakscoresof HMM aredueto the extremesimplicity of
the modelsandthe low amountof training material. Of course betterrecog-
nition resultscanbe obtainedwith moresophisticatedHMMs (several classes

5Thesepreliminarytestshave beenperformedaround1987andwereusingextremelycrude
HMM models.They arecertainlyno longerup-to-datetoday but hadthe advantagego shavn
the potential(but still unclear)benefitof usingMLPs for speectrecognition.
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Figure 5.7: Time signal and output valuesof phonemiclinear discriminant
functionsfor a particular testword. Phoneticsggmentatiorgivenfor informa-
tion.

per phonemephonemicdurationmodeling,larger training setandembedded
training). The purposeof theseearly testswasonly to emphasizeéhe adwan-
tagesof the contextual MLPs for speechrecognitionin the caseof verylimited
training material.

Figures5.5,5.6 and5.7 comparehediscriminantcapabilitiesof the MLP
approachFigure5.5) with othermethoddik e the Gaussiartlassifier(Figure
5.6) usedin continuousHMMs andthe linear discriminantfunctions(Figure
5.7)asusedin [Bourlard& Wellekens,1986]andrecalledin Sectiord4.2.2.1n
all theseexamplesthemodelparameterbave beendeterminedy thesameset
of automaticallyexcisedphonemesrom two pronunciation®f the 10 German
digits. No iterative refinementof that segmentationhasbeendone (because
of the problemmentionedn Section5.5.3)andtheresultingparametersvere
testedon unseerutterancegthe third pronunciationof the word “eins” [Al-j-
N-S]).

As describedoreviously, Figure5.5 representshe evolution of the 10-ms
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40isolated| 50 stringsof

words 7 digits # errors
1-statediscreteHMM | 61, 2S,0D | 32I,69S,2D 111
1-stateGaussiartHMM | 0OI, 0S,0D | Ol, 31S,2D 33
MLP 0l,0S,0D | 3I,22S,1D 26

Table5.1: Comparison of the recognition error rates (I=insertions,
S=substitutions, D=deletions) obtained with 1-state phonemic
HMMs with discrete emission probabilities, Gaussian emission
probabilities, and outputs of a contextual MLP.

MLP outputactivationsfor binaryinput patternsusingcontextual information
(2¢+1 = 11). In thiscasejt is clearthatdiscriminationis very good(whichis

probablydueto the nonlineardiscriminantcapabilitiesof MLPs togethermwith

contetual information— contetual informationhasnot beenusedfor Figures
5.6and5.7).

Figure 5.6 plots, for eachacousticvector z,, correspondingo 10 msec
of speectsignal (with no contectual information),the logarithmof the emis-
sion probabilitiesp(z, |gx) [computedby (2.5)] for eachof the 26 phonemic
classes.The word is globally correctly recognizedwhen the negative loga-
rithm of the probabilitiesis usedin aDTW proceduredespitethefactthatthe
local discriminationis weak. Indeed,a 10 mseclocal labelingis basedon the
maximumof the 26 outputvalues.In this simpleexample,mostof thelabels
arecorrect,but with avery low reliability magin.

In Figure5.7,thesamerepresentatiofor lineardiscriminantfunctionout-
putsis used. The parameterof thesefunctions have beenaobtained(with
simplelinear algebra)by minimizationof MSE asexplainedin Section4.2.2
[equation(4.5)]. In this case the continuousacousticvectorswereusedwith-
out contet to reducethe size of the matrix inversion. It canbe obsered that
thediscriminationis reinforced(asonemight expect)andthelocal labelingis
improved. However, the capabilitiesof linear functionsarestill limited when
comparedvith thenonlinearfunctionsgeneratedy the MLP (Figure5.5).

In [Bourlard & Wellekens, 1989a], additional testswere reportedon a
speakr-dependeny continuousspeechrecognitiondatabasecalled SPICOS
[Ney & Noll, 1988] (further usedin Sections6.6.1and 7.5). In this case,
the vocalulary containedabouta thousandwords describedby a setof 50
phonemes. The training data set consistedof two sessionsof 100 German
sentencesvhich wererepresentate of the phonemedistribution in the Ger
man language. The SPICOStest set consistedof 188 sentencesvith 1292
wordsandabout7300phonemes.Therecognitionvocalulary containedd18
words,andthe overlapbetweertrainingandrecognitionvocalulary wasonly
51 words,which werefor the main partarticles,prepositionsandotherstruc-
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tural words. In [Bourlard & Wellekens,1989a;Bourlard& Morgan,1991]a

significantimprovementof the phonemiclabeling (at the frameaswell asat

the phonemdevel) wasreportedwhenthe proposedapproactwascompared
with standardtHMMs. However, muchto our surprise we wereunable(at the

time of this experiment)to extendthis improvementto the word level.” This

problemwill be explainedfurtherin the following chapters.It will be shavn

thatthe MLP outputsarein factestimate®f posteriorprobabilities which are
proportionalto theimplicit estimate®f thea priori probabilitiesof thephone-
mic classeqvia relative frequenciesn the training). In the caseof Spicos,
sincemostof the wordsusedin the training setare differentfrom the words
usedin thetestset,thesepriorsarealsodifferent(which wasnot the casewith

the isolateddigits). However, this is only one problemamonga numberthat
we hadwhenattemptingto performword recognitionwith anMLP in aDTW

procedurgseefollowing chapters).

5.7 Summary

For speectrecognitionproblemsthe majorweaknessf theconnectionisfor-
malismis its difficulty in mappingtime-varyinginputpatterngo asynchronous
outputpatterns.In this chapterwe have reviewed several ANN architectures
thatattemptto dealwith sequentiasignals.Thesemodelshave exhibitedgood
performancgsometimesetterthan HMMs) on short, isolatedspeechunits
(like E-set). By their implicit memory they include somekind of integration
over time. However, it wasstill not clearfrom the resultswhat thesemod-
elscanactuallycomputeandhow continuousspeectrecognitionandtraining
could be handledby neuralnetworks only. From a recognitionpoint of view,
whenDTW is usedfor HMM decoding,it not only tacklesthe variability of
speectpronunciationput is alsoan efficient tool for connectedpeectrecog-
nition andsegmentation.This latter propertyseemgo be difficult to achieve
with a completelyconnectionistlgorithm. Evenassuminga perfectdynamic
systemtakingthe entire pastinto accountthe outputvalueswould still repre-
sentthe scoredor stateqor outputclassesat the currenttime, but would not
give ary ideaabouttheunderlyingsegmentatior(asthe outputvaluesalonedo
not carrytheinformationneededo recover the bestinterpretation) For exam-
ple,in theHMM approachevenif we wereableto build a high orderMarkov
model,somekind of time warpingprocessvould still be necessary
Thus,avoiding explicit DTW for a continuousspeectrecognitiontaskre-
mainsanopenproblem.Ontheotherhandi,it is alsoquestionablevhetherit is
evendesirableto replacethe DTW algorithm,sincethis processs very effec-
tive (althoughlimited by severalassumptionsandalsohasefficienthardware
implementationgMurveit & Brodersen1986]. It wasalsoshavn in Sections
5.5.3and5.6thatthe outputvaluesof the neuralnetworks couldbe usedaslo-

"Thiswasin late 1987. After thatwe scratchedur headdor awhile, andfiguredit out.
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caldistancan DTW. Thecorvergenceof atrainingprocessninimizingaMSE
by iteratvely improving the parametersf the models(discriminantfunctions)
andthe segmentationobtainedfrom DTW hasbeenshavn in Section5.5.3.
Initial attemptsto usesuchan iteratve embeddedapproachwas unsuccess-
ful, andled to absurdresults. However, the capabilitiesof MLPs to generate
a betterlocal discriminationwas experimentallydemonstratedh Section5.6
on pre-sgmentedspeechdata(becauseof the problemsreportedin Section
5.5.3).

In the next chapterswe will describeour work in hybrid systemsusing
neuralnetworks as specificmodulesof HMM systems.In thesecasestime
alignment(usinga Viterbi procedurewill still berequired.



Chapter 6

STATISTICAL INFERENCE
IN MLPs

One never goesso far as whenone doesnt know
where oneis going
—JohannWolfgangvon Goethe-

6.1 Intr oduction

In Chapter3, we shaved that HMMs were stochastiomodelsthat dealt ef-
ficiently with the statisticaland sequentiatharacteiof the speechsignal, but
whichalsosuffer from severallimiting assumptionghatarerequiredfor tractable
solutions. In Chapter4, we discussedANNs andshaved thatthey hadtheir
own attractie propertiesjn particular they appearo rely on fewer basicas-
sumptions Chaptel5 briefly reviewedthe mostpopularANN approachesur
rently usedfor sequencerocessingn generalandspeechrecognitionin par
ticular. We concludedhatnoneof thesewereableto solve CSRproperlyusing
ANNSs by themseles. Giventhesetradeofs, we have beeninterestedn using
ANNSs to overcomesomeHMM dravbackswhile stayingwithin the latter's
formalism. This kind of hybridis frequentlynot straightforvard, however; for
instance,t is difficult to optimally incorporaterule-basedspeechknowledge
in anHMM-basedASR systemt

A goodstepin integratingHMMs and ANNSs is to determinea common
languagefor the technologies. Our bestguessfor this unifying themehas
beena probabilisticdescriptionof ANNs. We have tried, then,to geta better
understandingf the kind of statisticalvaluesthat ANNs can compute,and

10f course systemddo incorporatesuchknowledge,but it is difficult to do this in aninte-
gratedway; mostcommonly all but the coarsesknownledgeaboutthe languageor the world is
built into a post-processahatis loosely-coupledvith the acousticrecognizer

97
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how they relateto the parameterof an HMM. In this chapter it is shavn
that the output valuesof an MLP are estimatesof a posterioriprobabilities
(classprobabilitiesconditionedon the input pattern). Furthermore usingan
MLP with feedbackand extendingthe input field to include contet, output
probabilitiescanbegeneratedhatdependnafixedtemporalwindow on both
statesandobsenations.

This perspectie shavedusanimportantlink betweenvILPs andHMMs,
andmuch of the restof this book will exploit this relationship. As with the
earliermaterial,ouremphasiss on speectrecognition;alsoaswith theearlier
material, the statisticalrelationshipsare quite general,and should apply to
otherapplicationareas.

In this chapterwe will assumehatpre-sgmented(i.e pre-classifiedplata
areavailablefor trainingthe MLP, which is generallynot the casefor speech.
However, we will seein the next chapter(Section7.6) thatthe statisticalin-
terpretatiordevelopedbelov will allow usto derive a Viterbi-basedalgorithm
thatwill do automaticsggmentatiorof the speechdatafor usein the MLP.

6.2 ANNSs and Statistical Inference

In this sectionwe will prove in two differentwaysthat, whenusedfor clas-
sification,MLPs cangeneratggoodestimatef posteriorprobabilitiesof the
output classesconditionedon the input pattern. For clarity’s sale, we will
considettwo differentcasesdiscretenputandcontinuousnput MLPs. These
will be examinedin the context of discreteand continuousHMMs (respec-
tively). Themainideawill beto usethe probability densityfunctions(pdfs)
generatedby the MLP aspdfsfor the possibleHMM-states.Accordingly the
outputclasseof the MLP will be denotedby ¢;, andwill be uniquelyassoci-
atedwith HMM-statesg, € Q = {q1,.--,9K }.

6.2.1 DiscreteCase

The acousticvectorsequenceX = {z1,...,zn,...,zn} canbe quantized
(for a discreteHMM) by a front-endprocessoin which eachacousticvec-
torz,, n = 1,..., N, is replacedby the closest(typically in the senseof
Euclidiandistance)prototypevectory; selectedn a predeterminedinite set
Y = {y1,---,9i,...,yr} of cardinality I. The prototypevectorsetis usu-
ally determinedindependenthyby clustering,e.g., K-meansor binary split-
ting on a large numberof acousticvectors. In this case,(asin Section3.3.3)
the acousticvectorsequenceX is replacedoy a (prototype)vectorsequence
Y = {¥i--sYins---» iy }» Wherei, € [1,I] representghe label of the
closestprototypevectorassociateavith x,.

Letgg, withk = 1,..., K, betheoutputunitsof anMLP associatedvith
differentclassegor HMM states).Typically, asalreadydonein Section5.6,
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eachprototypevectory;, of Y will berepresentedttheinputof the MLP as
an I-dimensionalbinary vectorwith all component®qualto zeroexceptfor
thei,-th onewhichis equalto one.This vectorwill bereferredto astheindex
vectorof z,, in thefollowing. At time n, theinput patternof the MLP is thus
theindex vectorof z,,. Sincethe MLP trainingneedssupervisionwe suppose
that the classgq; associatedvith eachinput patternis knowvn. The training
of the MLP parameterss thencommonlybasedon the minimization of the
following MSE over all thetrainingpatternsy:

N K
E=)Y " [oeWin) — d(wi,))? (6.1)

n=1 k=1

wheregy (y;,,) anddg(yi, ) respectiely representhe obsered outputvalue
andthetargetedoutputvaluefor the k-th outputunit (associatedvith g;) given
the index vectorof z,, attheinput. Whenusingan MLP, g(-) is calculated
by theforward equation(4.11). In classificatiormode,the goalis to associate
eachinputvectorwith asingleclassanddy(y;, ) will beequalto 1 if theinput
is known to belongto classg;, and0, Vk # ¢. Consequentlyif inputy;, € gy,
we have di(y;,) = ke, for £,k € [1,...,K]. Expandingsummationsto
collectall termsdependingn the samey;, (6.1) canberewritten as:

I K
E = ZZ nik [ge(yi) — df(yz)] (6.2)

i=1 k=1 ¢=1

wheren; is the numberof timesthe prototypevectory; hasbeenobseredin
class(or state)g;. Thus,whateserthe MLP topologymaybe?, i.e.,thenumber
of its hiddenlayersandof units perlayer, the optimal outputvalueSg(’pt(yz-)
areobtainedby cancelingthe partialderivative of E with respecto gy(y;).

=2 (] i —d ] =0
69@ Z nik [9e(yi) — de(yi)]

Theoptimalvaluesof the outputsarethen

opt .\ _ 25:1 nikdf(yi)
90 (yi) = e
Zk:l Nk

In classificatiormode,we have d;(y;) = dx¢, andconsequently:

opt S Mkl Mg
g, (yi) = = = =% ,Veell,..., K] (6.3)
Zk:1 ik Zk:1 ik
20Onemustbe a bit carefulhere. If the network is recurrentthenthe outputdependsot
only on the currentinput but on previous inputs, so that theseequationsrequirea bit more
detail. Assumefor now thatwe speakonly of feedforward networks.
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Thisglobalminimumis only relatedto theerrorcriterionandis independenof
the MLP topology i.e., thenumberof its hiddenlayersandof units perlayer
The optimum g,(y;)’s obtainedfrom the minimization of the MLP criterion
arethusestimate®f a posteriori(Bayes)probabilities[Fukunaga,1972]:

Opt(yz) = ﬁ[QAyi]a VL e [15 R aK] (64)

and,by definition,the constraint

E:fm yi) = plaxlyi] = 1

is automaticallyverified. However, theseoptimalvaluescanonly bereachedf
theMLP hasenoughparametersjoesnotgetstuckin alocal minimumduring
thetraining (seeSection6.4.1),andis trainedlong enoughto reachthe global
minimum.

Replacingin (6.2) the target outputsd,(y;) by the optimal values(6.3)
providesanew criterionwherethetamgetoutputsdependon the currentvector
andthe possibleoutputs:

I K K n 2
> D na [9/3 yi —K—“] (6.5)

1 k=1 ¢=1 Zk:l Nik

andit is clear[by cancelingthe partial derivative of E* versusgy(y;)] that
thelower boundfor E* is reachedor the sameoptimal outputsas(6.3). The
minimum value of the criterion is now equalto zero, thus providing a very
useful control parameteduring the training phase. It shouldbe notedthat
(6.5) is consistenwith the suggestiorthat “training of an adaptve machine
is bestdone not with the correctoutput(1 or 0) beingsupplied,but with an
expert’s estimateof the (posterior)probabilitiesof the possibleoutputstates”
[MacKay, 1987].

As theseresultsfollow directly from the minimizedcriterionandnot from
the topology of the network, it is interestingto notice that the sameoptimal
values(6.3) may alsobe obtainedfrom othercriteria as,for instancethe en-
tropy [Hinton, 1987]or relative entropy® [Sollaetal., 1988]of thetargetswith
respecto the outputs. For instance,n the caseof relative entropy, criterion
(6.1) becomes:

:iﬁﬂ%% j%ﬁub%%mﬁiﬂﬂﬁ]

1 — gx(vi,)
(6.6)

3Also referredto asKullback-Leiblerdivergence(or distancelK ullback & Leibler, 1951;
Kullback,1959]

i
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and cancelingits partial derivative versusg,(y;) yields the optimal values
(6.3) again. However, in this case,the optimal outputsactually correspond
to Ee,m’m =0.

Sincetheseresultsareindependentf the topologyof thetrainedsystem,
they alsoremainvalid for thelineardiscriminantfunctionsdescribedn Chap-
ter4. However, sincewe arethenlimited to asmallnumberof parameterst is
quite likely thatthe optimalvalues(6.3) will not bereachedgventhoughthe
local errorminimumis alsothe globalonefor this case.

Comparedvith lineardiscriminanfunctions theadvantage®f usingMLPs
to estimateBayesprobabilitiesarethefollowing:

1. It is easyto control(i.e.,increaser decreasethenumberof parameters.
2. MLPsusenonlineardiscriminantfunctions.

3. The sigmoidfunction usually usedat the outputof the MLP is an ap-
proximationof a decisionthreshold. As a consequencéyiILPswill both
estimateBayesprobabilities(dueto the minimizedcriterion) and mini-
mizetheclassificatiorerrorrate.

6.2.2 Continuous Case

In theprevioussectionit hasbeenshavn that,in thecaseof discretanputs,the
outputvaluesof an MLP will be estimatef the a posterioriBayesprobabil-
ities. Althoughthe sameproof could be appliedto continuousnputs,another
proof (initially presentedn [Richard& Lippmann,1991])will be givenhere
which is moregeneralandwhich allows usto betterunderstandhe behaior
of suchsystems.

We first reformulatethe costfunction (6.2), which wasexplicitly written
for the discretecase,in termsof continuousnputs. The MSE in (6.2) canbe
expressedsfollows:

E = Z n; ZZ ik [ge vi) de(yi)]Q 6.7)

i klﬁl

wheredy(y;) = dxe if y; € gx. In the caseof continuousnputs,the sequence
of acousticvectorsis nolongerquantizedand(6.7) becomes:

K K

E = / p(z) p(gel) [90(z) — de(o)]? da (6.8)

k=1 ¢=1

whered(z) = 8y if & € g;. Sincep(z) = YK | p(gi, z), we have:

/Z [ZE[W de(2)) p(aklz) | p(gi, ) do

i=1 Lk=1/¢=1
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After a little more algebra,addingand subtractingp?(g,|z) in the previous
equatiorleadsto:

K [K
E = /Z [Z (gg(gv) — 2g¢(z)p(qelz) +p2(qg|x))] p(gi, z) dx

K 1K
- /Z [Z (ge(z) —p(qelw))2] plg, ) dz (6.9)

Sincethe secondermin the previous equationis independenof the network
outputs,minimizationof the squared-errocostfunctionis achiezed by choos-
ing network parameterso minimize the first expectationterm. However, the
first expectationtermis simply the meansquared-errobetweernthe network
output gy(z) andthe posteriorprobability p(ge|z). Minimization of (6.8) is
thus equivalentto minimization of the first term of (6.9), i.e., estimationof
p(qe|z) atthe outputof the MLP. This generalizeshe proof givenin Section
6.2.1. It alsoshaws that the discriminantfunctionsobtainedby minimizing
the MSE retainsthe essentiapropertyof beingthe bestapproximatiorto the
Bayesprobabilitiesin the senseof meansquareerror.

A similar proofwasgivenin [Richard& Lippmann,1991]for theentrogy
costfunction.

In conclusion:

¢ In classificatiormode(1-from-K classification),
¢ if thereareenoughparametern the MLP, and
e if trainingdoesnotgetstuckinto alocal minimum,

then the outputvaluesgy(z,), for £ = 1,..., K, when presentedvith an
inputvectorz,,, will beestimate®f theclassposteriorprobabilitiesp(gx|zr).
How to usethe optimalnumberof MLP parametersvithout takingtherisk of
overtrainingwill be discussedn Section12. This conclusionremainsvalid
whendesiredoutputsarethemselesestimate®f posteriorprobabilities.

6.3 Recurrent MLP with Output Feedback

In the precedingsection,eachinput pattern(acousticvector) was classified
independentlyof the precedingclassifications.Consequentlythe sequential
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characteof thespeectsignalis nottakeninto accounby theMLP. Thesystem
hasno short-termmemoryfrom oneclassificatiorto thenext one,andthereare
no constrainton the successie classificationsThis is notthe casein HMMs
where,given the topologyof the Markov models,only someclasssequences
(atthestatelevel) andsomephonemesequencegttheword level) areallowed
by thetopologyof theHMM. This problemmaybecircumwentedby supplying
someinformation aboutthe precedingclassificationto the input field of the
MLP. This leadsto aform of recurrentnetwork in which somerepresentation
of the outputvectorat time » is usedin additionalfeedbackunits atthe input
to classifytheinputattimen + 1. Aswewill seein Chapter7, thismodelhas
aninterestingrelationshipwith HMMs.

In thefollowing, we will only considerthe caseof discretefeatures How-
ever, aswith the feedforward networks, similar conclusiongemainvalid for
continuoudeatures.

Sequentiatlassificatiormustrely on the previous decisionsjput our goal
remaingheassociatiorof thecurrentinputvectorswith their own classesFor
eachcurrentbinaryinput vectory;, an MLP achieving this taskwill generate,
for eachoutputunitZ € [1,..., K], avaluege(yi,,q; ), (k € [1,...,K])
dependingnot only on theinput patterny;, attime n, but alsoon the classgy,
in which the precedingnput vectorwasclassified.In this case criterion (6.1)
becomes:

K

N
E=>"%" [oe(i,, ) — de(s,)]” (6.10)

n=1/¢=1

A corvenientway to generatethe g4 (y;, g, ) is to modify its input by ex-
tendingit with anextra input vectorcontainingthe delayedoutputvalues(or
a binary representatioof them)taken attime n — 1 (asalreadyrepresented
in Figure5.3). Sinceoutputinformationis fed backin theinputfield, suchan
MLP hasarecurrentopology However, comparedvith otherrecurrentmod-
elsproposedn speechprocessingdseeChapters), the main advantageof this
topologyis the ability to supervisethe feedbackinformationduringtraining.
Indeed,sincethe training dataconsistof consecutie labeledspeechframes,
the correctsequenc®f outputstatesis known andthe training canbe super
visedby providing the correctinformation.

Sincethegoalis still to associateachinput vectorwith asingleclass the
target outputsassociatedvith aninput patterny;, € g aredy(y;,) = ke,
for £ € [1,...,K]. Thetamgetoutputsd,(y;,) only dependon the current
inputvectory; andthecorrespondingutputunit, andnotontheclassification
of the previous one. The differencebetweencriterion (6.10) and that of a
memorylessnachineis the additionof a variableg, to the mappingfunction
g to take accountof the previous decision. Collectingall termsdependingon
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the sameprototypes(6.10)canberewritten as:

I K K K
E=Y"3"5"5" nire [omyir a) — dm(wi)]” (6.11)

i=1 k=1 =1 m=1

wheren;, representghe numberof times the particularinput y; hasbeen
assignedo g, while the previous vectorwasknown to belongto classg;,. As
wasdonein Section6.2.1,it is easyto shawv that the optimal outputvalues

g (ys, g, ) obtainedby cancelingthe partial derivative of E with respecto

9m(Yi, q;, ) are:

Nikm
K
2521 Nike

which is nothing but the discriminantlocal probabilitiesdefinedin (3.45).
Thus, the optimal g, (v, g5, )'s obtainedfrom the minimization of the MLP
criterionareagainestimate®f posteriorprobabilities but now takingthe pre-
viousclassinto account By definition,we thenhave

opt

gk = plgmla, ,yi), V&,m e [1,..., K] (6.12)

(Yirq, ) =

K
> 9P i, qp) =1
m=1

In thecaseof continuousnputz,,, thiskind of recurrentMLP will approximate
probabilitieslike p(qg|q,’j_1, x,) sincethe proof given in Section6.2.2 still
holds.

However, this conclusionis only valid if:

1. The conditionslisted in Section6.2 are verified (i.e., MLP trainedin
classificatiormode,enoughparametersjo local minimum).

2. During classificationthe correctoutput(i.e., the correctprevious class)
is providedto thefeedbackunits(i.e.,abinaryvectorsimply codingthe
previous classasgiven by the training set); of course,in this casethe
network is not truly recurrent.Anothersolutionis to provide the actual
value of the obsered outputsat the feedbackunits, in which casewe
estimatesomethingdifferentthan (6.12); this will be discussedurther
in Section7.2.4.

As discussedbove for training, two approachearealsopossiblefor the
feedbaclunitsduringrecognition:

1. Thefeedbackunits are provided with the differentpossibilitiesfor the
previousclassegasforcedby anunderlyingHMM topology— seeChap-
ter 7). In this case,of course,the network will have to be computed
se/eraltimes,i.e., onetime perpossibleprevious state.A possibleway
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to save CPUtimeis to usetable-drvenapproacheto incorporatepartial
results?

2. Thefeedbackunitsaresimply provided with the actualoutputvaluesat
the previoustime frame—thiswill bediscussedurtherin Section7.2.4.

However, theseMLPs aregoingto generatgrobabilitiesthat arenot the
onesusedin standardHMMs, which uselik elihoods(seeChapter3). In Chap-
ter 7, it will beshawvn thatit is possibleto reformulatethe HMM approachn
termsof suchprobabilities. We repeatherefor the sale of emphasis:these
optimalvaluescanonly bereachedf the MLP hasenoughparametersandif
local minimaareavoided.

Finally, the samekind of recurrentMLP could also be usedto estimate
higher orderlocal probabilitiesin which the MLP outputvaluescan be de-
pendenbn several precedingstatesnot only the previous one. This is easily
implementedby extendingthe input field to include representationsf these
precedingclassifications.

The theoreticalresultsshavn above follow directly from the minimized
criterion, not from the topologyof the model® The sameoptimal valuesmay
be reachedusingothercriteria, suchasthe entrofy or relatve entrogy of the
tamgetswith respecto the output[Bourlard & Wellekens,1990; Bourlard et
al.,1990].

6.4 Practical Implications

6.4.1 Local Minima

Theoptimalsolutiong6.3)and(6.12),obtainedy cancelinghepartialderiva-
tive of the error criterion (LMS or entrogy) with respecto the outputvector
g(zy), arethe optimal setsof valuesthat could be reachedy the EBP algo-
rithm. As notedpreviously, in this procedurea gradientestimateis usedto
cancelthe partialderivativesof theerrorversusheweightparameters?:

OF _ 709(zs) . .
dwg (V4E) Dy , Vi, g (6.13)

whereT representshe transposeperation. Thus,a minimum in the output
space(VyE = 0) is alsoa minimum in the parameteispace(0E /0w;; =

“This kind of approachs discussedn Section9.4 for the caseof efficientimplementations
of MLPsthatgeneratesstimate®f posteriorsddependenbn phoneticcontext, e.g.,triphones.

5As notedpreviously, if themodeltopologyimplementsew dependenciegfor instancea
dependencon pastvaluesof theinput), thenthis dependencmustappeain theexpressiorfor
the conditionalprobability thatthe netgeneratesHowever, givena particulardependeng the
network will generatesomeestimateof the correspondingonditional probability regardless
of the numberof hiddenlayers,units, nonlinearfunctions,etc. How goodthe estimatels, is
anothemuestion.
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0, Vi,j). However, it is alsoclearthat 0F /ow;; = 0, Vi, j, doesnot neces-
sarily leadto V E = 0; if thelatteris nottrue,thenetwork hascorvergedto a
local minimum of the errorfunction.

6.4.2 Network Outputs Sumto One

Network outputsshouldsumto onefor eachinput valueif outputsaccurately
estimateposteriorprobabilities. However, if the network corvergesto a lo-
cal minimum, it is no longer guaranteedhat the network outputsestimate
Bayesianprobabilities. For the MLP network, the value of eachoutputwill
in ary caseremainbetweernzeroandonebecausef the sigmoidalfunctions
typically used.However, thecriterionusedfor trainingdid notrequirethe out-
putsto sumto one.An elggantwayto circumentthis problemis to replacethe
classicakigmoidalfunctionappliedatthe outputunitsby a“softmax” function
[Bridle, 1990a]definedas:

exp (fi(zn)) 6.14
SK exp (fe(zn)) (644

wherefy(z,,) isthevalueof outputunit g, prior to thenonlinearityfor aninput
vectorz,,. This functiongeneralizeshe sigmoidandhasa nice relationship
with the Gibbsdistribution [Bridle, 1990a].

Neverthelessasshavn in [Richard& Lippmann,1991]andin the experi-
mentsreportedn Section6.6.4,theoutputsof thetrainedMLP network should
sumto avaluethatis closeto one.As such,normalizationtechniquegroposed
to ensurethatthe outputsof an MLP aretrue probabilities[Bridle, 1990a;El-
Jaroudi& Makhoul,1990;Gish,1990]maybeunnecessaryHowever, in some
of our experimentswe have obsered a smallperformancedwantageo using
a softmaxfunctionatthe outputlayer.

gk("If'n) =

6.4.3 Prior ClassProbabilities and Lik elihoods

Sincethe network outputsapproximateBayesianprobabilities, g (z,,) is an
estimateof
p(zn|qk)p(gr)

p(zn)

which implicitly containsthe a priori classprobability p(gx). It is thuspossi-
ble to vary a priori classprobabilitiesduring classificatiorwithout retraining,
sincetheseprobabilitiesoccur only as multiplicative termsin producingthe
network outputs.As aresult,classprobabilitiescanbe adjustedduring useof
aclassifierto compensatéor training datawith classprobabilitiesthatarenot
representate of actualuseor testconditions[Richard& Lippmann,1991].
Also, (scaled)likelihoodsp(z,,|gx) canbe obtainedby dividing the net-
work outputsgy (z,,) by therelative frequeng of classg in the training set,

p(gklTn) =
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which givesusanestimateof:

p(nlqr)
p(wn)

During recognition,the scalingfactorp(z,,) is a constantfor all classesand
will notchangeheclassificationThereareseveralreasonsvhy thissomevhat
indirectmethodfor estimating(scaled)ikelihoodsis attractve:

1. MLPsarewell matchedo discriminatie objective functionsandscaled
likelihoodsarethusdervedin adiscriminatyve fashion.

2. Although an MLP is a parametricmodel, a large network definesan
extremely flexible setof functions. Thusonly weak assumptionsare
madeabouttheinput statistics.

3. A maximumlikelihoodestimationof HMM parametersequiresthe as-
sumptionof conditionalindependencef outputs.As shavn in Section
6.5, MLPs canmodelcorrelationsacrossan input window of adjacent
frames

It could be amguedthat, whendividing by the priors, we are using a scaled
likelihood which is no longer a discriminantcriterion. However, this is not

true sincediscriminationis importantonly during training. During recogni-
tion the discriminantterm (see,for example,Sections3.6 and4.5) becomes
independenof the classandcanbedropped.

6.4.4 Priors and MLP Output Biases

Given the previous conclusionsand using a sigmoid transferfunction at the
outputof theMLP, theactiationof theoutputunit ¢;, giventheinputz,, before
thesigmoidis (aulen)

P\4k|Tn

i) = log P(qk|zn)

which is usuallyreferredto aslog oddsin statistics.It is temptingto identify
the weightedsumof hiddenunits outputsasthe datapartandthe biasasthe
prior part— or, moreprecisely thelog oddsof the priors,i.e., log p(gx)/(1 —
p(gx)). A similar obserationis alsovalid for the softmaxfunction,in which
casewe would like to associatehe biaseswith the log priors of the classes.
However, this relationis too facile. Evenin the caseof linear discriminant
functions, the priors not only containinformation aboutthe priors, but also
aboutthe meanof eachclass(seeSection4.2.3).

However, in all our experiments,obseration of the output biasesof a
trainednetwork did indeedshaw a correlationwith the log (odd) priors (rela-
tive frequenciespf theclassesAs alreadymentionedn Sectiord.3.5thishas
beensystematicallyusedlater to improve corvergenceof the EBP algorithm
by initializing biasego thelog (odds)of priors.



108 CHAPTERG6. STATISTICAL INFERENCEIN MLPS

6.4.5 Conclusion

The previous conclusionshave beenobtainedfor MLPs usedfor classification
with “one-from-K coding] i.e.,oneoutputfor eachclasswith all tamgetsequal
to zeroexceptfor thecorrectclasswhereit is unity. If thereareenoughparam-
etersin the systemandif the training doesnot getstuckat a local minimum,
theoutputvaluesof the MLP will approximategposteriomprobabilities.Section
6.6 will shav someempiricalevidencefor this assertion.

The outputsof the MLP thusapproximateMAP probabilities,which are
known to leadto the optimal classification;they are discriminantby nature
andminimizethe classificatiorerrorrate. However, theseprobabilitiesdo not
matchthe HMM formalismthatrequiredikelihoods;anew HMM modelthat
canaccommodateheseprobabilitieswill be presentedn Chapter7. These
probabilitiesare alsorelated,by Bayeslaw, to the emissionprobabilitiesof
standarcdHMMs. If they aredivided by the prior probabilitiesof the classes
obsenred on the training set, they may be usedas emissionprobabilitiesin
standardHMMs. In thefollowing sectionsandchaptersywewill shav thatthis
approachasseveraladwantageover standardtHMMs.

6.5 MLPs with Contextual Inputs

Thetheoreticalesultspresentedh Section6.2and6.3remainvalid if theinput
field of theMLP is provided notonly with thecurrentacoustiovectorz,, (or its

associatedhdex vectorin thecaseof discretefeatureshput alsowith a contex-

tualwindow of width 2¢ + 1 centeredaroundz,,. Contetual inputswereused
in the ERIS system[Marcus,1981; Marcus,1985] wherethe classificationof

acousticvectorswasbasedon discriminantprinciples(responsiblédemons”
for therecognitionof oneparticularclassandtherejectionof all otherstimuli

as“nonwords”) appliedon state-paiwvectors.However, this approactwasdif-

ficult to extendto larger contexts. In this casea NETtalk-like MLP® hasalso
beenusedto classify 10-msacousticvectorstringsinto phonemestrings,in-

corporatingthe context from the surroundingvectors[Bourlard & Wellekens,
1987;Bourlard& Wellekens,1989c].

Figure5.1 shavs the schematiarrangemenof this systemcharacterized
by two layersof perceptronghiddenandoutputlayers)computingthe classi-
fication of theinputfield. The input consistsof 2¢ + 1 groupsof unitsrepre-
sentingthe sequenceX*¢ = {z,_¢, ..., ZTn, ..., Tnic} Of acousticvectors.
Duringtraining,thedesiredoutputof thenetwork is the correctphonemesso-
ciatedwith the centeror “current” acousticvectorin a particularleft andright
contet. Theacousticvectorsaresteppedhroughthe contextual window time
slot by time slot, andthe matrix of weightparameterss adjustedoy the error

SNETtalk was initially describedin [Sejnavski & Rosenbay, 1987], and was an MLP
trainedto mapwritten text into phonemestrings.
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back-propagatioalgorithm(for moredetailsaboutthetrainingproceduresee
Section6.6.2).

Sincetheoutputvaluesof the MLP areestimate®f the posteriormprobabil-
ities of the outputclasse<onditionedon the input, this kind of network will
thusestimate pn eachoutputunit g, the probability

p(arl X7 75) (6.15)

whichis usuallydifficult to estimateby standardstatisticsgiventhelargenum-

berof parametersln Section6.6, thiskind of network will beusedandtested,
andwill beshawvn to leadto betterperformancghansomestandardstatistical
approachesBecauseANNSs arecapableof incorporatingmultiple constraints
andfinding optimalcombinationdor classificationjnputfeaturesdo notneed
to be treatedasindependentMore generally thereis no needfor strongas-

sumptionsabout statisticaldistributions and independencef the input fea-

tures.

Theresultspresentedn Section6.3 for recurrentMLPs with outputfeed-
backalsostill hold with a modifiedinput takingthe contet into account.The
proposedarchitecturerepresentedh Figure5.3is a NETtalk-like MLP asin
Figure5.1,augmentedy a directfeedbaclkof the outputsassociatedvith the
previous input frames. The feedbackis implementedby addingextra input
units that reflectthe delayedoutputvalues. This architecturewas originally
proposedy Jordanin [Jordan,1986]. Sincethetraining dataconsistof con-
secutve labeledspeecHrames the correctsequencef outputstateds known
andtraining with the correctfeedbackvaluesis possible. Accordingto the
theoryof Sections.2and6.3,the network outputswill estimatehefollowing
Bayesiamrobabilitiesat the endof thetrainingprocedure:

PRI X t8,qp ) (6.16)

whichwill beshavn in Chaptef7 (Section7.2)to bethebasisof “Discriminant
HMMs.” However, in the experimentsdescribedn this book, this recurrent
architecturewill notbeused.

Of course the numberof weightsincreasesith the width of the contex-
tual window, andthusa large amountof training datais requiredfor training.
However, the generalizatiorpropertiesof the MLP alreadydiscussedn Sec-
tion 4.4 (in theform of the generatiorof cross-productdy the nonlinearities
of the hiddenunits) play the role of the interpolationrequiredby HMMs. In
particular asopposedo standarddiscreteHMMs, an MLP will not generate
a zeroat the outputwhenit is excited by an input vector never obsered in
thetraining set. Moreover, it hasbeenshavn that MLPs appearto be ableto
achieve betterstatisticalpatternrecognitionperformancehanstandardtlassi-
fierswhentrainedon undersamplegatternspaceg$Niles atal., 1989].
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6.6 Classificationof Acoustic Vectors

Thegoalof this sectionis to shav empiricallyon arealtask(phoneticclassifi-
cationof vectorquantizedacousticvectorsfrom alarger databasef speakr

dependentontinuousspeech}hatan MLP probability estimatomwith contex-

tual inputs can provide betterframe level classificationthan a standardsta-
tistical approach In this framework, differentissueselatedto MLP training,

quality of theprobabilityestimatesndadwantage®f thisapproactwill bedis-

cussed Becausef problemsthatwill bediscussedn Sections7.2.5and7.3,

mostof the MLPs consideredn therestof this bookwill not have feedback,
andonly probabilitieslike (6.15)will beestimated.

6.6.1 Experimental Approach

In theexperimentdescribedelav, donein 1988,we usedacontinuouspeech,
speakr-dependenGermandatabasealledSPICOSNey & Noll, 1988]. The
speechsignal was sampledat a rate of 16 kHz, and 30 points of smoothed,
“mel-scaled”logarithmicspectralover bandsfrom 200to 6400Hz) werecal-
culatedevery 10-msfrom a 512-pointFFT over a 25-mswindow. The mel
spectrumandtheenegy werevectorquantizedo pointersinto asinglespeakr-
dependentableof prototypes.

Two independensetsof vocalulariesfor trainingandtestwereused.The
trainingdata-setonsistedf two session®f 100sentenceperspealkr. These
datawereseggmentednto regionscorrespondingo 50 phonemiclassesHow-
ever, asthe phoneticsggmentationof the testsetwas not available, only the
first sessiorof thetraining setwasusedfor trainingthe MLP, while the other
onewasusedfor testingthe generalizatiorcapabilitiesand also asthe stop-
ping criterion (cross-alidation). The testsetconsistedf onesessiorof 200
sentenceper speakr. The recognitionvocalulary contained918 words, in-
cludingthe“silence” word. Theoverlapbetweertrainingandrecognitionwas
51 words,whichweremostlyarticles,prepositionsandotherstructuralwords.
Theacousticvectorswerecodedusinganalphabebf 132 prototype-ectorla-
bels. Theseprototypevectorswerecalculatedrom thetraining databy using
astandarctlusteranalysistechniqgug K-means).

In Table6.1, resultsobtainedwith a Maximum Likelihood (ML) criterion
anda MaximumaPosterioriMAP) criterionarepresentedin thesecasesthe
parameterdave beenobtainedby standardmethodsfor estimatingdiscrete
probabilities(i.e., simply by counting). Sincewe know the phonemictran-
scriptionandsegmentatiorof thetrainingset,we cancountthefrequencies;
of obserationof labely;, ¢« = 1,...,132 within a stateg;. In ourcaseeach
phonemds associatedvith a single stateand, consequentlyk = 1,...,50.
Theestimateof thelikelihood(MLE in Table6.1) of stateqy, is thengivenby:

ik Nik +e€

o~ 6.17
ng Ie—l—nk ( )

p(yilar) =
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training set testset
(26767patterns)| (27702patterns)
Full Gaussian 65.1 64.9
MLE 45.9 44.8
MAP 53.8 53.0

Table6.1: Phonetic classification rates at the frame level obtained
by standard approaches. “Full Gaussian” refers to the case of one
Gaussian with full covariance matrix per phoneme, “MLE” refers to
the case of one discrete likelihood density per phoneme estimated
by counting, and “MAP” refers to the case of one discrete posterior
probability density estimated by counting.

whereny, is the overall frequeng of phonemek, I the total numberof pro-
totype vectorsy;, and e a smoothingconstantto avoid estimatedvaluesof
ur = 0. Theestimateof the MAP probabilityis thengivenby:

Nik  Mik + €
n;  Ke+mn;

plaxlys) = (6.18)
wheren; is theoverallfrequeng of prototypey; in thetrainingset, K thetotal
numberof statesqg;, and e the smoothingconstant. For comparisonyesults
obtainedwith a Gaussiarclassifierdescribedoy a full covariancematrix for
eachclassarealsogivenin Table6.1 (“Full Gaussian”)In thiscasetheresults
weremuchbetter perhapsecauséhe continuousmel-spectravereclassified

directly without losing any informationthroughthe vector quantizationpro-
cess.

6.6.2 MLP Approach,Training and Cross-\alidation

As shawvn in Sections6.2 and 6.3, the MLP canat bestapproximateBayes
(MAP) probabilities. The MLP is potentially preferableto countingasin
(6.17) and (6.18), becauset generatesnterpolatedestimatesvhenthereis
insufiicient training datafor theinput spaceg.g.,whentheinputis highly di-
mensionedhroughthe useof multiple framesascontetual input. This factis
clearlyillustratedin thefollowing experiments.

Vectorquantizedmel spectravereusedasbinaryinput to a hiddenlayer
Multiple input framesprovided contet to the network. While the sizeof the
outputlayerwaskeptfixedat 50 units,correspondingo the50 phonemeso be
recognizedthe width of the contetual input andthe numberof hiddenunits
werevaried. Theacousticvectorswerecodedasoneof 132 prototypevectors
by a simplebinary vectorwith only onebit “on,” sotheinputfield contained
132 x a bitswherea representthe numberof framesin theinputfield. In this
casethetotal numberof possibleinputswasequalto 132%. Therewere26767
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trainingpatternsaand26702independentestpatterns Of coursejn the caseof
contectual inputs,this representednly a smallfraction of the possibleinputs,
sothatgeneralizatiorwaspotentiallydifficult.

Trainingwasdoneby the EBP algorithm[Werbos,1974;Rumelhartetal.,
1986a] first minimizing anentroyy criterion[Hinton, 1987;Sollaetal., 1988]
andthenfinally tunedby least-mean-squararor In eachiteration,the com-
pletetraining setwas presentedandthe parametersvere updatedafter each
trainingpattern.To avoid overtrainingof the MLP, improvementon thetestset
waschecled after eachiteration. If the classificatiorrateon the testsetwas
decreasingtheadaptatiorparametenf thegradientprocedurevasdecreased;
otherwisedt waskeptconstant After severalreductionf learningrate, perfor
manceon the testsetceasedo improve andtrainingwasstopped.In another
experiment, this approachwas checled by splitting the datain three parts:
onefor thetraining, onefor the above cross-alidation,anda third oneabso-
lutely independenof the training procedurefor final testing. No significant
differencewas obsered betweenclassificationratesfor the cross-alidation
andtestdata. The importantideain this procedurewas that we stoppedit-
eratingby ary one particularcriterion whenthat criterion wasleadingto no
new cross-alidationsetperformanceThis appearedo amelioratethe effects
of overfitting thathadbeenobsered in our earlierexperimentsandgreatly
improved classificatiorfor framesof continuousspeecH.

6.6.3 MLP Results

Resultsobtainedfor differentMLP architecturesregivenin Table6.2; here
“MLP axb-c-d” standsfor an MLP with a blocs of & (binary) input units, ¢
hiddenunitsandd outputunits. Thesizeof the outputlayerwaskeptfixed at
50 units, correspondindo the 50 phonemedo be recognized.For the binary
input casep is the numberof prototypevectors(equalto 132in our case).If
¢ is missing,thereare no hiddenunits. Resultsreportedin Table6.2 clearly
shaw thatit is possibleto improve the discrete-inputlassificatiorrates(at the
framelevel) overthoseobtainedby aclassicabpproache.g.,MLE). Thiswas
doneby providing contet to the network, which is a potentialadwantageof
the MLP. For simplerelative frequeng (counting)methodsijt is not possible
to usecontetual information,becaus¢he numberof parameterso belearned
would betoo large. Therefore,in Table6.1andMLE in Table6.2, the input
field wasrestrictedto a singleframe. This restrictionexplainswhy the Bayes
classifier(MAP, in Table6.1), whichis inherentlyoptimalfor a given pattern
classificationproblem,is shavn in Table 6.2 yielding a lower performance
thanthe potentiallysuboptimalMLPs. Frameperformances alsoshowvn for
the casesvherethe MLP outputsweredivided by therespectie a priori class
probabilities(se€*outputs/priors’in Table6.2). While this generallydegraded

"SeeChapter1 2 for furtherdiscussiorof cross-alidation.



6.6. CLASSIFICATION OF ACOUSTICVECTORS 113

training set testset

(26767patterns)| (27702patterns)
MLE 45.9 44.8
MLP5x132-20-50 65.5 59.0
outputs/priors 60.2 51.7
MLP9x132-5-50 62.8 54.2
outputs/priors 61.5 51.9
MLP9x132-20-50 75.7 62.7
outputs/priors 72.1 57.5
MLP9x132-50-50 86.4 61.4
MLP9x132-200-50 86.9 59.4
MLP9x132-50 76.9 65.0
outputs/priors 67.7 54.5
MLP15x 132-50-50 83.6 64.2
outputs/priors 86.8 64.9
MLP21x132-20-50 93.0 64.0
outputs/priors 89.7 59.1
MLP21x132-50-50 95.0 67.7
outputs/priors 95.4 66.1
MLP21x132-50 92.6 68.6
outputs/priors 87.8 62.7
MLP25x 132-20-50 92.8 62.7

Table6.2: Phonetic classification rates at the frame level obtained
from different MLPs, compared with MLE. “MLPaxb-c-d” stands for
an MLP with a blocs (width of context) of b (binary) input units, ¢
hidden units and d output units. The size of the output layer was
kept fixed at 50 units, corresponding to the 50 phonemes to be rec-
ognized.

frame classificationperformancewe believed thatit might leadto improved
word recognition.This waslaterverified,asdescribedn Chapter7.

6.6.4 Assessind@@ayesianPropertiesof MLPs

For somesimple examples,we have shavn empirically thatthe MLP is esti-
mating MAP probabilities. In Table 6.3 we reportthe resultsobtainedwith

a fixed contectual input window (9 frames)for a hiddenlayer which varied
from 5 to 200 units. The numbersin parenthesegive the averagesum, over
all thetrainingor testpatternspf the MLP outputvalues.Sincetheseoutputs
shouldapproximateMAP probabilities,their sumshouldbe approximatelyl.

The averageerror betweerthe outputvaluesobtainedwith the MLP with no
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contectual input (MLP1x 132-50-50)andthe actualMAPSs, which canbe ob-

tainedby countingin the caseof no contetual inputs,is alsoreported:for the

trainingandthetestsets thisis equalto 2.78 x 10~* and2.93 x 10~*, respec-
tively, andthe standardieviationis 1.15 x 102 in both casesyhich leadsto

theconfidenceantenal:

P(lgk(yi) — p(aklys)| > 0.04) < 0.001

usingthe standardassumptiorof normality In this particularcase(the only

onewe cancomparewith), it canalsobe obseredthatthe MLP solutioncon-
vermgesto theoptimalMAP performancg53.5%and53.8%for thetrainingset
and52.7%and53.0%for thetestset). All theseresultsclearly suggesthat
the training did not get stuckin a very suboptimallocal minimum (sincethe
optimal global minimum can be proven to correspondo Bayesprobabilities
at the outputof the MLP). Therefore we infer thatan MLP canbe usefulin

estimatingBayesprobabilitiesassociatedvith acousticvectorsin a temporal
contet, whichis too largefor thetraining of a classicaHMM.

As afinal checkof therelationshipof the MLP outputsto Bayesprobabil-
ities, Figure6.1 shavs the histogramof MLP outputsto thefractionof frames
correctfor eachoutputthatis in a given bin range. In fact, eachdatapoint
in Figure 6.1 representshe averageprobability of beingcorrectover all the
(trainingor cross-alidation)input patterndor the MLP outputsin eachof the
possibleactiation bins. This fraction (i.e., the probability of being correct)
ideally correspondso the Bayesprobability[Duda & Hart, 1973]. For a per
fect Bayesclassifier the Bayesprobability shouldbe equalto the probability
of beingcorrect(i.e., thediagonalin Figure6.1).

It is evident from the figure that the higher MLP outputsare extremely
good matchedgo the desiredprobability However, the lower valuesare not
asgoodan estimate.This is dueto the fact that, by equation(6.9), the MLP
outputsapproximateposteriorprobabilitiesaccordingto a meansquarecrite-
rion implicitly usingthe squarederror betweenthe obsered outputandthe
actualposteriorprobabilities.In this casejt is clearthatthe high probabilities
will contrikute moreto theerrorfunctionand,asa consequencayill bebetter
estimatedhanthe lower probabilities. It canbe shavn that this conclusion
remainsvalid for theentrogy or relative entrogy criterion.

Figure 6.1 alsoshawv that Bayesprobabilitiesare underestimatedbr low
valuesof MLP outputs,while high valuesof the MLP are overestimate®f
theseprobabilities.Werethe MLP a perfectBayesestimatoy pointsabove the
diagonalwould suggestthat the MLP will perform betterthanwhat canbe
achievedfrom the optimal Bayesclassifier In the caseof a practicalmeasure-
ment, pointsabove the diagonalsimply indicatethatthe MLP outputsshould
have beenhigherand,ideally, equalto the outputprobabilitygivenby the point
of thediagonalassociateavith the obsered “fraction correct”.

For the training set, the direction of this mismatchcan perhapsbe ex-
plainedby the factthatthe MLP outputstend(in the limit of infinite param-
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etersandlimited training data)towards1’'s andQ’s, sincethe input spaceis

highly-dimensionedndcontinuousandthereforehighly probablyto be non-
overlappingfor the limited training data. Therefore the high valueswill tend
to betoo high andthe low valueswill tendto betoo low. In thelimit, these
valueswould bethetrue Bayesprobabilitiesandtherewould be no mismatch.
However, with finite training data,the MLP outputsdo not actuallyminimize
theerrorrateonthetestdata. Thisis thereasorwhy cross-walidationis impor-

tantduringtraining. Accordingly Figure6.1 shavs thatthe matchto theideal
diagonals betterathigh valuesfor thetrainingsetthanfor thecross-alidation
set,while the opposites truefor low MLP outputs.

Trai ned Network Qutput vs. Fraction Correctly Classified
1 T T T T T T T T

Fraction Correct
+
+
+
+
o
<

0.2 % X =y — E
cross validation set ©
training set +

0 1 1 1 1 1 1 1 1 1

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
CQut put Probability

Figure 6.1: Histogram showingrelationshipbetweenMLP outputsand per
centgye correctfor eadh bin. Thiswasgenertedby collectingstatisticsfrom
a netwith 9 framesof 26 continuousnput parametes for a total of 234 inputs,
and a 500-unithiddenlayer, over the patternsfrom 1750 Resouce Manage-
mentspeakr-independst training sentencesnd 500 cross-validationsen-
tences.

6.6.5 Effect of Cross-\alidation

In Table6.3, it is alsointerestingto noticethat large valuesfor the parame-
terizationratio (i.e., numberof parameterslivided by the numberof training
measurementgnly correspondso a slight degradationof generalizatiorper
formance(3.3% over a factorof 10 in numberof parameters)This is dueto
thefactthatcross-alidationwasusedduringtraining of the MLP. In this case
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| #hiddenunits | R | training | test \
MLP9x132-5-50 | .23 | 62.8(1.010)] 54.2(1.012)
MLP9x132-20-50 | .93 | 75.7(1.030) | 62.7(1.035)
MLP9x132-50-50 | 2.31 | 86.4(1.018) | 61.4(1.000)
MLP9x132-200-50, 9.3 | 86.9(1.053)| 59.4(0.995)

MLE .25 45.9 44.8

MAP .25 53.8 53.0
MLP1x132-50-50 | .34 | 53.5(1.011)| 52.7(1.012)

Table6.3: Phonetic classification rates at the frame level obtained
from contextual MLPs, compared with standard likelihoods (MLE)
and a posterioriprobabilities (MAP). R represents the parametriza-
tion ratio, i.e., the number of parameters divided by the number of
training patterns.

theiterative estimatiornprocessvasstoppedvhengeneralizatiordegradedfor
anindependentlataset(cross-alidation)[Morgan& Bourlard,1990a] which
explainstheinsensitvity of testsetclassificatiorscoredo thenetsize. Thisis
furtherdiscussedn Chapterl2, whereit is shavn experimentallythatthe use
of a cross-alidationtechniques usefulfor MLP training (aswell asfor ary
other regressionmethods)to avoid the effects of overparametrizationpoor
generalizatiorandsensitvity to overtrainingin the presencef noise?

6.6.6 Output Sigmoid Function

It canbeobseredin Table6.2thatthebestresultsaresometime®btainedwith
no hiddenlayer Therefore we alsowishedto learnif the sigmoidfunctionat
the outputwasusefulor not. Without this nonlinearitythe MLP would reduce
to simplelinear discriminantfunctions. We wantedto obsere the effect of
reducingthe strongdiscriminationdueto the sigmoidfunction,which approx-
imatesalogical decision.Accordingly we trainedoneof thebestMLPs (with
9 contectual input frames)with alinearfunctionat the output. Two resultsare
reportedin Table6.4: “LMLP9 x 132-50" standgfor the MLP with no hidden
unitsandlinear outputs,"LCMLP9 x 132-20-50"standsfor the MLP with 20
hiddenunitswith linearoutputsandthe desiredoutputsthatcorrespondo the
confusionbetweenclasseqe.g.,0.9 for the correctclass,0.6 for the classes
which arecloseto the goodoneand0.1 for the others). For comparison;Ta-
ble 6.4 also shavs someresultsobtainedwith standardVLPs of Table6.2:

8A numberof otherapproachefiave beenproposedr usedto reducethe effects of over-
fitting, suchasweightdecay regularizationterms,weight pruning,andconstructve networks.
However, whatever the training schemeyery little is lost (eitherin training dataor speedof
computation}o testouta methodon anindependentiatasamplewhich s ultimatelywhatyou
wishto performwell on.
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trainingset testset
26767patterns| 27702patterns
LMLP9x132-50 57.2 52.3
MLP9x132-50 76.9 65.0
LCMLP9x132-20-50 54.2 50.5
MLP9x132-20-50 75.7 62.7

Table6.4: Phonetic classification rates at the frame level on SPICOS
obtained from MLPs with linear and nonlinear outputs.

MLP9x 132-50andMLP9x 132-20-50.

It canbe obsered in Table 6.4 that, for theseexperiments,the classifi-
cationresultsat the frame level are worsethanfor the nonlinearcase. This
is probablybecauseve no longerapproximatethe perceptronwhenthe sig-
moidal functionis removed from the output;i.e., we no longerminimize the
numberof errorsbut simply a standardeastsquarecriterion. This canbeseen
by comparing“MLP9 x 132-50” and “LMLP9 x 132-50", wherethe only dif-
ferences thepresencer absencef theoutputsigmoid. It is alsoimportantto
noticethattheresultreportedn “LMLP9 x 132-50"is probablyagoodapprox-
imationto the optimallineardiscriminantsincewe areminimizing a standard
guadratidunctionthathasno local minima. Thetrainingis alsofaster

6.6.7 Feature Dependence

An MLP cansometimeshe usefulwithout ary contectual input. For exam-
ple,in thediscreteHMM instanceof the SRI speectrecognize(DECIPHER)
[Murveit & Weintraub, 1988], a state-of-the-artarge vocalulary, speakr-

independentcontinuousspeechrecognitionsystem,eachacousticvector at

time n wasdescribeddy 4 featuresthe mel-cepstrunidenotedy, ), thedelta
mel-cepstrun(y,2), the enegy (y,3) andthe deltaenegy (y,4). Thesefea-
tureswere independentlyquantizedand describedby 256, 256, 25 and 25

prototypes,respectiely. Even without contextual information from the in-

putfield, it is impossibleto directly estimatethe probability of observinga set
of 4 featureggivena class(or a state)q;, withoutanindependencassumption
(asthereare256 x 256 x 25 x 25 or 4 x 107 possibleinputs)? Therefore,
assumingndependencedhejoint probabilityestimates

4

PUn1, Yn2, Yn3, Ynalar) = [ [ P(vnilar) (6.19)
i=1

®Maybeyou could do this with hundredsor thousand®f hoursof speech By contrastthe
ResourcéManagementRM) trainingset(whichwasSRI’s principaltaskatthetime) wasabout
3 hoursof speech.
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UsingBayes’rule, the MAP estimatecanthenbe calculated:

4 .
p(ynla Yn2,Yn3, yn4)

ﬁ(qk|yn17 Yn2,Yn3, yn4) =

If we now consideran MLP with four input groups,eachof them codinga
particularfeature(256+256+25+25 = 562 inputunits),thek—th outputwill
approximatejn theory the MAP probability p(qk |yn1, Yn2, Yns, Yna) Without
the independencassumption. In this way, the systemhasthe potentialto
extractandmake useof the input featurecorrelationto improve classification
performance However, asbefore,thetraining procedurds not guaranteedo
reachthe optimalsolution.

6.7 Radial BasisFunctions

In this chapterwe have shavn theoreticallyand experimentallyhow the out-
putsof an MLP usedin classificatiormodecould be consideredasgoodesti-
matesof posteriorprobabilities.

In the following two sections(6.7 and 6.8) we discussotherapproaches
that use MLPs to generatesimilar (Radial BasisFunctions— Section6.7) or
different(Predictive NeuralNetworks— Section6.8) statisticalquantities.

6.7.1 General Approach

RadialBasisFunctiongdRBFs)wereoriginally introducedasa meansof func-
tion interpolation[Powell, 1985; Broomhead& Lowe, 1988]. A RBF is usu-
ally definedasa linearcombinationof predefinedor trained)nonlinearfunc-
tions1® While standardVILPs combinehyperplanessintermediateclassifi-
cationsurfacesto approximatecomple nonlineardecisionboundariesRBF
networks aim at using more powerful (and more comple) functionsto ap-
proximatethe final decisionsurface. Usually thesefunctionsare simply sec-
ondorderfunctions(like Gaussianspr high orderpolynomials.In this casea
RBF network (i.e., an MLP usingRBFs)will justcomputethe value of these
differentnonlinearfunctionson their hiddenunit layer and, for eachoutput
classwill linearly combinethemfor eachoutputclassto optimizethetrained
criterion (e.g.,LMS). In theory if thesenonlinearfunctionsmatchthe data
spacebetter it canbe expectedthatthe sameclassificatiorperformancecould
bereachedvith fewer hiddenunits(and,consequentlyfewer parameters)For
instancejf theinput datawerenormallydistributed,onewould needonly one
Gaussian-lik distribution insteadof atleasttwo sigmoidfunctions.

1(’Specialthanks'[o Steve Renalsfor mary discussionsgxperimentsandco-writtensections
thatwereusedhere.
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For eachclassgy (k = 1,..., K) the approximatingfunction f(z,,) is
thendefinedasa linearcombinationof J (nonlinear)basisfunctionse;(z,,):
J
felmn) = Y ckj biln) (6.21)
j=1

In termsof feedforward neuralnetworks, this meansthat J functions¢ are
computednthe(first) hiddenlayerandthatthe standargparameteréweights)
of thefirst layerarereplacedoy the parametersontainedn ¢.** Thesefunc-
tions are then linearly combinedto give the K actiation valuesof output
classegy, k=1, ..., K. AsaconsequencstandardRBF networksgener
ally do notusea nonlinear(sigmoid)functionattheir output.

Initially, the RBFswerefixed and a priori chosento fit the overall data
space.lf someknowledgeaboutthe datais available,onecanalsoreflectthis
informationin the choiceof functions. The adwantageof usingfixed RBFsis
thatoncethesehave beenchosenall thatis left to determingor eachclassg;,
aretheircoeficientscy;. In thecasewherethereis no sigmoidoutputfunction
atthe output,thisis a standargroblemof linearalgebrathatcanbe solved by
the techniquepresentedn Section4.2.2,anddoesnot requireEBP In effect,
the RBFsjust expandthe input spaceinto a higherdimensionalspacewhere
thedatais morelikely to belinearly separable.

Recently RBFs were extendedto accommodatehe updateof the basis
functionparametersyhich thenrequiresgradientdescentraining (like EBP).

6.7.2 RBFsand Tied Mixtur es

The parametersf the hiddenunitsin a RBF network may alsobe determined
usingmaximumlik elihood algorithmssuchask-meansor the EM algorithm
[Dempsteretal., 1977]to definea setof Gaussiardistributionswith means;
andcovariancematricesy ;:

byton) = Rewp (= 30n ~ )75 en - 1) (622

If the diagonalelement=f the covariancematrix arerepresentedby aizj, and
we assumehe covariancematrixis diagonal:

~ (@ni — p5i)?
¢j(xn) = Rexp (— > 7;‘]> , 1<5<J (6.23)
‘ 20,
i=1 )
wherel is the numberof input units. R is a constanterm; herewe shall not
considerary dependencof R onthecovariancematrix.

HAlthough,in mostof the casesthis canalsobeinterpretedn termsof aninner productof
theinputvectorby aweight(parameterjnatrix followedby afixednonlinearfunction(identical
for every hiddenunit but differentthana sigmoid— seeSection4.2.3for the casewhere¢ is
Gaussian.
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In this casefunctionsfy (z, ) in (6.21)areusuallyreferredto astied Gaus-
sianmixturesandare of the form (2.6). Theseprobability densityfunctions
(pdfs)have pravento bepowerful toolsfor theestimatiorof emissiorprobabil-
ities p(zy|qx) in HMM speectrecognitionsystemgRenals,1990;Bellegarda
& Nahamoo,1990]. Theresultingsystemsarealsoknovn assemi-continuous
HMMs. Tied mixture densityestimationmay be regardedasaninterpolation
betweendiscreteand continuousdensitymodeling. Essentially tied mixture
modelingusesa single “codebook” of Gaussiansharedby all output pdfs.
Eachof thesepdfs hasits own setof mixture coeficientsc;; to combinethe
individual Gaussians.Alternatively, this may be regardedas “fuzzy” vector
quantization[Ruspini, 1970, Bezdek,1980; Pao, 1989]. In semi-continuous
HMMs, the parametersf the RBFs(i.e., the mixture weightsc;; and,some-
timesthe meansand variancesf the Gaussiardensities)are typically opti-
mizedaccordingto a maximumlikelihood criterion, usingthe EM algorithm
[Dempsteret al., 1977] or a modified versionof the Baum-Welch algorithm
[Huang& Jack,1989].

With therenaval of ANNs, theseRBFshave beenusedin the framevork
of MLPsin which the RBF parametersarealsooptimizedaccordingto a gra-
dient procedureanda LMS criterion. To actually minimize the classification
error rate (which is not achieved by a pure LMS), a sigmoid-like functionis
sometimesddedon the outputunits;this is discussedn the next section.

6.7.3 RBFsfor MAP Estimation

RBFsaresometimesisedin MLPs, wherethe commonsigmoidonthehidden
unitsis replacedby Gaussian-lik functions(6.22). As with sigmoidalMLPs,
the networks aretypically trainedto minimizethe MSE

1 K

E =3 (9k(wn) — di(zn))?, (6.24)
k=1

or arelative entrofy criterion

K
E= de(xn) log i (n) + (1 — di(zp)) log (1 = de(zn)) (6.25)

1 gk (Tn) (1 —gr(zn))

at the output of sigmoidaloutput units; as before, dy(x,) representinghe
desirednetwork outputand gx(z,) the actualoutputfor classg. If the pa-
rameterof the basisfunctionsarekeptfixedandif the outputunitsarelinear,
trainingcanbe performedsimply by linearalgebralf thereis a sigmoidfunc-
tion at the outputand/orif the parameter®f the basisfunctionshave to be
updatedthe optimizationof suchnetworksis generallyperformedoy the EBP
algorithm.

As shavnin Section6.1,in the"1-from-K" classificatiorcasetheoutputs
of a feedforward network trainedaccordingto either of thesediscriminatve
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criteriamay be interpretedasthe Bayesposteriorprobabilities,p(qx |z,), zx
beingthe input vector at time n (eventually built up by concatenating few
consecutie acousticvectorsinto account).

However, RBF networksdiffer in severalwaysfrom standaradMLPs. Stan-
dardRBF networks generallyuselinearoutputs.This hasseseraldravbacks:

e Sincethereis no approximationof the logical decisionat the output,
the network doesnot actuallyminimize the classificationerror rate but
simply the MSE or the entrofy (seediscussiorin Chapter4).

e The posteriorestimateobtainedat the outputarenot constrainedo be
valuesbetweer0 and1 (andto sumto one).

e If we view the weightedsumof Gaussiang(z,) asa likelihood,we
also have a mismatchwith the training criterion which approximates
MAPSs. Indeed,during training, the function transforminglikelihoods
into posteriomprobabilitiesis nothingelsebut Bayes'rule

p(zn|qr)p(qr)

plgr|zn) = ()

which is not a linear function. Although the prior probabilitiesp(gy)
presentn Bayes'rule canbeincludedin the c;; of (6.21),its denomi-
natoris not constantduring training anddependson all the classeqas
discussedn Chapter3).

Although the use of a sigmoid (or softmax)function at the output (instead
of the linearfunction) cansolve the first two problems,it doesnot avoid the
mismatchbetweenlik elihoodsand posteriorprobabilities(sincethe function
transformindik elihoodsinto MAPs is not a sigmoid!).

This may be resoled by using Bayes’rule at the outputof the network
to generatahe posteriorfrom the likelihood,insteadof the standardinearor
sigmoidfunction:

o) — p(zn|qe)p(gr) 6.26
Pk = S elap (@) (6:26)

[wherep(z,,) is expandedn thedenominatoto explicitly shaw its depen-
denceon all the classlikelihoods]. Thus,we shoulddefinea transferfunction
for the outputunits thattransformsthe weightedsumof Gaussiangy(z,,) to
posteriorprobabilitiesusingBayes’rule:

_ Jfe(zn)p(ar)
gk(xn) = Zz fz(xn)p(qz) (6.27)
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A final constraintis required. If fx(z,) is to be a true approximationto
the likelihood usingtied mixture densitiesthenthe weightsc,; mustbe con-
strained:

ij Z 0, Vk‘,]
(6.28)
Egj':l cej =1

This may be achiered usinga normalizedexponential(softmax)transfor
mation:
exp(wg;)

Zh exp(wn) (6.29)

Ckj =

6.7.4 Lagrange Multipliers

It is thusnecessaryo reformulatethe EBP algorithmto take the new transfor
mationsandadditionalconstraintsnto account.To dothis, it is better(andless
errorprone!)to formulatethe problemasa constrainedninimizationproblem
asexplainedin Section4.3.4insteadof usingthe standardchainrule for dif-
ferentiation.

In thissectionwewill only considethe LMS criterionand,in ordernotto
painthereademwith anexcessof mathematicsywe will assumehatthe Gaus-
sian parametersre fixed (not trained) and that only the mixing parameters
ci; aretrained. Also, we will assumehatthe constraint(6.28)is not forced
during training (sincea mixture of Gaussianganalsobe definedwith nega-
tive weights[Titterington,Smith & Makov, 1985]). Of course this caneasily
be generalizedo othercriteria, taking all the above constraintdnto account.
In [Renalset al., 1991], a completederivation of the EBP algorithmfor the
relative entrogy andincludingall the constraintg(6.26)-(6.28)]is given.

IntroducingLagrangemultipliers for the constraintsywe thenmustmini-
mizethe Lagrangefunction:

L = —Z gk(2n) = dy(@n))? (6.30)

fre(Tn)p(ar)
KL filzn)p(a)

+ZAI€ fe(xn) ch]¢] (7n)

A constraintis metwhenthe correspondindermin L is zero. It canbe
shavn that:

+;>\k gk (Tn) — D

VL(f,g,C, AaA) =0 (631)

correspondso a minimum of E while meetingthe constraints We may split
condition (6.31) into its constituentpartials. It hasbeenshavn in Section
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4.3.2thatoptimizingwith respecto theLagrangemultipliersgivestheforward
propagatiorequations Optimizingwith respecto the statevariablesgivesthe
backward equationgthe gradients). Optimizing with respectto the weights
givestheweightupdateequation.We thushave:

0L _ plaa) iy Mefel@nlplar) —  daplaa)
8fa($n) (Zfil fz(-'If'n)p(qz))2 Zfi1 fz(xn)p(%)
=0
oL

(e~ Walon) —da(en) +2a =0

and,consequently:
Aa = do(Tn) — ga(Tn)
andthisis the back-propagatedrror at the output. Consequently:

o P(g) ke Mefr(@a)p(ar)  Aap(de)
* (XK, filzn)p(gi)? K Filwn)pla:)
OL _ _ Aads(zn)
8cag @ "

andthisis proportionalto the weightchangeof the connectiormatrix:

P2a) Yhey Mefe(ma)p(@r)  Aap(ga)

(L filep(@)? X filza)p(@:)

It is thuspossibleto reformulatethe RBF formalismto updateall the pa-
rametersby the EBP algorithmwhile preservingthe advantagesof standard
MLPs, i.e., estimationof MAPs and minimization of the classificationerror
rate.

VCa,B = ¢ﬂ (xn)

6.7.5 Discussion

Although this approachhasyielded resultsslightly betterthan we obsered

with standardRBFs[Renalsetal., 1991],resultswerestill poorerthanthere-

sultswe obtainedwith standardVLPs. This couldbe dueto the sensitvity of

thesenetworksto goodinitialization, but mayalsobedueto “hidden” assump-
tions we make whenusing RBFs. Indeed,althoughary probability density
function can be approximatedrom a mixture of a finite numberof normal

densityfunctions,therearestill somehypothesesinderlyingstandardRBFs.

For instance|t is usually assumedhat the input componentsare not corre-
lated,sincenormaldensitieswith diagonalcovariancematricesareordinarily

used.A solutionto this problemis to useRBFsdescribedn termsof normal

densitieswith full covariancematrices.However, this resultsin a significant
increaseof thenumberof parameters.
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6.8 MLPs for Autoregressve Modeling

Thusfar, we have describedMLPs asdiscriminantpatternclassifierghathave
beenshawn, in the caseof “1-from-K” training,to be goodMAP approxima-
tors. However, thereareotherwaysto useneuralnetworks andto relatethem
with stochastiquantitieghatcanbeusedin otherformsof hybridHMM/MLP
approachesOneof the mostinterestingalternatves consistsof usingMLPs
as nonlinearpredictors. In this case,the obsenations associatedvith each
classareassumedo be dravn from a nonlinearautorgressve (AR) process.
In this case,it canbe shavn that, undersomeassumptionsthe predictorer
ror canbe consideredasthe logarithmof a local “emission” probability that
canbe usedin a particularform of HMM (seeChapterl3 for further discus-
sion). Comparedvith the hybrid HMM/MLP systemdevelopedin this work,
the predictve approackcanpotentiallyprovide bettermodelsof speeclsignal
dynamics.However, in currentimplementationsthis is achieved at the costof
awealer discrimination.

6.8.1 Linear Autoregressive Modeling

The idea of using MLPs as nonlinearpredictors[Deng et al., 1991; Iso &
Watanabe1990,1991;Levin, 1990,1993; Tebelskis& Waibel,1990; Tebel-
skisetal., 1991; Tsubokaet al., 1990] is directly relatedto the theory usu-
ally referredto as* autorgressie (AR) HMMs” [Poritz, 1982;Rabiney 1989;
Juang& Rabiney 1985],in which the pdfs describingthe emissionprobabil-
ities of standardHMMs (usually Gaussiarnor multi-Gaussiandensities)are
replacedoy an AR function.

The basicideaof all theseapproachess to assumethat, for eachclass
qr. (i.e., for eachHMM-state), the obseration vectorsaredravn from an au-
toregressie procesgescribedoy a function Fj, with parameteseté,. Dur-
ing training, if the order of predictionis assumedo be p, the parameters
0, of the functions F;, (eachof thesebeingassociatedvith a particulargy,
k =1,...,K) areestimatedo minimize, for all the acousticvectorsz,, ob-
senedongy, the MSE

K
E =3 > lloa—F(X35500) I

k=12Zn€qx

K
= > ) ekl (6.32)

k=1zn€qg
which representghe sum over the whole training set of the squarederrors
betweertheactualobserationz,, attimern andits predictedvalues,, asgiven
by the AR functionassociatewvith thecorrectclass.e, i is thepredictionerror
for acousticvectorz,, andclassg,, andis definedas:

€nk = Tp — Fk(X;zl:;a Hk)
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In standardAR modeling,function F}, is linearand,whenusedfor speech
processingjs usually appliedat the samplelevel. This is the casefor LPC
analysisusedfor speectsynthesisr in [Poritz, 1982]for spealkr recognition
and[Rabiner 1989;Juang& Rabiney1985]for speechrecognition.However,
this methodcould alsobe appliedafter featureextractionon acousticvectors,
in which caseFj(-) becomesa matrix. In both casesAR modelsareknown
to be bettersuitedto dynamicalsystemsg? Whenuseddirectly at the sample
level, anothempotentialadvantageof this approachs to avoid explicit feature
extraction before classification. However, this is not that easy;it could be
arguedthat Autoregressie ConditionalHeteroscedasti®RCH) models(see
Chapterl3 and[Saerens& Bourlard,1993]for further discussionjre better
suitedfor suchatask. It is alsogenerallyacknavledgedthat speech-lik sig-
nalsshouldbe bettermodelledby Autoregressie Moving Average(ARMA)
modelsthansimple AR models[Priestley, 1991]13

6.8.2 Predictive Neural Networks

Thanksto ANNSs, this approachhasrecently beengeneralizedo nonlinear
functions Fi(-) implementedoy MLPs trainedto minimize the MSE (6.32).
This leadsto a new family of hybrid HMM/MLP approachesisuallyreferred
to as Predictive Neural Networks In this case,eachclassq is associated
with a specificMLP and,duringtraining, theinput field of the MLP contains
X ;;:; (the p previous acousticvectors)andthe associatedlesiredoutputis
the currentacousticvector z,,. In this case,the MLP is no longerusedfor
classification but insteadas a nonlinearfunction generatat* If the z,,’s are
real-\aluedvectorstheoutputunitsaresimply linear (i.e., thereis no sigmoid

functionatthe outputlayer).

6.8.3 Statistical Inter pretation

In both cases(linear and nonlinearAR models),it canbe shavn [Rabiner
1989; Levin, 1990, 1993]° thatif the predictionerrorse, , areassumedo
be Gaussianjndependentjdentically distributed (iid) randomvariableswith
zeromeanand unity variancé®, minimizationof E in (6.32)is equivalentto

121t seemgeasonabléo describespeectproductionin termsof a dynamicalsystem.How-
ever, asour politicianshave beennotinglately, the Devil is in thedetalils.

BAlthoughit is notclearhov ARMA modelscouldbetrainedon speectsignals;in particu-
lar, the choiceof poleandzeromodelordersis difficult.

MUnfortunately the discriminantpropertiesof MLPs usedfor classificatiorarelost.

15SeeChapterl 3 for furtherdiscussioraboutthis.

variancecanalsobeassumedo beequalto o, in thecaseof scalarinputs[Rabiner 1989]
or to amatrix X, in the caseof vectorialinputs. In ARCH models,it is alsoassumedhatthe
parametersf the (linear) AR functionsarethemselesrandomvariablesfor which we wantto
estimatethedistribution (seeChapterl3 or [Saerens® Bourlard,1993]).
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maximizationof

H II » (znlai, X775)

k=1 ZnEQk

YT T em e e EAER = A CED

k=1ZTn€Qqs

if z, € RY, where g} representshe (HMM) stateq, associatedvith the
currentacousticvectorz,, andwherep(z,|q;, X, ~ 1) is the conditionallike-
lihood takingthe p previousfeaturevectorsinto account.This probabilitycan
be usedin a kind of HMM, usingemissionprobabilitiessimilar to thosede-
finedin (3.9), wherethe obseration-indegndence assumptions relaxed and
emissionon stateds assumedError predictionsobtainedfrom linear or non-
linearautorgressie modelscanbe considere@snegative logarithmsof these
local probabilitiesand canbe usedassuchin DTW of the Viterbi algorithm
(3.17). If the varianceof the erroris not assumedo be unity, this will re-
quirethe useof somekind of Mahalanobiglistanceduringrecognition.These
arevalid HMM emissionprobabilitiesin which the obseration-indepederce
assumptior{H4) hasbeenrelaxed.

Accordingto thisapproacheachclassshouldhave its own MLP predictor
[Tebelskis& Waibel,1990]. However, aninterestingalternatve approactwas
proposedn [Levin, 1990, 1992]in which only one MLP was requiredwith
additional “control” input units coding the stateg, being considered. This
requiresrunningthe samenetwork severaltimes(i.e., oncefor eachclasscon-
sidered)while the basicapproachrequiresthe estimationof one network for
eachclassconsidered.

6.8.4 Another Approach

Using the mainresultspresentedn this chapter(i.e., thatif trainedin classi-
fication mode,the MLP’s outputsare estimatef posteriorprobabilities),it
is possibleto generalizahe predictive approachandto avoid the assumptions
onthedriving noise. It is indeedeasyto prove (by usingBayes'rule with an
additionalconditional X1 » everywherexhat:

plap| X3 p)p(eal X5 —5)

(J} |qk7Xn 1) =
" p(qleﬁ_,})

(6.34)

As p(zn| X2 1) in (6.34)is independenof theclassegyy it canbeoverloolked
in thedynam|cprogramm|ngecurrence$3 24).Basedbnwhatasbeenshovn
in Section6.2, it is theninterestingto obsenre that, without any assumption
aboutmeanand covarianceof the driving noise,the sameconditionallikeli-
hoodp(zy|q}, X, _ 1) (takingcorrelationof acousticvectorsinto accountcan
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beexpressedstheratio of the outputvaluesof two “standard’MLPs (asused
in Section6.2), respectrely with Xﬁ:; and X;;_, asinput, andtrainedin
classificatiormodeaccordingto a LMS or anentropy criterion.

This approachasthustwo adwvantages(1) no assumptiongnthedriving
noise;(2) only two MLPs (with K outputunits,insteadof K MLPs with one
outputunit) arerequiredo estimateall theconditionallikelihoodswhichleads
to a bettersharingof the parameterand,consequent|yto a betterdiscrimina-
tion (althoughthis advantageis alreadypresentin the approachproposedn
[Levin, 1990, 1993]). However, a disadwantageis that the methodrequires
division of two probabilities. This canresultin very poor estimatesvhenthe
denominatois small.

6.8.5 Discussion

Both approachegpresentedn Section6.8.3andin Section6.8.4) have been
testedon the databasesisedin this book. Although (in our experience)the
approachpresentedn 6.8.4 performedslightly betterthanthe one originally
proposedn [Levin 1990; Tebelskis& Waibel,1990],resultswerestill inferior
to thoseachieved usingMLPs trainedin classificatiormode. Onereasonfor
this could be that the discriminantpropertiesof MLPs areno longerusedin
predictve neuralnetworks. A secondreasoncould be relatedto a still open
issueregardingthe correctuseof correlatedemissionprobabilitiesin HMMs.
Although the theory of autorgressie Markov models(including predictve
neuralnetworks)andtime correlationmodelingin HMMs is very attractve, as
notedpreviously, wedon't know of ary successfuhttempto usesuchinforma-
tion to improve performancdde La Noueetal., 1989;Wellekens,1987]. Our
own experimentsseemto corroboratehis. For the caseof our own method,
however, someof the difficulty may have comefrom the small-denominator
problemdescribedibore.

6.9 Summary

In this chapterit hasbeenshavn, bothfrom atheoreticaperspectie andfrom
empiricalmeasurementshatthe outputsof anMLP (whentrainedfor pattern
classificationjapproximateBayesiana posterioriprobabilities(MAP), i.e., the
classprobability conditionedon the input. Whenthe estimationis accurate,
network outputscan be treatedas probabilitiesand sumto one (at leastap-
proximately). The experimentalresultsthat have beenpresentechereshav
someof the improvementfor MLPs over corventionalclassifiers,at leastat
theframelevel. MLPs canmake betterframelevel discriminationghansimple
statisticalclassifiers becausehey caneasilyincorporatemultiple sourcesof
evidence(multiple frames,multiple features)which is difficult to do in stan-
dard classifierswithout major simplifying assumptions.Finally, is the MLP



128 CHAPTERG6. STATISTICAL INFERENCEIN MLPS

simply accomplishinga nice interpolationfor the joint densityestimatesve
seek?Perhapsso, and othersmoothingtechniquegkernel estimatorsfor in-

stance)maywork aswell.l” NonethelessMLP approachesppearto offer a
reasonablgvay of incorporatingnformationfrom multiple source®f phonetic
evidenceinto a continuousspeectrecognizer

Otherwaysto useMLPs to approximateprobabilitieshave alsobeenre-
viewedanddiscussedin thefirst case yadialbasisfunctionnetworks, viewed
asaspecialcaseof MLPs, have alsobeenshawvn to yield MAP estimategpro-
videdoneimplementghetransformatiorfunctionbetweerthelikelihoodses-
timatedon the hiddenunitsandthe MAPs estimatedat the outputof the MLP.
However, so far, this approachhasnot improved the performanceobtained
with sigmoidalMLPs. AnothersolutionusingMLPs asnonlinearautoregres-
sive modelshasalsobeendiscussed.This hasbeenshavn to be equialent
to estimatingik elihoodsdirectly relatedto HMM emissionprobabilities tak-
ing the correlationof the acousticvectorsinto account.However, in this case,
the discriminantpropertiesof MLPs arelost andsomeassumptiongboutthe
distribution of the predictionerrorarenecessaryA generalizatiorihatavoids
thesedistributional assumptionsiasbeenpresented.

Given the goodresultsobtainedat the frame level with a standardMLP
with contextual inputsandtheclearstatisticainterpretatiorof its outputs only
this architecturewill be exploredin the following chapters.Therewe will in-
vestigatehemeando integratetheminto HMMs, with theaim to extendthese
goodframeclassificatiorresultsto thelevel of word recognitionin continuous
speech.

"Somerecentexperimentsdonein a collaborationwith D. Spechtof Lockheedseemedo
indicatethat a Parzenwindow approachwas difficult to use effectively for this application,
primarily becausef storageand computationatequirementsResultsasof this writing were
still significantlyinferior to theMLP casealthoughthisis probablynotdueto ary fundamental
limitation; it is quite possiblethat further experiments particularly usinghardware applicable
to this kind of approachmight permitresearchhatwould resultin a kernel-base@stimatorof
similar performanceo the MLP.



Chapter 7

THE HYBRID HMM/MLP
APPROACH

| can't undesstandwhy peopleare frightenedof new
ideas.I'm frightenedof the old ones.
—JohnCage-

7.1 Intr oduction

As describecearlief HMMs arenow widely usedfor automaticspeechrecog-
nition, and inherently incorporatethe sequentialand statisticalcharacterof
the speectsignal. However, notwithstandingheir efficiency, standardHMM-

basedrecognizerssuffer from several weaknessesnainly due to the mary
hypothesesequiredto malke their optimizationpossible(seeChapter3):

e Poordiscriminationdueto thetrainingalgorithmwhich maximizedike-
lihoods(MLE) insteadof MAP probabilitieChaptei3, hypothesidi2).
Anotheralgorithmbasedon the Maximum Mutual Information (MMI)
criterionprovidesmorediscriminationbut, in this casethemathematics
becomemoredifficult, andmary constrainingassumptionhave to be
made.

¢ Assumptiorthatthestatesequencearefirst-orderMarkov chaingChap-
ter 3, hypothesidi3).

¢ No contextual informationis taken into account,andthusthe possible
correlationof the successie acousticvectorsis overlooked (Chapter3,
hypothesidi4).

¢ A priori choiceof modeltopologyandstatisticaldistributions, e.g.,as-
sumingthat the emissionprobabilitiesp(z, |g¢) associatedvith each

129
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stateq, canbe describedas a multivariate Gaussiandensity or, more
recently asa mixture of multivariateGaussiardensitieg Chapter3, hy-
pothese$i1 andH6).

e For the sale of storageand computationakfficiengy, the needto treat
as independentertain processeshat are not truly independente.g.,
hypothesii5).

On the other hand, ANNs (e.g., MLPs) developedfor learning, feature
extraction,andclassificatiormay be usefulfor signalprocessing.Their main
adwantagesnclude:

¢ They arelearningmachinegasareHMMSs).

e They provide discriminant-basedlearning (that is, models are
trainedto supprescorrectclassificationsiswell asto accuratelynodel
eachclassseparately).

e Whenusedin classificatiormodeandtrainedwith an LMS criterionor
anentrofy criterion, the network outputswill estimateposteriorproba-
bilities without requiringstrongassumptiongaboutthe underlyingprob-
ability densityfunctions(seeChapter6).

e BecauseANNs are capableof incorporatingmultiple constraintsand
finding optimal combinationsof constraintsfor classification features
donotneedo betreatedasindependentln otherwords,thereis noneed
for strongassumptiongboutstatisticaldistributions andindependence
of inputfeatures.

¢ Usingtheinterpolatve capabilitiesof the MLP, statisticalpatternrecog-
nition canbeperformedoveranundersamplegatternspacgNiles etal.,
1989] without mary restrictive simplifying assumptions.However, in
this caseit may be usefulto usecross-alidationtechniquegseeChap-
ter 12) to avoid overfitting.

¢ ANNSs arehighly parallelstructuresywhich makesthemespeciallyamenable
to high-performancarchitectureandhardwareimplementations.

Unfortunatelyasshavn in Chapter5, ANNs alsohave certainweaknesses
for usein speechrecognition. Most previous applicationsof neuralnetworks
to speeclrecognitionhave dependean severesimplifying assumptionge.g.,
very smallvocalularies,isolatedwords,andknown word or phonemedound-
aries). However, the major weaknes®f ANNs is their inability to dealwith
thetime sequentiahatureof speech.

To circument thoseproblems,a hybrid approachusingan MLP to esti-
matelocal probabilitiesof HMMs hasbeendeveloped[Bourlardetal., 1990;
Bourlard& Morgan,1990]andis presentedhere.As notedin Chapter, both
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theoreticaland experimentalresultshave shavn that the MLP outputvalues
may be viewed as estimatesof MAP probabilitiesfor patternclassification.
Therefore theseoutputs,or otherrelatedquantities(suchasthe outputnor

malizedby the prior probability of the correspondinglass)may be usedin a
Viterbi searchto determinethe besttime-warpedsuccessiomnf stateq(repre-
sentingspeectsounds)o explain the obsered speechmeasurements.

However, asshawvn in the following, it is not quite so simpleto properly
interfaceMLPs andHMMs to take adwantageof what are believed to be the
strongpoints of eachof the two approachesvhile preservingthe theory of
HMMs.

Oneproblemis thatMLPsaregeneratingosteriomprobabilities(e.g.,p(gx |zr)
in theterminologyof the previouschapterswhile HMMs aredesignedo han-
dle likelihoodsp(z,|qx). Consequentlya new kind of model calleda “dis-
criminantHMM?”, designedo handleposteriorprobabilitiesis presentedind
discussedn Section7.2. However, it will be shavn thatwe werenot ableto
usethis approactio achieve theword level performanceve couldexpectfrom
theimprovedphoneticframelabeling. Solutionsto this problemandnecessary
modificationsof the basicschemearepresentednddiscussedn Section7.4,
whereit is shavn that probabilitiesgeneratedy MLPs canindeedbe effec-
tively usedin HMMs to improve state-of-the-arspeeclrecognizers.

7.2 Discriminant Mark ov Models

Although the actualcriterion that shouldbe usedfor HMMs is the posterior
probability P(M|X), whereX is a sequencef acousticvectorsand M an
HMM, it wasshavn in Chapter3 that somenecessargimplifying assump-
tionsreducedhis criterionto the estimationof thelikelihood P(X | M) atthe
costof thediscriminatve capabilitiesof the models.In this sectionwe define
discriminantMarkov modelsthatwill estimateheoptimalcriterion P(M|X).
It is shawn thattheir parameteraredeterminedy conditionaltransitionprob-
abilitiesthatcanbe generatedn differentwaysby MLPs.

7.2.1 Formulation

As donein Chapter3 (Section3.3) for the global likelihood P(X|M;) and
usingthe samenotationsijt is possibleto estimateheglobalMAP probability
P(M;|X) of a Markov model M; given the acousticvector sequenceX as
follows:

L L
POMGIX) = D ... Plgh,- o ahys Ml X) (7.1)

1=1  Iny=1

)

L
> P(q}, M| X), ¥n € [1, N] (7.2)
Z:

[y
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However, without ary simplifying assumptionye alsohave:

P(qy, Mi, X) = P(qp, M;| X)P(X) = P(q;, X|M;) P(M;) (7.3)
or
P(M;)
P(X)
which is nothingotherthanthelik elihoodusedin standardtHMMs multiplied
by a scalingfactor This kind of scalingwasalreadyusedin [Devijver, 1985]
and[Levinsonetal., 1983]to avoid numericalproblemgbecaus®f the prod-
uct of probabilities) whereit wasshawn thatthis led to the sameforwardand
backward recurrence®f the standardBaum-Welch algorithm (within a nor-
malizationfactor).

Maximization of P(X|M;) andof P(M;|X) thusseemsto leadto the
sameestimationformulas.Shouldwe concludefrom this thatthe discriminant
approachdoesnot changeanything? Not at all, becauseve mustnot neglect
the majorconstrainiof the MAP approachi.e.:

Y P(Mi|X) =1 (7.5)

Plqg, Mi| X) = P(q, X|M;) (7.4)

wherethe sumover i representshe sum over all possibleMarkov models.
HereliesthedifferencebetweeranMLE andanMAP criterion. Any modifica-
tion of theparametersf amodel M; mustbe complementethy amodification
of all the parametersf the othermodelssoasto presere this constraintthus
makingthe MAP procedureaiscriminant.Thus,evenif the estimationformu-
las are the same,the re-estimation(maximizationand update)formulaswill
have to be differentto take the constraint(7.5) into account.In the following,
we definethekey parametersf suchdiscriminantHMMs andwe shav which
constrainthey mustmeetto guarante€7.5). It is shavn thatthis constraintis
automaticallymetwhenusingMLPs to estimateheseparameters.

7.2.2 Conditional Transition Probabilities

In orderto applytheMAP principleproperly it is thusnecessarto find apara-
metric expressionof P(M;|X) thatmeetsthe constraint(7.5) for all possible
parametevalues.

As donein Section3.3 with the MLE, a solutionto this problemconsists
in splitting up the global MAP probability asfollows:

L L
PMX) = > ... > Plai,. -, Mi| X) (7.6)
=1

l1=1 N

for all possible{ql}l, eee ,qé\l’v} € T, the setof all possiblepathsin M;. The
right handsidecanbefactorednto

P(q,,--- a0, M;|X) = P(gj,,....q0. | X)P(M;| X, q,, ..., qp,)
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which suggestswo separatestepsfor the recognition. Thefirst factorrepre-
sentgheacoustiadecodingjn whichtheacoustiorectorsequences corverted
into asequencef statesThesecondactorrepresenta phonologicabndlex-
ical step;oncethe sequencef stateds known, the model M; associatedavith
X canbefoundfrom the statesequencevithout anexplicit dependencen X
sothat

P(M;i|X,q,,---,40y) = P(Milgg,,---,q0y)

For example,if the statesrepresenphonemesthis probability mustbe esti-
matedfrom phonologicalknownledgeof the vocalulary in a separaterocess
without ary referencelo theinput vectorsequenceNeglectingthis probabil-
ity is equivalentto assuminghat, given a sequencef statesjt is possibleto
recover themodelthatgeneratedt.

ProbabilityP(ql}l, - ,qé‘]’v |X') canbefactorednto discriminantocal prob-
abilitiesas
P(gi, - a0 1X) = plag | X)p(a7,1 X, ap,) - - - Plarg |1 X, 4,5 - -1 dp )
N
= [[r(¢"1x, Q1 (7.7)
n=1

whereq" representshe stateobsered attime n andQY¥ the statesequence
associateavith X|¥. ProbabilitiesP (g, , .- -, g |X) canthusbe calculated

from “local” probabilitiesp(q™|Q7 ", X7~1) thatwill bereferredto as con-

ditional transition probabilitiesin the following and are the key parameters
of discriminantHMMs (seeSection7.2.5for further discussiomaboutthese
probabilities).

In (7.7), eachfactor may be simplified by relaxing the conditional con-
straints. For example,the factorsof (7.7) canbe assumediependenbn the
previous stateonly andon a signalwindow of length2c¢ + 1 centeredaround
theacousticvectorattime n (otherkinds of assumptionsn theseconditional
transitionprobabilitieswill be discussedn Section7.2.5). We currently ap-
proximatetheseocal contritutionsby

P X, aps -5 dp ) = Pl IX02e, ) ) (7.8)

whereinput contextual informationis takeninto account.As shavn in Chapter
6, theseprobabilitiescanbeestimatedittheoutputsof anMLP with contextual
input and output feedback. Furthermore,if input contextual informationis
negglected(c = 0), (7.8) becomes:

p(q, |n gy ") (7.9)

whichis thediscriminantiocal probability (3.45)for continuoudeatures.This
is the foundationof discriminantHMMs. Eachobsered acousticvectoris
associatedvith a transitionso that no splitting into transitionand emission
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probabilitiesasin (3.11) or (3.39) and (3.40) is possible. Moreover, when
comparingwith the classicaltransitionemitting HMM, the main difference
lies in the normalizationof the local contrikution, which is performedon the
setof statesandnot on the (prototype)vectorspaceaswasdone,for example,
in (3.40)and(3.41).Given(7.6)and(7.7),wethenhave :

P(M;|X) Z H p(a}, |zn dp ) (7.10)

andsoit is possibleto estimatethe MAP probability P(M;| X') from the con-
ditional transitionprobabiIitieSp(q};|q}}_1, Tn).
It is alsoimportantto shawv that,in this casejf theconstraint:

K
> plgplan, g ) =1 (7.11)
k=1

is met (which conditionwill alwaysbe satisfiedin thean MLP with softmax
outputs),the constraint(7.5) on the global MAP probabilitiesis alsomet. In-
deed,if T" denoteghe setof all possiblepaths{qt}l, .. ,qgv} in all possible
Markov modelsM;, we have:

N
> Pilx) = 3 [T p(alen 4 7)) =
% ' n=1

K K K
N N—1
> plag|m) | Y plad )z an)--- | Y plalslzn,ap )
l1=1 lr=1 In=1

=1

Besidegheadwantageof forcingdiscriminationnumericalproblemswhich
plaguetheclassicaHMM areavoidedwhenusingdiscriminantmodels:namely
the lack of balancebetweenthe transitionprobability valueswhich only de-
pendon thetopologyof the modelandthe emissionprobability valueswhich
decreaseavith thelengthof theinput featuredif the componentareassumed
independentpr, in the discretecase,with the numberof prototypevectors
1. This effect worsensif contextt dependencés introducedby using2c + 1
appendeaonsecutie vectorsasfeaturesIndeedthe numberof possiblepro-
totype combinationgand thusthe numberof discreteemissionprobabilities
for eachstate)grows as1%¢t!, therebydecreasinghe valuesof the emission
probabilities. Unfortunately even with discriminantmodels,the exponential
increaseof the numberof parametersvith the width 2¢ + 1 of the window
is not avoided, resultingin a needfor hugestoragecapacityandrequiringan
excessve amountof trainingdatato obtainstatisticallysignificantparameters.
Moreover, transitionsunobsered in the training setwill yield zeroprobabil-
ities despitethe factthatthey may actuallyoccurin a recognitionphase.To
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copewith insufiiciently large datasets,interpolationtechniquesanbe used
[Bahl et al., 1983]anda lower boundcan be imposedon the local probabil-
ities. Still, memoryis wastedsincemary explicitly storeddiscriminantlocal
probabilitiesreachthelower bound.Indeed thelikelihoodof actuallyobserv-
ing mostof the I?¢*! possibleinput vectorsis extremelylow.

7.2.3 Maximum Lik elihood Criterion

As donewith equationg3.4) and(3.5) and Section3.3.4, we canstartfrom
(7.1)and,using(7.4),we canderive equivalentForward-Backvardrecurrences
to computetheglobalposteriomprobabilitiesP (M;| X') [Devijver, 1985]. How-
ever, this canstill bereferredto as“Maximum Lik elihoodCriterion” sincethe
only differenceduring calculationof P(M;|X) is thescalingfactorpresenin
(7.4). However, the re-estimatiorformulasbriefly givenin Section3.4.1are
no longervalid sincewe have to take constrain{(7.5) into account.
Thegoalof the next sectionswill beto useanMLP to estimateprobabili-
tiesfor usein HMMs. SinceMLPsrequiresupervisedraining,i.e.,sggmented
speechdata,andsincethe maximumlik elihoodcriterion (or the MAP variant
of it) doesnot provide uswith the optimal statesequencéand,consequently
sgmentation)this approactwill notbeinvestigatedurtherin thefollowing.

7.2.4 Viterbi Criterion

In thecaseof theViterbi criterion,we approximatehe MAP probability P(M;| X)
by only consideringhe beststatesequenceln thiscase(7.6)is approximated
as:

P(M;|X) = max P, a0 M| X) (7.12)

15--EN

which yieldsthefollowing dynamicprogrammingecurrence:
P(q|XT) = max (P(gr|XT~)p(geln; ar)) (7.13)

where parametelk runsover all possiblestatesprecedingg, and P(q,|X ")
denoteshe cumulatedbestpath probability of reachingstateq, and having
emittedthe partialsequenceX{ .

Thus, when using discriminantHMMs, it is possibleto usethe Viterbi
decodingandtraining procedureslescribedn Chapter3 in which the local
contritutionsp(q7 g} " )p(zx|qy) arereplaceddy p(q}|zn, g ).

7.2.5 MLPs for Discriminant HMMs

Varyingthehypothese$§7.8)and(7.9),it is possibleto defineotherconditional
transitionprobabilitiesthat canbe usedin discriminantHMMs. Basedon the
fact that MLPs are approximatingposteriorprobabilities(i.e., probability of
the outputclassesssociatedvith the outputunits, conditionedon the pattern
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presentedat theinput of the MLP), differentconditionalprobabilitiesfor use
in (7.7) canbeestimatedy MLPs.

Casel: p(¢"|X,Q7™") = p(¢"|zn, ¢"1).

This is the simplestMarkovian assumptionwhich hasbeendescribed
above. This probabilitycanbe approximatedby a “recurrent”MLP with
the currentacousticvectorz,, andthe previous stateg™ ! at theinpuit.
However, thisis nottruly arecurreninetwork. During (Viterbi) training,
the acousticvectorsarelabeledandthe stateassociatedvith the previ-
ousacousticvectoris knovn. We have thusall therequiredinformation
to feed the network and estimatethe transition probabilities. During
recognition,g” ! is given by thetopologyof the Markov model. How-
ever, sinceevery stateusuallyhasseveral possiblepredecessorst will
be necessaryo runthe network severaltimes(onerun perpossiblepre-
decessorjo estimateall thetransitionprobabilitiesthatarenecessaryo
performthe DTW. Anothersolutionconsistan feedingbackthe whole
outputvectorto theinput (case3).

Case2: p(¢"|X,Q7") = p(¢"|zn, Q"7}).

In this casethedependences extendedo the k precedingstatesandan
MLP containingthe currentacousticvectorandthe k precedingstates
could,in principle,estimatehis probability However, severalproblems
plaguethis approach.This first problemis the excessve numberof pa-
rameterswhich requiresa hugeamountof training data. Of course the
adwantageof neuralnetworksis thatwe caneasilycontrol this number
of parameterdy varying the numberof hiddenunits. However, in this
case thereis arisk of gettingvery poor estimatef the probabilities.
Anotherpossibilityis to keepthe numberof parametertarge andto use
cross-alidationtechniquegseeChapterl?2) to avoid overtrainingand
to getthemaximumof thetrainingdata.

A secondproblemis relatedto the recognitionprocesstself; it is not
yet known how to usehigh-orderprobabilitiesin a Viterbi-basedTW.
Indeed,not only will it be necessaryo run the samenet several times
to getthe contrilbutions of all possiblesetsof previous statesequences
(given by the HMM topology) but the DTW processwill have to be
modified to take all of thesepossiblesequence#to account. In this
case,it canbe shavn that, to presere DTW optimality, the memory
andcomputationatequirementsvill increasesxponentially makingthe
searchintractable.

Case3: p(qp|X, Q?‘l) = g7 = p(q}|zn,g" 1), whereg? representshe

MLP outputfor classg attimet andg™ = (g7,...,g%)" is theMLP
outputvector
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In this casewe assumehatthe conditionalprobabilitiesdependnly on
thecurrentacoustiovectorandon all the previous conditionalprobabili-
ties(attimen —1). Theseprobabilitiescanbegeneratedy atruly recur
rentMLP feedingbackall the outputvaluesto theinputfield. This ap-
proachwasalreadyusedin [Jordan,1986]asaspeectproductionmodel
and hasnot beenfully exploredyet for speeclrecognition. Recently
anapproachsimilar in spirit to this but feedingbackhiddenvectorsin-
steadof outputvectorswas successfullyusedin a hybrid HMM/MLP
approachlRobinson& Fallside, 1990]. This makes sensesince sim-
ilar behaiors can probablybe obtainedwhetherthe feedbackis from
the hiddenor from the outputunits? In this case,the local probabili-
tieswill dependon the probabilitiesof all the previous states.lIt is not
clear however, whetherthe optimality of DTW of the Viterbi algorithm
is presered.

Case4: p(¢"|Q7 ", X) = p(¢"| X1 ).

In this casethe dependencen the previous state(s)is replacedby a
dependencen the obsenationsin a contet of width 2¢ + 1. These
probabilitiescanbe estimatedy a feedforward MLP with a contextual

input window containing,at time n, the setof acousticvectors X' *¢.

Although this is no longer strictly a Markov model, the sameformal-

ism appliesandthe probabilitiesestimatedby the MLP canbe usedin

standardviterbi algorithms(traininganddecoding).

7.3 Problem

“Failure is an opportunityto learn” - In 1988, we testedthe discriminant
HMMs proposedabove in the DECIPHER system[Cohenet al., 1990] de-
velopedat SRI International,one of the bestspeakr-indepenént, large vo-
calulary, continuousspeeclrecognitionsystemspy simply replacingthe lo-
cal contrilbutions by the discriminantprobabilitiesobtainedat the output of
the MLPs discussedabove. On the perpleity 1000 (no grammar)speakr
independenDARPA ResourceManagemen(RM) task, a word recognition
errorrateof 130%wasrecordedunsurprisinglyunpublished?.
Givenourohviouslack of basicunderstandingf somefundamentaprob-
lems,we decidedto focuson case4 only, the easiesformalism. As shavn in
thefollowing, this stratgic retreathelpedusto understandeveral basicprin-
ciplesof discriminantMarkov modelsandtheir underlyingproblems. Now,

1This is a greattopic, andonewhich a numberof usareexaminingnow, but it falls outside
of the scopeof this book.

2This wasprobablynot dueto ary fundamentaproblem;we weremostlikely justignorant
of the practicaldetailsof how to malke this approactwork. Sometimest is necessaryo retreat
to asimplerprocedurdo learnthebasics andthis is whatwe did.
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using essentiallythe sameapproachwe have improved our accurag to 70-
80% on the sametask (with no grammar)and are able to improve standard
versionsof DECIPHERSsignificantly[Renalsetal., 1992]. Theseresultswere
only achiered after learninga numberof thingsthat were necessaryo make
this hybrid approachwork. Thesewill be discussedn thefollowing sections.

7.4 Methodsfor Recognitionat Word Level

As shavn by theoreticaland experimentalresultsin Chapter6, MLP output
valuesmay be consideredo be estimatesof MAP probabilitiesfor pattern
classification As shavn in Section7.2theseMLP outputscanalsobe usedas
local probabilitiesin discriminantHMMs. Eithertheseor someotherrelated
quantity (suchasthe outputnormalizedby the prior probability of the corre-
spondingclass)may be usedin a Viterbi searchto determinethe besttime-
warpedsuccessiorf states(speechsounds)to explain the obsered speech
measurementslhis hybrid approachasthe potentialof exploiting theinter
polating capabilitiesof MLP while usingthe DTW procedureto capturethe
dynamicsof speech.In this way, mostof the dravbacksof standardHMMs
(i.e., lack of discrimination,a priori choiceof probability densityfunctions,
poorcontetual information)aretackledby the MLP while thetemporalchar
acteris handledby the HMM formalism. For continuousspeechraining, an
iterative processlternatingVILP trainingandViterbi matchingcanbe usedto
improve initial segmentatiorpoints. In this case Viterbi matchingprovidesus
with a segmentatiorof the trainingmaterialand,consequentlywith thetamget
function neededor training the MLP. Corvergenceof this processhasbeen
provedin [Bourlard& Wellekens,1990].

However, to achieve word level performancecomparabldéo whatwe had
achieved at the frame level, several modificationsof this basicschemewere
necessaryBourlard& Morgan,1990;Morgan& Bourlard,1990b].

7.4.1 MLP Training Methods
Cross-alidation

Ourfirst majorimprovementcamein theform of afundamentathangen our

training strat@y. The networks that were ultimately successfuln the recog-
nition task usedhundredsof thousand®of parameters Originally we trained

thesenetworks by a criterionbasedon training setclassificatiorperformance.
Thisresultedin overtrainingandvery poor generalizatiorperformancen the

testset.

A new cross-alidationtrainingalgorithmwasdesignedn which the stop-
ping criterion was basedon performancefor an independentalidation set
[Morgan& Bourlard,1990a].In otherwords,trainingwasstoppedvhenper
formanceon a secondsetof databegangoing down, and not whentraining
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errorleveledoff. Thisgreatlyimprovedgeneralizationwhich couldbefurther
testedon athird independentestset.

For moreinformationaboutthis cross-alidation procedure seeChapter
12.

Other Impr ovements

Amongotherimprovementsn ourtrainingmethod(includingsomedeveloped
morerecently),were:

1. On-linetraining— insteadof off-line training... of course! SeeSection
4.3.6.

2. Trainingcriterion— usingtherelative entrofy insteadof LMS criterion.
This was particularly helpful for avoiding local minima and speeding
up corvergence. The correctionresultingfrom this criterion is always
linearanddoesnot saturatdaf we areon oneof thetails of the sigmoid
(wherethecorrectionis negligible)

3. Initialization of outputbiases- asmentionedin Section6.4.4,consis-
tentwith sometheoreticaligumentsjt wasobseredthatoutputbiases
roughly encodectlasspriors. As a consequencaye initialized the out-
put biasego thelog (odds)of the a priori probabilitiesof the classess
they wererepresenteth thetrainingdata.This appearedo significantly
speedup thetraining processaswell asslightly improve theresults.

4. Randompatternpresentation- In earlierforms of our analysiswe pre-
sentedthe datasequentiallyaccordingto the speechsignal. This can
be slow, sinceit requiresa very low learningratein the caseof on-line
training. In anotherversion,we scrambledhe datato malke surethata
differentclasswaspresentedor every updateof the network; thisled to
betterresultsandfastercornvemgence. More recently we presentedhe
speechvectorsat random(while preservingthe priors!), which further
speededip MLP training,andalsoslightly improvedtheresults.

5. Learningheuristics— We found it helpful to reducethe learningrate
whencross-alidationindicatedthat a given ratewasno longeruseful.
Additionally, we ultimately found that after the first reduction,only a
single epochat eachrate was useful, so we no longerran the second
epochfor ary rate after the first. This heuristicalmostcut dowvn the
numberof epochsby two, andhadessentiallyno effect on final perfor
mance.SeeSection7.7.1for furtherdiscussion.

6. Fasthardware— the RAP machinedevelopedat ICSI (seeChapterll).
While notanalgorithmicimprovement,having fasthardware andflexi-
ble software permittedusto shift from discretefeatureqfor which nets
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couldbetrainedon ourworkstations}o continuoudeatureswhichgave
usmuchhigherperformancé.

7.4.2 Posterior Probabilities and Lik elihoods

In theoriginal schemgBourlard & Wellekens,1990]proposedn Section7.2,
it wasshavn that MLP outputscanbe usedin discriminantHMMs directly.

However, while this helpedframeperformanceit hurtword performancgsee
tablesin Chapte6 andTable7.1). We ultimatelyrealizedthatthiswas(atleast
partly) dueto a mismatchbetweerthe relative frequeng of phonemesn the
trainingsetsandthe priorsimposedby thetopologyof the HMMs usedduring
training. As discussedn Section7.8, this is a typical problemof discrimi-
nanttraining. Division by the prior classprobabilitiesas estimatedrom the
training setremoved this effect of the priorson the DTW. This led to a small
decreasén frameclassificatiorperformancebut alarge (sometimed.0- 20%
in raw percentagednprovementin word recognitionrates(seeTable7.1and
accompaying description).SeeSection7.8 for further discussioraboutthis
problem.

7.4.3 Word Transition Costs

During word recognitionwe obseredthatto balancehenumberof insertions
anddeletiongasis usuallydonein ary continuouspeechiecognitionor CSR,
system)we consistentlyneededo increasehe word transitioncostfor larger
conttual windows. In phenomenortanbe obseredin Table7.1 wherethe
“optimal” word transitioncostsarereportedfor two differentMLP contectual
widths.

A reasonablealuefor this canbedeterminedrom recognitionon asmall
numberof sentencege.g.,50), choosinga valuewhich resultsin insertionsat
mostequalto the numberof deletions. While this type of tuningis common
to HMM systemsthe systematiccorrelationto the width of the input context
wassomethingve hadnot realizedprior to theseexperiments.

This canbe explainedin termsof the degreeof correlationof the succes-
sive patternspresentedt the input of the MLP. As notedearlief MLPs can
indeedmale betterframe level discriminationsthan simple statisticalclassi-
fiers, becausdhey caneasilyincorporatemultiple sourcesof evidence(mul-
tiple frames, multiple features)without simplifying assumptions.However,
whenthe input featureswithin a contextual window areroughly independent,
theViterbi algorithmwill alreadyincorporateall of thecontect in choosinghe
bestHMM statesequencexplaining an utterance.If emissionprobabilities
areestimatedrom theoutputsof anMLP which hasa2c+ 1 framecontetual

%It is a cliche thatalgorithmscanhave a muchbiggereffect on run time thana fastercom-
puter Thisis true, but try runningan N-body problemon your hand-calculatosometime.N
hadbetterbe 1.



7.4. METHODSFORRECOGNITIONAT WORD LEVEL 141

input, the probability to obsere a featuresequencezy, zs, ..., zy} (Where
x,, representshe featurevector at time n) on a particularHMM stategy, is
estimatedas:

N
H p(.’En,C, sy Ty e a$n+c|Qk)
n=1

whereBayes’rule hasalreadybeenusedto cornvert the MLP outputs(which
estimateMAP probabilities)into MLE probabilities. If independencés as-
sumed,and if boundaryeffects (context extending beforeframe 1 or after
frameN) areignored(assumé2c + 1) < N), thisbecomes:

H H P(wn+j|qk) = H [p(xn‘qk)]2c+1

n=1 j=—c

wherethelatterprobabilityis justthe classicaMaximumLik elihoodsolution,
raisedto the power 2¢ + 1. Thus,if the featuresareindependenbver time,

to keepthe effect of transitioncoststhe sameasfor the simpleHMM, thelog

probabilitiesmustbe scaleddown by the sizeof the contextual window. Note

that, in the morerealisticcasewheredependencieexist betweerframes,the

optimalscalingfactorwill belessthan2¢+ 1, down to aminimumof 1 for the

casein which framesare completelydependente.g.,samewithin a constant
factor). The scalingfactorshouldthusreflectthe time correlationof the input

features. An equvalent effect is achieved by increasingthe word entrance
penaltiessothatthey areraisedto a power thatis comparableo the scalingof

thelog probabilities.

Thus,if thefeaturesareassumedhdependentvertime, thereis no adwan-
tageto be gainedby usingan MLP to extract contectual informationfor the
estimationof emissiorprobabilitiesfor anHMM Viterbi decoding.In general,
therelationbetweenthe MLP andMLE solutionswill be morecomple, be-
causeof interdependencever time of theinput features.However, theabove
relationmay give someinsightasto the difficulty we have metin improving
word recognitionperformancewvith a singlediscretefeature(despitelargeim-
provementsat the framelevel). Statedmore positively, our resultsshawv that
the probabilitiesestimatedy MLPs canbe usedat leastaseffectively ascon-
ventionalestimatesandthat someadwantagecan be gainedby incorporating
moreinformationfor the estimationof theseprobabilities.

7.4.4 Segmentationof Training Data

Muchaswith HMM systemsaniteratve procedurevasrequiredto time align
thetraininglabelsin amannetthatwasstatisticallyconsistentith therecogni-
tion methodsused.In oneexperimentwe segmentedhedatausinganiterative
Viterbi alignmentstartingfrom asegmentatiorbasedn averagephonemedu-
rations,andterminatedat the segmentatiorwhich led to the bestperformance
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on anindependentestset(seeSection7.6 for further discussioraboutthis).
This techniqueconsistentlyimproved our concomitanword recognitionto be
betterthanwe could achieve eitherwith the earlierHMM/MLP techniqueor
thepureHMM techniqugusing,for bothcasesHMMs with asingledistribu-
tion for eachphonemeanda singlevectorquantizedeature).

7.4.5 Input Features

For the experimentsreportedin this chapter simple vectorquantizedinputs
wereused. Sincethe RAP (Chapterll) was not available at the beginning
of our work, this choicemainly aimedat reducingthe CPU requirementgor
training. In this case,we had binary inputs and only additions(for the bits
thatwere“on” attheinput) betweertheinputandhiddenlayer However, this
resultedn averylargeinputlayerfor which no hiddenlayerwasnecessarylt
canbeshawn thatthe probabilitythatbinaryvectorsareorthogonaland,con-
sequentlylinearly separable)endsquickly to 1 asthedimensionof the space
increasegsee,e.g.,[Kanena, 1988]). However, this alsoexplainswhy some
of thereportedresultswerelow by currentstandardgalthoughwe compared
themwith equvalentHMMSs).

We will seein the next chapterthatincorporatinggood continuousinput
featuresmprovesperformancesignificantly

7.4.6 Better SpeechUnits and PhonologicalRules

In our earlier developmentswe only useda small numberof phoneme-lik
classedimited to about60; no modelsof phonemiccontet were used. Ad-
ditionally, we useda single-pronuncian lexicon of concatenategghoneme
models. Later on, we extendedour phonemeset somavhat, used context-
dependenmodels(Chapter9), andintegratedour systemin a full-scalerec-
ognizerthatusedphonologicarulesto generatenultiple pronunciation$. Al-
thoughthis alwaysimproved our recognitionperformanceit is still interest-
ing to develop a simple contet-independensystem. Recently[Robinsonet
al., 1993] we have seenthat the performancewe can achieze with hybrid
HMM/MLP approachand contet-independeniphonemesds comparableto
what hasbeenachiered with muchlarger and complex systems.The hybrid
approachhowever, leadsto asimplersystenthatcontainsmary fewer param-
eters.It canbeamuedthatasimpleHMM describedn termsof very powerful
emissionprobabilities(ideally containingall the informationaboutthe input
andoutputsequenceorrelation)may be more generaland potentially better
thanavery complec HMM in which eachstateis modeledby “simple” pdfs.

4This wasthe SRI DECIPHERsystem,andtheintegration,aswell asmuchfurther devel-
opmentwaslargely doneby Mike Cohen HoracioFrancoandVictor Abrashat SRI.
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7.5 Word RecognitionResults

In thefirst setof experimentsye usedhespeakr-dependenGermandatabase
(calledSPICOSNey & Noll, 1988])thatwasusedin Chapter6 to assessur
frame performancewith MLPs. The speechhad beensampledat a rate of
16 kHz, and 30 points of smoothed,'mel-scaled”logarithmic spectra(over
bandsfrom 200 to 6400 Hz) were calculatedevery 10-msfrom a 512-point
FFT over a 25-mswindow. For theseexperimentsthe mel spectrumandthe
enegy were vectorquantizedto pointersinto a single speakrdependenta-
ble of prototypes.The architectureandtraining proceduregor the MLP were
alreadydescribedn Section6.6.2. The outputlayer of an MLP (trainedon
automatically-labeleghonemesyvasevaluatedfor eachframe,and (after di-
vision by the prior probability of eachphoneme)was usedas the emission
probability in a discreteHMM system. In this system,eachphonemek was
modeledwith a singleconditionaldensityassociatedvith the particularMLP
outputclassgy, repeated) /2 times,whereD wasa prior estimateof thedura-
tion of thephonemeOnly selfloopsandsequentiatransitionswverepermitted.
ThegenerigphonemidHMM andMLP modelsarerespeciiely representetly
Figure7.1and7.2.

R —— eo0o

Figure7.1: GenericphonemicHMM with a single conditional densityesti-
matedonthek-th MLP outputunit associatedvith HMM stateg;,, anda single
staterepeatedD /2 times,wheee D is theavelage duration of thephoneme

A Viterbi decodingwasthenusedfor word recognition,with wordsbuilt
up by concatenatingghonemanmodels.We evaluatedon thefirst hundredsen-
tencesf the testsession(on which word entrancepenaltiesvereoptimized),
andour bestresultswerevalidatedby a furtherrecognitionon theseconchun-
dredsentencesf the testset. Note that this samesimplified HMM wasused
for boththe MLE referencesystem(estimatingprobabilitiesdirectly from rel-
ative frequenciespndthe MLP system andthatthe sameinput featureswere
usedfor both.

Table7.1shaowvs therecognitionrate (100% — errorrate,whereerrorsin-
cludesinsertions,deletions,and substitutions)or the first 100 sentence®f
the testsession.All runsexceptthe lastweredonewith the 20 hiddenunits
in the MLP, assuggestedy the resultsabore. Note the significantpositive
effect of division of the MLP outputs,which aretrainedto approximateMAP
probabilities, by estimatesof the prior probabilitiesfor eachclass(denoted
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Figure 7.2: GenericMLP for probability estimation. Hidden layer is used
for continuous(real-valued)input X, no hiddenlayer required for discrete
(binary) X. In thesimplestcase X is the featue vectorfroma singleframe
but it can include featues from surrounding framesas well. Theg's are
the classegassociatedvith HMM states)for which the MLP is trainedas a
classifier

“MLP/priors” in Table7.1).

Not shavn herearetheearlierimprovementgequiredto reachthislevel of
performancewhich wereprimarily themodificationgo thelearningalgorithm
describedabore. Additionally, word transitionprobabilitieswere optimized
for boththe Maximum Lik elihoodandMLP style HMMs. Thisledto a word
exit probability of 10~7 for the MLE andfor 1-frameMLP’s, and 10~ for
anMLP with 9 framesof context. Theseoptimalword transitioncostsarealso
givenin Table7.1whereit canbe obsered thatlargerinput windows require
muchsmallerword transitioncosts.Thereasorfor thisis explainedfurtherin
this section.

After theseadjustmentsperformancevasessentialljthe samefor thetwo
approaches.Performanceon the last hundredsentence®f the test session
(shawn in thelastcolumnof Table7.1) validatedthat the two systemgyener
alizedequialently despitethesetunings.
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system sizeof | word transition % correct
method | context cost test \ validation
MLP 1 1077 27.3
MLP/priors 1 1077 49.7
MLP 9 10~ 40.9
MLP/priors 9 10~ 51.9 52.2
MLP/priors 9 1071 53.3
(no hidden)
MLE 1 1077 52.6 52.5

Table 7.1: Word recognition rate on SPICOS database (speaker
mO0O03) for different hybrid HMM/MLP approaches (MLP = no division
of output values by priors, MLP/priors = division by priors) compared
with standard HMMs trained with MLE criterion.

An initial time alignmentof the phonetictranscriptionwith the data(for
this spealker) had previously beencalculatedusing a programincorporating
speech-specifiknowledge[Aubert,1987]. Thislabelinghadbeenusedfor the
targetsof the frame-basedraining describedcabove. We thenusedthis align-
mentasa “bootstrap’segmentatiorfor aniterative Viterbi proceduremuchas
is donein corventionalHMM systemgdescribedurtherin the next section).
As with the MLP training, the datawas divided into a training and cross-
validation set, and the segmentationcorrespondingo the bestvalidation set
frameclassificatiorratewasusedfor latertraining. For both cross-alidation
procedureswe switchedto a training set of 150 sentencegtwo repetitions
of 75 sentencesand a cross-alidation setof 50 sentencegtwo repetitions
of 25 each). Finally, sincethe bestperformancen Tables6.2 and7.1 were
achiezed usingno hiddenlayer, we continuedour experimentausingthis sim-
pler network, which alsorequiredonly a simpletraining procedure(entrogy
error criterion only). Table 7.2 givesthe performanceor the full 200 recog-
nition sentencegtest+ validationsets),which shavs a distinctimprovement
over thesimplerMLE approack?.

7.6 Segmentationof training data

A problemin applying MLP methodsto speechs the apparentrequirement
of hand-labeledramesfor MLP training. To remove this obstacle we have
worked on embeddinghe MLP trainingin a Viterbi algorithm, iteratvely im-

SWhenwe first shavedthis result,acommoncommenivas,“Y ouarecomparingapplesand
orangesThe MLE resultusesl frameof inputandthe MLP uses9.” Precisely The pointhere
is thedifferencebetweertheappleandtheorange. The MLP providesa cornvenientandflexible
way to incorporatetheinformationfrom the 9 frames while the MLE doesnot.
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| method | context| test |
MLP/priors 9 65.3
(no hidden)

MLE 1 56.9

Table 7.2;: Word recognition rate on SPICOS (speaker m003) us-
ing iterated Viterbi segmentation: MLP/priors = hybrid HMM/MLP
approach with MLP output values divided by priors, MLE = HMMs
using standard maximum likelihood estimate.

proving aninitial sggmentatiomssuggesteearlierin [Bourlard& Wellekens,
1990]. Preliminaryresultsshav that we can generatea segmentationfrom
a simple (e.g., linear) initialization, much asis donein corventionalHMM

systems.

As we still wantto usecross-alidationtechniquedor the MLP training
andfor the Viterbi matchingin anunsupervisedavay, severalmodificationsof
the original schemewere necessaryand are briefly describedhere. Starting
only with the phonetictranscriptionof the training and cross-alidation sets,
thesetwo setsof sentencearelinearly sgmentedyespeciiely providing the
MLP outputtargetsfor thetraining setaswell asfor the cross-alidationset.
The MLP canthen be trained (using cross-walidation), which provides new
weightsand,consequentlynen emissionprobabilitiesfor the Viterbi match-
ing. Usingthis newly trainedMLP, Viterbi matchingis performedonthetrain-
ing andcross-alidationsets,providing uswith new segmentationsand, con-
sequentlywith new outputtargetsfor MLP trainingandcross-alidation. This
processs iterateduntil the score(productover all the optimal pathprobabili-
ties)onthecross-alidationset(andnotonthetrainingset)beginsto decrease.
Thus,two cross-alidationstake placein this process.onefor the MLP itself,
andonefor the Viterbi matching.This new Viterbi training hasbeenobsered
to corverge to sggmentationyvery closeto thebootstrapsegmentationIn par
ticular, for 200 sentencedessthan4% of the frameswerelabeleddifferently
by this automaticprocedureghanthey hadbeenby carefulclassificatiorof the
framesusingthebootstragprocedureThisresult,shaving theeffectivenesof
embeddingVILP trainingin a Viterbi sggmentationappeargso have removed
amajorhandicapof MLP use,therequiremenfor hand-labeledpeech.

We duplicatedour recognitiontestsfor two otherspealkrsfrom the same
databaseSincebootstrasegmentatiordatawerenotavailablefor thesespeak-
ers, we labeledeachtraining set (from the original male plus a male and
a femalespeakr) using a standaradViterbi iterationinitialized from a time-
alignmentbasedon a simple estimateof averagephonemeduration. This re-
ducedall of therecognitionscoresijllustratingthe effect of a goodstartpoint
for the Viterbi iteration. However, ascanbe seenfrom the Table 7.3 results
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| speakr | MLE | MLP |
m003 | 54.4 | 59.7
m001 | 47.4 | 51.9
w010 | 54.2 | 54.3

Table7.3: Word recognition rates for 3 speakers on SPICOS, simple
initialization of the Viterbi training.

(measuredver the full 200 recognitionsentences)he MLP-basedmethods
appearo do at leastaswell asthe simplerestimationtechnique.In particu-
lar, the MLP systemperformedsignificantlybetterthanthe MLE (p < 0.01)
for two out of threespealers,aswell asfor a multi-speaker comparisorover
the threespeakrs (in eachcaseusinga normalapproximationto a binomial
distribution for the null hypothesighatthetwo systemsvereequivalent).

7.7 Resource Management(RM) task

7.7.1 Methods

For the DARPA RM data,initial developmentwasdoneon a single spealker
to confirm that the techniquesve developedfor the Germandatabasewere
still applicable Althoughwe experimentedslightly with this data,theultimate
systemwassubstantiallyunchangedwith theexceptionof the programmodifi-
cationsrequiredto usedifferentVQ featuregdescribedelow). Finalreported
scoresaregiven for the 11 speakrswhich wereleft out in the development.
For eachspealkr, we used4d00sentencefor training,100for cross-alidation,
andafinal 100for recognition® A transcriptiorfor eachsentencavasderived
from the mostlikely pronunciation®bsered in a large speakrindepeneént
databasé. For eachspealer, we initialized a Viterbi algorithmby assuminga
sgymentatiorobtainedby assigningalengthto eachphoneman the phonetic
transcriptionwhich camefrom a table of averagephonemeength (normal-
ized to the length of the actualsentence).The labelswere usedto train an
MLP on the 400 sentence$or that person. Using probabilitiesgeneratedy
the MLP, the Viterbi wasthenusedto generatgphonemicframelabels. The
trainingandViterbi phaseweretheniterateduntil frameclassificatioron the
cross-alidationsetcorverged.

Input featuresusedwerebasednthefront endfor SRI's DECIPHERsys-
tem[Cohenetal., 1990], including vector quantizedmel-cepstrun(12 coef-
ficients), vectorquantizeddifferenceof mel-cepstrumguantizedenegy, and

®In later experimentswe trainedon 500 sentencesind useda separatevaluationsetfor
recognition.Resultsvereessentiallythe same.
"Suppliedby M. Cohenof SRI.
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guantizeddifferenceof enegy. Both vector quantizationcodebookscontain
256 prototypes.Enegy anddeltaenegy wereeachquantizednto 25 levels.
A featurevectorwascalculatedor each10 msof input speech.Eachfeature
wasrepresentetby a simplebinary input layer with only onebit “on.” Nine
framesof context wereusedasinput to the network, allowing four framesof
contextual informationon eachside of the frameto be classified.As we had
foundin our SPICOSexperiments,a hiddenlayer was not usefulwhenVvQ
featureswere used. The size of the outputlayerwaskept fixed at 61 units,
correspondingo the 61 phonemeso berecognizedTheinputfield contained
9 x 562 = 5,058 units, andthe total numberof possibleinputs was equal
to 3 x 10, Thereweretypically about130,000training patterns(from the
400 training sentences) Of course,this representednly a very small frac-
tion of the possibleinputs (or even of the inputswhich are plausiblefor real
speech)andgeneralizatiorwasthus potentially difficult. Trainingwasdone
by the EBP algorithm usingthe relative entrofy criterion. In eachiteration,
the completetraining setwaspresentedandthe parametersvere updatedaf-
ter eachtraining pattern. To avoid overtrainingof the MLP, improvementon
the cross-alidation setwas checled after eachiteration. If the classification
rateon the cross-alidationsethadnotimproved morethana smallthreshold,
theadaptatiorparameteof thegradientprocedurevasdecreasedytherwiseit
waskeptconstant.Trainingendedwhenimprovementon the cross-alidation
setwent belowv a secondthreshold. Performancevas insensitve to the ex-
actvaluesof thesethresholds After someexperimentswith our development
speakr (dtd05),we settledon aninitial adaptatiorconstanof .01 with nomo-
mentumterm. The thresholdfor changingthe learningconstantwasinitially
setat.5%improvementon thecross-alidationset,but wasthenresetto anin-
finite value(i.e.,forcing achangen thelearningconstanaftereveryiteration)
afterthereductionfrom thefirst learningconstant.This heuristicappearedo
cutlearningtimeroughlyin half withoutadwerselyaffectingperformanceThe
learningconstantwasreducedby a factorof two for eachchange.Thefinal
stoppingparametewassetat.5% improvementon the cross-alidationset.

The outputlayer of the MLP wasevaluatedfor eachframe,and (after di-
vision by the prior probability of eachphoneme)was usedas the emission
probabilityin adiscreteHMM system.As with the SPICOSexperiment,each
phonemewasmodeledwith a singleconditionaldensity A Viterbi decoding
wasthenusedfor recognitionof thefirst 30 sentencesf the cross-alidation
set(on which word transitionpenaltieswvere optimized). The trainedsystem
was thentestedon the final 100 sentencegor eachspealkr. Note that this
samesimplified HMM wasusedfor boththe MaximumLikelihood(ML) ref-
erencesystem(estimatingprobabilitiesdirectly from relatve frequenciesand
the MLP systemandthatthe sameinput featuresvereusedfor both.
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| speakr | MLE | MLP |
jws04 | 48.2 | 62.3
bef03 | 39.3 | 56.7
cmr02 | 59.5 | 70.9
dtb03 | 49.8 | 61.2
das12 | 63.8 | 76.5
ers07 | 45.4 | 58.3
dms04 | 58.0 | 69.1
tab07 | 60.8 | 70.5
hxs06 | 60.9 | 76.3
rkm05 | 37.9 | 53.8
pghO1 | 50.4 | 63.6

\ mean \ 52.2\ 65.4\

Table 7.4. Context-independent word recognition rate on the
speaker-dependent DARPA Resource Management (RM) database,
no grammar, discrete features.

7.7.2 Results

Frameclassificatiorresults asreportedn the previous chaptershavedstatis-
tically significantimprovementfor all RM spealkrs. Table7.4 shavs theword

recognitionrate (100%- errorrate,whereerrorsincludeinsertionsdeletions,
andsubstitutionsjor the 100testsentences-or the MLE casegmissiorprob-

abilities werecomputedoy assumingndependencbetweerthe four features
andmultiplying probabilitiesderived from relatve frequeng overthetraining

set. The MLP, which incorporated framesof context, provided significant
improvement(p < .001)for every individual case,aswell asfor the pooled
data. Thus,the MLP-basedmethodsconsistentlyshav measurablémprove-

mentover the simplerestimationtechnique.

7.7.3 Discussionand Extensions

Theseresults(all obtainedwith no languagemodel,i.e., with a perpleity of
1,000for a 1,000word vocalulary) shav someof theimprovementfor MLPs
over corventionalHMMs which one might expectfrom the improved frame
level results. MLPs cansometimeanale betterframe level discriminations
thansimplestatisticalclassifiersdo, becaus¢hey caneasilyincorporatemulti-
ple sourcef evidence(multiple frames,multiple features)which is difficult
to do in HMMs without major simplifying assumptionsin generaltherela-
tion betweertheMLP andMLE wordrecognitionis morecomple, becausef
interdependencavertime of theinputfeatures Partof thedifficulty with good
recognitionin theseexperimentanay have beendueto our choiceof discrete,
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vectorquantizedfeatures,for which no metric is definedover the prototype
space.In the next chapteyrit will be shavn thatit is possibleto improve per
formanceby usingcontinuoudeaturesge.g.,mel cepstraor cepstraderived by
Perceptual.inear Predictive (PLP) analysis[Hermansl, 1990a;Morgan et
al., 1991]. We have alsoappliedthe standardRM wordpairgrammar(perple-
ity 60). Usingthesetechniqueswe wereableto reduceword errorto 4% for
speakr-dependenRM testsets;morerecently usingbettersystemsye have
beenableto do this well on speakrindependrt recognition(to be described
next chapter). It nov appearghatthe probabilitiesestimatedoy MLPs may
offer improved word recognitionthroughthe incorporationof contet in the
estimationof emissionprobabilities Furthermoretheresultspresentedere
shaw the effectivenesf Viterbi segmentationn labelingtraining datafor an
MLP. This resultremoved anapparenhandicapof MLP use,therequirement
for hand-labeledpeech.

As notedpreviously, ourbestdiscreteHMM resultswereobtainedusingan
MLP with no hiddenlayer This suggestshat,for the caseof asingleVQ fea-
ture,asingleperceptrormodelis rich enoughfor the probabilisticestimation.
This network canalsobetrainedmoreeasilythannetworks with oneor more
hiddenlayers,particularlywhenanentropy criterionis used.However, MLPs
using continuousinputs (seeChapter8) requireda large hiddenlayer (512-
1,024 units) and, consequentlywere impracticalto train on standardwork-
stationsbecausef the excessie computationtime requirement.Chapterll
will discussthe developmentof computationalcapabilitiesto supportthese
requirements.

7.8 Discriminative Training and Priors

As explainedin theprevioussection peforeusingtheoutputvaluesof theMLP
asprobabilitiesfor HMMs, it is necessario divide themby therespeciie prior
classprobabilitiesp(gy ) to getscaledikelihoods;theseprior probabilitiesare
estimatedon the training datasimply by countingthe numberof timeseach
classqi, K =1,..., K, appearsn thetrainingset.

While thisgenerallydegradecclassificatiorperformanceattheframelevel,
we obsered it to be very importantin orderto getacceptablgerformanceat
theword level. Sinceit hasbeenshavn that,in theory thetrainingandrecog-
nition proceduresisedin standardHMMs remainvalid for posteriomprobabil-
ities onemightwonderwhy, in practice,t is necessaryo remove the effect of
the priorsfor recognition.

This might be explained by a mismatchbetweenthe prior probabilities
givenby the training dataandthe prior probabilitiesimposedby thetopology
of the Markov models.In fact,oncethe HMM topology (includingtransition

8\While the MLP caseuseda context inputof 9 framesandthe ML did not, we notethatthe
MLE casedid usedeltafeatureghatwereactuallycalculatedover 9 frames.
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probabilities)is chosenthe prior probabilitiesarealsofixed. For instance jf
classegy represenphonemesprior probabilitiesp(g)’s arefixedwhenword
modelsaredefinedasparticularsequencesf phonemenodels,.e., particular
HMM topologies.This discussiorcanbe extendedto differentlevels of pro-
cessing:for instance|f g, standsfor sub-phonemistatesandif recognition
is driven by alanguagemodel, prior probabilitiesp(g) arefixed by (andcan
be calculatedrom) the phonemicHMMs, the word HMMs andthe language
model. Of coursetheidealsolutionwould beto infer thetopologyof all these
modelsdirectly from thetrainingdata,by usinga discriminantcriterionwhich
implicitly containsthe prior probabilities. In this case,at leastin theory it
would be possibleto startfrom fully connectednodelsandto determineheir
topologyaccordingto the priorsobsered on the training data. Unfortunately
this resultsin a hugeamountof parametershatwould requirean unrealistic
amountof training datato estimatehemsignificantly This problemwasalso
raisedin [Paul etal., 1991]in theframevork of languagemodels.

Sincethe ideal theoreticalsolutionis not accessiblen practice,it is usu-
ally betterto getrid of the poor estimateof the prior probabilitiesasgiven by
the actualtraining dataandto replaceour lack of training databy “a prior’
phonologicalor syntacticalkknowledge. This conclusionappliesto discrimi-
nantcriteriain generalandto neuralnetworksin particular

7.9 Summary

In this chapterwe presenteca nev HMM formalism (discriminantHMMs)
that canusediscriminantlocal probabilitiesgeneratedby MLPs. Several ar
chitecturesvith theirrespectre advantagesndproblemshave beendiscussed.
Despitethe simplicity of the theory we learnedthatit wastricky to properly
interface MLPs andHMMs. Although discriminantHMMs shouldtheoreti-
cally leadto betterperformanceandhasindeedbeenshavn improving frame
performanceit initially hurtword recognition.Thereasongor this have been
discussedandanalternatve approacthasbeenpresentedhatestimatescaled
likelihoodsfrom MLP outputswhenthe MLP is presentedavith alocalacoustic
contet. Evenin this case severalmodificationsof thebasicschemewverenec-
essary(i.e.,cross-alidation,increasedavordtransitioncostsandsegmentation
of trainingdata)to getthe expectedmprovements.

The experimentalresultsthathave beenpresentediereshav someof the
improvementfor MLPs over corventionalHMMs thatonemight expectfrom
the frame level results. MLPs can malke betterframe level discriminations
thansimplestatisticalclassifierspecausehey caneasilyincorporatemultiple
sourcef evidence(multiple frames,multiple features)which is difficult to
do in HMMs without major simplifying assumptions.However, the relation
betweenthe MLP and MLE word recognitionis more comple, becauseof
interdependencever time of the input features. Part of the difficulty with
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goodrecognitionmay alsobe dueto our choiceof discrete vectorquantized
featuresfor which no metricis definedover the prototypespace Thefeatures
we have beenusingwerechoserfor their effectivenessn HMM systemsand

differentcombinationsmay prove to be betterfor MLP inputs. In particular

we would expectthatfeaturecombinationghathave notbeernvectorquantized
shouldhave moreusefuldependenciefbothwithin-frameandover time) that
the MLP may be ableto learnandexploit. Despitetheselimitations, it now

appearghat the probabilitiesestimatedoy MLPs may offer improved word

recognitionthroughtheincorporationof context in the estimationof emission
probabilities.

As notedearlier for this caseof discreteinputs,our bestresultswereob-
tainedusingan MLP with no hiddenlayer This suggestshat, for the caseof
a singleVQ feature,a single perceptronrmodelis rich enoughfor the proba-
bilistic estimation.This network canalsobetrainedmoreeasilythannetworks
with oneor morehiddenlayers,particularlywhenanentrogy criterionis used.

Furthermorethe effectivenesof Viterbi sggmentatiorin labelingtraining
datafor anMLP hasbeenshown. Thisresultappeardo remove amajorhand-
icapof MLP use,i.e., therequiremenfor hand-labeledpeechandallows us
to handlemorecomplex HMMs.



Chapter 8

EXPERIMENT AL SYSTEMS

Nothingis inventedand perfectedat the sametime
— Latin Proverb—

The work presentedn this chapter(and indeed,someof the writing as
well) hasbeendonein collaborationwith othermembersof the Realization
groupat ICSI (in Berkeley, CA), (andmorepatrticularly ChuckWooters,Phil
Kohn, and Stere Renals,currentlyat Cambridge) Hynek Hermanslk of US
WestAdvancedTechnologiegDenver, CO), andmorerecentlywith Michael
CohenHoracioFranco,andVictor Abrashof SRI (Stanford,CA). Theresults
of this continuingwork arepresentedhereto shav thatthe hybrid HMM/MLP
approacttanimprove state-of-the-afargevocatulary, continuouspeechecog-
nition systems.

8.1 Intr oduction

In thepreviouschapterwe have described phoneméasedspeakr-dependen
continuousspeechrecognitionsystemembeddingthe Multilayer Perceptron
(MLP) into a HiddenMarkov Model (HMM). In this approachthe outputsof
anMLP with contetual inputsareusedasemissionprobabilitiesin anHMM
recognizer

Layerednetworks suchas MLPs canbe usedasjoint probability density
estimatorsproviding a smoothednterpolationover multiple inputs. A pos-
sible adwvantageof the MLP over more corventionaldensityestimatess that
theformerassumeseithera particularparametridorm of the probabilityden-
sity, nor independencef the sourcesf evidenceaboutthe speeciclass. As
describedn the previous chapter our early experimentswith this technique
wererestrictedo speakrdependentasks andusedmultiple framesof vector
guantizednel cepstrafeaturesasinputsto the net. We have shavn thatMLP
probability estimateyield betterrecognitionperformancehandiscretdik eli-
hoodsderied from the countsof vectorindicesfor eachphonelabel. When

153
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continuousinput featuresare used,we expectmoressignificantdependencies
betweenfeaturesthanin the discretecase;if thisis true,an MLP adwantage
over corventionaldensityestimateshouldbeyet moreobvious.

Further whenthe MLP usesseveralneighboringanalysisvectorsasits in-
put,it mightincorporatgemporalinformationaboutthegivenspeechsggment
betterthanthe currentstandardf vectorquantizeddeltacepstrum.However,
capturingthetemporalaspecbf speechy usingamulti-frameMLP inputhas
its dravbackstoo: it increaseshe size of the netandthereforealsothe num-
berof parametershe MLP needsto estimatefrom finite training data. Thus,
givenafixedamountof trainingdata,the power of the MLP to utilize thetem-
poral information from the multi-frame input is limited. If we could find a
succinctinput speectrepresentatiomwhich sufiiciently describeshetemporal
informationfor a given speechsegment,the MLP could be madesmallerand
computationallymoreefficient.

In Section8.2, we extendthehybrid recognitionsystemin severalways:

1. Continuousnputfeaturegatherthandiscretevectorquantizednesare
used.

2. A speechrepresentatiowhichhasbeenshavn to beeffective in preserv-
ing linguistic  information  while  suppressing speakr
dependenvariations,the Perceptualinear Prediction(PLP) analysis
techniqugHermansk, 1990a],is applied.

3. Theuseof dynamicspectralfeaturegFurui, 1986] asadditionalinputs
for our neuralnetwork estimatorgs investigated.The dynamicspectral
featuresareestimatedisaweightedcombinationof cepstrakoeficients
from severalneighboringframes.Whenthe MLP is presentedvith sev-
eralanalysisframesatatime, it couldin principle comeup with a sim-
ilar or evenbetterweightingscheme Therefore we arealsocomparing
performancef the network usingthe estimateddynamicfeaturedo the
performancef the netwith multiple-frameinput of staticfeatures.

4. Besideghe speakr-dependenexperimentswith the DARPA Resource
Management (RM) database, we also experiment with
TIMIT (aspeakrindependet continuousspeechdatabase).

The systemsnto which we have previously integratedconnectionisprob-
ability estimatorsverevery simple: contet-independetfphonemodels single
densitymodels(with durationmodeling)andsinglepronunciation®f eachvo-
cahularyitem. In Section8.3we describeheintegrationof connectionisprob-
ability estimatordnto a large speakrindepenént HMM continuousspeech
recognitionsystem,SRI's DECIPHER[Cohenet al., 1990]. DECIPHERIs
a much richer systemthan the previous baselinesystemswe have used. It
includesmultiple probabilisticword pronunciationscross-vard phonologi-
calandacoustiomodeling,context-dependenphonemodels andmodelswith
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multiple densities.We will alsoquickly describethe recentformsof our own
recognizerY0,! a simplersystemthat useda single pronunciationper word
andasingledensityperphone.

8.2 Experimentson RM and TIMIT

8.2.1 Methods

As in the experimentsreportedin the previous chapter we did our develop-
mentwork usingthetraining sentencefrom the speakr-dependenportion of
the RM databaselnitially, we used400 sentencefor training, 100for cross-
validation[Morganet al., 1990a]to determinethe right amountof the MLP
training,andafinal 100for recognition.A transcriptiorfor eachsentencevas
derived from the mostlikely pronunciations.In our discrete-featurexperi-
mentswe usedSRI's vectorquantizedfeaturegMurveit & Weintraub,1988]
andinitialized a Viterbi algorithmby a segmentatiorobtainedrom anaverage
length of eachphonemen the phonetictranscription. Relatve frequeng of
co-occurrencesf codebookindicesand phoneticlabelswasthenusedto es-
timatethe emissionprobabilities. The Viterbi searchwasthenusediteratively
to generatea framere-labeling. This is the samesegmentationprocedureas
usedin the previouschapter

For the speakrindependenTIMIT experimentswe useda subsetof the
TIMIT databasesonsistingof 190 spealers, uttering5 (SX) sentencegach.
Thesewerefurtherdividedinto atrainingset(152speakrs),andatestset(38
spealers)? Eachgroupwasroughlybalancedo matchthe TIMIT overall bal-
ancefor genderandfor regional dialects. The hand-markd TIMIT segments
(ratherthanthe averagedohonemdengthsusedin the speakrdependenex-
periment)wereusedfor theinitial segmentation.

Besidesthe vectorquantizedmel-cepstrafeaturesthe PLP cepstralvec-
tors were usedas input features. Essentially PLP featuresare the cepstral
coeficientsof theautorgressie all-pole modelof theauditory-like spectrum,
wherethe latter is a critical bandintegratedpower spectrumwith an equal-
loudnesspre-emphasianda cubic root nonlinearityto simulatethe auditory
intensity-loudnesselation® Thesevalueswere calculatedrom a Hamming-
windowed 20 msecframe calculatedevery 10 msec.In the following experi-
ments,we chosethe PLP featuresbecausehey area succinctrepresentation
of thelinguistically relevant portion of the speectsignal[Hermansk, 1990a].
Typically we usethefirst 6 cepstralcoeficients of the 5th order PLP model

PronouncedWhy nought:

2Giventhe high perpleity of this spealer-independentiataset(about2000for the TIMIT
segmentused) this wasundoubtedhyaninsuficient training set.

3The main differencebetweerthe mel cepstrumandthe PLP cepstrumis in the methodof
spectrakmoothingwhich is doneby cepstraktruncationin the mel caseandby autorgressve
modelingin PLP.
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(log gainof the modelincluded)for the speakr-independenexperimentsand
we usethe first 13 cepstralcoeficients of the 12th order PLP modelin the
speakr-dependenexperiments.Suchsmallvectorspermitusto uselarge hid-
denlayerswithout excessie requirementsn the overall sizeof the MLP (and
onthenumberof its free parameters}.

For training of the network, eachof the PLP cepstrakcoeficientswasnor
malizedfor zeromeanandunity varianceacrossll classesThenormalization
constantsare currently saved for usein recognition; however, our real-time
(on-line)recognizersypically requiresomeadditionalkind of normalizatior?

In additionto staticPLP featureswe testedthe utility of severaldynamic
features.In particular we tried estimatef the coeficient’s slopeandcurva-
ture[Furui, 1986;Hanson& Applebaum,1990](1stand2ndtemporalderiva-
tives). Following [Furui, 1986], the temporalderiative was estimatedas a
linear regressionline throughthe 9 neighboringframes(a 5 frame window
alsoyielded almostidentical results),which is equivalentto a summationof
thoseframesunderatriangularlike odd-symmetridutterflywindow. The2nd
temporalderivative estimatds thenequialentto a summatiorof neighboring
framesundera paraboliceven-symmetriavindow.

After someinitial experimentationye useda 1024 unit hiddenlayerMLP
in all experimentswith thecontinuousPLPfeaturesin thecaseof theVQ dis-
cretefeatureswe have usedan MLP with no hiddenlayer, which yieldedthe
bestresultsin our previous discrete-featurexperiments.n all casesthe out-
putscorrespondo DARPA phoneg61for RM, 64for TIMIT). Testswererun
with a singleframe’s featurevectorasinput to the network, andsubsequently
with a multi-frameinput of 9 featurevectorsfrom the temporalcontext of the
currentframe. As before trainingwasdoneby anerrorback-propagatioalgo-
rithm usinganentropy criterionanda cross-alidationapproacho adaptvely
setthelearningconstaneandto determinevhento stoptraining. Performance
was insensitve to the exact valuesof the initial learningconstantfor these
experiments.

Thetrainedsystemsaverethentestedon thefinal 100 sentencesf the RM
databasdspealker dtd), or on 190 testsentence$rom our TIMIT subset(38
maleandfemalespealkrs). In eachcasethe recognizeusedthe Viterbi algo-
rithm to determinghe sequencef single-densityphonemamnodelsfor which
theobseredfeaturesveremostlikely. Within-word transitionswvererestricted
to self-loopsandmovesto the next statein a phoneor word model. Thelatter
wasjust a concatenatiorof phonemodels;no state-skippingvas permitted.
Transitionprobabilitiesbetweenstateswere assumedo be equallylikely for
all within-word cases. A new-word transitionprobability that performedbest

“In later experimentswith more training dataand fairly uniform spealers and recording
conditions,we found thatwe could benefitfrom PLP ordersrangingfrom 8 to 12, evenin the
speakrindependentase.

SAt ICSI, we usethe RASTA filtering approachwhich doesakind of on-line normalization
of thefeature§Hermansly etal, 1991].
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melcepvVQ PLP PLP PLP
TYPE | (4 codebooks) +slope  +slope
+cunature
FR1 51.2 515 66.3 69.1
FR9 67.9 69.8 724 72.6
WR 1 47.6 50.1 63.0 67.1
WR9 63.5 65.2 70.7 70.1

Table8.1: Phonetic classification rate at the frame level and word recog-
nition accuracies of the HMM/MLP approach on speaker dtd05 of the
speaker-dependent RM database. FR and WR respectively stand for
frame and word classification rate while the next digit (1 or 9) stands for
the number of frames used at the input of the MLP.

for thefirst 30 sentencesf the cross-alidationsetwasused.
For comparisonin the caseof TIMIT, a Maximum Likelihood classifier
wastrainedusinga full-covarianceGaussiarfor eachphonemeamodel.

8.2.2 RecognitionResults

The MLP resultsaretakulatedin Tables8.1 and8.2. Thesetablesshouldbe
examinedwith someknowledgeof thesignificanceof smallvariationsin frame
or word accurag. Resultsweretalulatedfrom testsetsof 37,901and62,693
framesfor RM and TIMIT, respecttely. The word recognitionscoreswere
basedn914and1457wordsfor thetwo caseslUsinganormalapproximation
to abinomialdistribution to representandomvariationin classificatiorscores,
a reasonableriterion of “difference”betweenmethodscan be shavn to be
about.5% at the frame level and about3% at the word level. Thus, results
much closerthantheseshouldbe consideredoughly equvalent, andresults
furtherapartreflecta significantdifferencebetweermethods.

For the casesshawn, thereis a clearupward progressionn recognition
accurag from the Mel cepstralVQ discretefeaturesthroughthe staticcon-
tinuousPLPfeaturedo thefull continuousPLP featureset,which includesall
the staticfeaturesthe slopeandthe cunature.

Adding onelevel of the dynamicfeatureqe.g.,goingfrom only the static
featuresto the featureswhich include the slope, or addingthe curvature to
the setof staticand slopefeatures)never helpsas muchasusing the multi-
frameinput of the lowerlevel features. However, the one-framedataof the
full setof the static, slopeand curvaturefeaturesyields essentiallythe same
performancesthemulti-frameinput of the staticfeatures.Thiscanbeviewed
in 2ways: 1) givenfirstandsecondlerivatives,no moreinformationis needed
from the 9 framesof contet, or 2) from the staticdataalone,the network can
computeits own functionsthat are just asgoodasthe deriatives. Still, the
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Perpleity =998 | Perpleity =60
spealkr MLP MLP
jws04 16.1 4.1
bef03 29.0 7.6
cmr02 18.6 4.1
dtb03 17.7 3.2
das12 10.5 1.8
ers07 25.0 4.9
dms04 11.9 1.6
tab07 134 2.3
hxs06 15.1 3.0
rkm05 30.8 8.6
pgh01 14.7 2.6

\ dtd05 \ 17.0 \ 3.8 \
| mean | 18.3 \ 4.0 |

Table8.2: Context-independent word error rates, RM, continuous PLP
features.

bestperformances obtainedfrom the multi-frameinput of the full setof all
staticanddynamicfeatures.

Sincethe experimentdescribedabore, we have appliedthe standardRM
wordpairgrammar(perpleity 60). Additionally, we have improved our train-
ing somevhatby usingrandompatternpresentationpre-settingof unit biases
to negative values(log priorsfor the outputunits), anda softmaxfunction at
theoutputlayer

Usingthesetechniqueswe have achieved an averagescoreof 4.0%error
for the wordpairgrammarcase,and 18.3%error without a grammar These
scoresshavn in Table8.2, wereachieved for 1200RM developmentsetsen-
tenceg(100 per speakr) thatweretaken from the 1990NIST CD, andusing
a singlearbitrary choicefor the word transitionpenalty(10~%). Following a
smallamountof optimizationof this parameternwve testedonthe300Feb1991
speakr-dependenevaluationsentence$25 per spealkr) and got a scoreof
4.1%error for the wordpairgrammarcase,and 19.1%error without a gram-
mar. Theseresultsarecomparabléo thoseof thesitesthatreportedonthistest
setin the Feb1991DARPA evaluation.

For the single-framecasef TIMIT, Table8.3 alsoshaws in bracletsthe
resultsof thecorventionalstatisticaklassifierdmaximumlik elihoodGaussian
with afull covariancematrix for theword recognition andincorporatingprior
phonemeprobabilitiesfor the frame level recognition). At the frame level,
theMLP is alwayssignificantlymoreaccuratehanthe Gaussianalthoughthe
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TYPE | melcepVQ PLP PLP PLP
(4 codebooks) +slope +slope
+cunature
F1 39.5 34.6(33.6) 44.3(39.2) 49.1(43.3)
F9 48.0 50.9 53.8 54.8
Wi 7.3 12.1(10.9) 22.2(16.5) 25.1(18.6)
w9 14.0 26.0 28.1 27.9

Table 8.3: Recognition accuracies of the HMM/MLP-based classifica-
tion for the speaker-independent TIMIT database. F and W respec-
tively stand for frame and word classification while the next digit (1 or 9)
stands for the number of frames used at the input of the MLP. Accura-
cies of the Gaussian classifier, when available, are given in brackets.

differenceis small for the staticfeaturesonly. At the word level, thisis also
true for featurevectorsthatincludethe dervatives. Theseresultsindicatethe
non-Gaussiarcharacterof the augmentedeaturevectors. As expected,the
featuresetswhich do betterin the cornventionalclassifiersalsodo betterin the
MLP classification.Thissupportgheintuition thatfeatureselectioris notonly
importantfor corventionalpatternclassificationput for MLPs aswell.

Theresultsof Table 8.3 were producedat an early stageof the develop-
mentof our system particularlythe spealkr-independet tasks.They wereall
obtainedwith no explicit languagemodel,i.e., a perpleity of 2200for our
subsebf TIMIT. For the speakrdependenRM casewe achieved a perfor
mancethat was significantly betterthan our bestdiscreteinput score,even
whenthecunatureis notused.A preliminaryexperimentwith the continuous
mel-cepstrall2 features{plus power, andthe slopesfor thesel2 features)on
theTIMIT subsegave ascoreof 52.7%attheframelevel (usingamulti-frame
input), whichis slightly lower thanthescoreshavn in thetablefor PLP-5plus
slopeq53.8%).At thewordlevel, thesdeatureyieldedanaccurag of 28.3%,
which is not significantlybetterthantheresultfor the PLP-5plus slopescase
(28.1%).Both of thesecasesaswell astheVQ caserequiretheestimationof
a fairly similar numberof parameter$170,000- 300,000),althoughthe PLP
caseis nearthe bottomof this range. Theseresultssuggesthattheimprove-
mentsover mel cepstraNMQ resultsareprobablydueto the useof continuous
inputsfor the MLP. They alsoshaw that, for the speakrindependst TIMIT
subsetthe PLP-5is atleastasgoodasthelargermel cepstralector A similar
resultfor theRM spealkr yieldedframeandword scoresof 72.5%and67.9%,
respecirely. Thelatterscoreis somavhatsmallerthanthe correspondind’LP
+ slopescase.

For bothtasks we seethe benefitof the continuousPLPfeaturesandtheir
temporaldervatives. For the TIMIT casethough,we have no clearcompar
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ison to previous work at other sites. However, for the speakrindepenent
RM task,Lee[Lee, 1989]reported25.8%word accurag on his baselinesys-
temand40.1%accurag on a later versionof his systemwhich includedthe
cepstraldervative andfrequeng-axis warpingin the analysis but which still

usedonly contet-independeinphonemodels(asin our system).Giventhathis
training setwasmorethan5 timeslarger thanoursandthat his taskhadless
thanhalftheperpleity of ourexperimentwe considereaur28%wordrecog-
nition rate quite encouraging We thenappliedthesetechniqueso a speakr-

independentask with more widespreackvaluationon standardestsets,the
ResourceManagementask(seeSection8.3).

8.2.3 Discussion

We may make a numberof qualitatve conclusionshasedon the quantitatve
resultsof thesepilot experiments:

¢ The dynamicfeaturethat estimateghe instantaneousemporalderiva-
tive of thecepstrakoeficients(slope)improvesbothwordandphoneme
level performancesignificantly Thecurvature,while providing lessim-
provementthanthe slope,clearlyimprovesthe performancdurtherfor
the 1-framecase.Theseeffectscanbe seerfor bothMLP andGaussian
casessothattheresultis notrestrictecto a particularclassifiertype.

e Giventhe whole 9-framecontet, the net always performsbetterthan
whengivenonly 1-frameinput of the samefeatures.

e Giventhe whole 9-framecontet, the net always performsbetterthan
whengiven only 1-frameinput of the samefeaturesappendedvith the
vector of the one stephigherlevel temporaldynamicfeatures(e.g., 9
framesof PLP arebetterthanl frameof PLP plusslope).

e However, the 1-framecombinationof the staticPLP, the slopeandthe
curvaturefeaturesperformsroughly aswell asthe multi-frameinput of
the staticfeatures.This finding canbe usedwith advantagen reducing
the MLP computationatequirements.

¢ Theverybestperformances achieved usinga 9-framecontext window
of staticandall dynamicfeatures.Furtherexperimentsareneedechere
to determinewhetherthisis merelydueto theeffectively largeranalysis
window usedin the computatiorof the 9 framesof derwvatives.

e The MLP performsbetterthana Gaussiarclassifierthatusesa full co-
variancematrix perphone particularlywhendynamicfeaturesaugment
the static ones. This indicatesthat the extendedfeaturevector hasa
non-Gaussiamultivariatedistribution.
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e The continuousPLP featuresgive a better performancethan discrete
(vectorquantizedmel cepstrafeaturesin fact, Tables8.1and8.2shav
that PLP with no temporalderivatives doesat leastaswell asvector
gquantizedmel cepstrumincluding the derivatives. Initial testssuggest
thatthisis largely dueto thelack of quantizationn the continuoudea-
tures,althoughthe pilot studydiscussedh the previoussectionsuggests
thatthe PLP resultsare someavhat betterthanthe mel cepstralonesfor
the framelevel on TIMIT, andtheword level for the RM spealer. Fur
therexperimentsjn particularwith modelorder arerequiredto explore
thesedifferencesnorefully.

Theseresultswere achiered at a cost of over 100 TeraFLOPSs. Sucha
computationwould have taken several yearson a SparcStatiorl+, andwas
possibleasa seriesof sporadicovernightrunsbecausef a fast, parallelnet-
work training machine the RAP [Morganetal., 1990b;Morganet al., 1992]
(seeChapterll).

8.3 Integrating the MLP into DECIPHER

Thespeakrindependst recognitionexperimentof the previoussectionwere
instructive, but did not emplo/ a languagemodel or have enoughtraining
datato yield goodperformance Additionally, the systemsnto which we had
previously integratedconnectionistprobability estimatorswere very simple:
contet-independeinphonemodels singledensitymodels(with durationmod-
eling) andsingle pronunciation®f eachvocalulary item. Our next stepwas
to integrateconnectionisprobability estimatorsnto alarge HMM continuous
speechrecognitionsystem,SRI's DECIPHER[Cohenet al., 1990]. DECI-
PHERIis amuchrichersystenthanthepreviousbaselinesystemave hadused.
It includesmultiple probabilisticword pronunciationsg¢ross-vord phonologi-
calandacoustiomodeling,context-dependenphonemodels,andmodelswith
multiple densities.

Word modelsarerepresentea@s probabilisticnetworks of phonemodels,
specifyingmultiple pronunciations.Thesenetworks aregeneratedy the ap-
plication of phonologicalrulesto baseformpronunciationgor eachword. In
orderto limit the numberof parametershat mustbe estimated phonologi-
cal rules are chosenbasedon measure®f coverageand overcorerageof a
databasef pronunciationsThis resultsin networks which maximizethe cov-
erageof obseredpronunciationsvhile minimizing network size.Probabilities
of pronunciationsare estimatedoy the forward-backvard algorithm, after ty-
ing togetherinstancesof the samephonologicalprocessin differentwords.
Phonologicafulescanbe specifiedto applyacrosswvords,addinginitial or fi-
nal arcswhich areconstrainedo connectonly to arcsfulfilling the contet of
therule [Cohen,1989;Cohenetal., 1990].
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Contt-dependenphonemodelsinclude word-specificphone,triphone,
generalizedriphone,cross-vord triphone(constrainedo connecto appropri-
atecontets), andleft andright biphone(andgeneralizediphone).All these
modelsare smoothedtogether along with contet independenimodels, us-
ing the deletedinterpolationalgorithm. Most phonemodelshave threestates,
eachstatehaving a self transitionand a transitionto the following state. A
smallnumberof phonemodelshave two statesto allow for shortrealizations.

In additionto the DECIPHER integration, we have also beengradually
improving ourin-housesystem,Y0. Thisusesamuchsimplermodel,typically
incorporatinga singledensityperphoneanda singlepronunciatiorperword.

8.3.1 Coming Full Circle: RM Experiments

As notedearlier our initial failure to integrate HMM and MLP approaches
wasnotedin experimentswith thespealkrindependet DARPA RM database.
For several yearswe restrictedour efforts to speakr-dependenrecognition
while we learnedthe “tricks of thetrade”. By 1991we werereadyto return
to the original task. The RM databaseiseda vocatulary of 998 wordsandno
grammarperpleity = 998)or aword pairgrammarperpleity = 60). Wealso
collaboratedvith SRIInternationabnthiswork, in particularby incorporating
featuredrom theirHMM recognizemsdescribedelow.

For theseexperimentsa 12thordermel cepstrunfront endwasused® pro-
ducing 26 coeficientsper frame: enegy, 12 cepstralcoeficientsandderia-
tivesof eachstaticfeaturecomputedver a4-framewindow. Theinputsto the
MLP consistedf the currentframewith 4 frameseachof left andright con-
text, totalingafeaturevectorlengthof 234. The MLPs thatwe usedcontained
512 hiddenunits (a numberdeterminedy empiricalexperimentstrading off
representationgbower with computation)and 69 output units (correspond-
ing to 69 monophoneateyories),giving a total of around150,000weights’
Stochastigradientdescentrainingtypically requiredabout10 passeshrough
the training databasef 1.3 million frames® This requirediessthan24 hours
computatiortime, usinga 5-boardRAP.

To train an MLP we requireda bootstrapmodelto producetime-aligned
phoneticlabels. In this casewe usedthe contet-independet DECIPHER
systemto performthe forced alignmentbetweenthe training dataand word
sequence.

The baselineDECIPHER systemmodeledthe outputdistributions using
tied Gaussiamixtures. Training usedthe forward-backvard algorithmto op-

®Despitesuccesvith PLP, mel cepstrawere usedherefor comparisorwith otherresults
from the SRIteam.

"Ourmorereceniexperimentshave all beendonewith 1000hiddenunits,resultingin around
300,000weights.SRI's context-dependenhetworks have hadup to 1.5 million weights.

8Recenimprovementsin our training have reducedhis to 5 passesvhile actuallyreducing
therecognitionerrors.
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timize amaximumlik elihoodcriterion.

We usediwo setsof testsentencefor evaluation.A 300sentence&evelop-
mentset(theJunel988RM speakr-independet testset)wasusedto tunethe
HMM recognitionparameterssuchastheword transitionpenalty Theresults
reportedherewere obtainedfrom a 600 sentenceestset(the February1989
andOctoberl989RM speakr-independast testsets);no tuningof parameters
wasperformedusingthis set.

8.3.2 Context-independentModels

We first experimentedusingcontet-independeninodels.A baselinecontext-
independenDECIPHERsystemincorporatedmultiple pronunciations¢ross-
word phonologicalmodeling,etc., but hadonly 69 of the two- or three-state
phonemodels(200distributionsin all).

The baselineconnectionissystem(Y0) had 69 singledistribution phone
models;the lexicon consistedf a single pronunciationfor eachword. Each
phonemodelwasalleft-to-rightmodel(with self-loops)with N/2 stateswhere
N wasthe averagedurationof the phone.Transitionprobabilitieswereall tied
to be 0.5. The connectionisprobability estimatorwasintegratedinto DECI-
PHERIn two ways:

¢ DECIPHERalignmentswvereusedfor training,andthe single-bespro-
nunciationsfrom DECIPHERwere usedin recognition,but otherwise
the simplified HMM describedabore wasusedwith no further DECI-
PHERintegration.

e The MLP probability estimatorwas usedfor a simplified form of DE-
CIPHER:.In thisapproachtheusual2,3-stateDECIPHERmModelswere
used,but eachmodel had only a single output distribution (from the
MLP). Thusthe 2 or 3 statesin a model shareda distribution. The
maximumlik elihood transitionprobabilities(which basicallyencoded
durationinformation) were retained. Additional potentially significant
contrikutionsto therecognitionprocessvere multiple word pronuncia-
tionsandcross-verd phonologicaimodels.

Resultsfor thesecontet-independensystemsare shovn in Table 8.4.
Thereareseveralnotableaspectdo theseresults:

e The MLP systemusing simple pronunciationsand single distribution
phonemodelshasa lower error rate thanthe contet-independenDE-
CIPHER system,which usesmultiple pronunciationsand cross-verd
phonologicaimodeling.

¢ Incorporatingthe MLP estimatorinto the context-independenDECI-
PHERsystenresultsin still betterperformanceloweringthe errorrate
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% error

Perpleity

Parameters 998 | 60

YO0 Baseline 155,717 | 36.1| 12.8

CI-DECIPHER 125,769 | 44.7| 14.0
CI-MLP-DECIPHER| 155,717 | 30.1| 7.8

Table 8.4: Results using 69 context-independent phone models. The
baseline MLP system YO uses 69 single distribution models with a sin-
gle pronunciation for each word in the vocabulary. The DECIPHER
system also uses 69 phone models, each with two or three states 200
independent distributions in total. The MLP-DECIPHER system uses
DECIPHER’s multiple pronunciation and cross-word modeling.

substantiallyfrom 12.8%to 7.8%?

Sincethis experiment,furtherwork with SRI[Cohenetal., 1992] hasled
to significantlyimproved scoreson this task,incorporatingmproved training
andlarger hiddenlayers(typically 20-30%fewer errors,relatively speaking,
thanwe describan thetable). Additional experimentsn whichthe MLP prob-
ability estimatesveresmoothedvith the probabilitiesfrom themorecomple
context-dependentersionof DECIPHER shaved significantimprovements
over eithersystemalone. In onerecentDARPA evaluation,this combination
actually was the best-performingsystemof ary that had beentestedon the
Februaryl991testset(by asmallmamgin).

Aswith theearlierexperimentsthiswork shavedthatcontect-independet
MLP probability estimatorscould performsurprisinglywell. However, what
remainedio be answereds whethermore detailedphoneticmodels(e.g.,in-
corporatingcontext) could still benefitfrom this approach.The next chapter
will addresshetheoreticalissuesf this problem,andwill reportsomerecent
work with SRIthatconfirmstheviability of thegenerakpproach.

8.4 Summary

In this chapterwe have extendedandtestedour basichybrid HMM/MLP ap-
proachin two ways:

1. Using continuousacousticvectorsanddynamicfeatures(Section8.2).
As for standardHMMs, this significantlyimprovesperformanceMore-

°®Recenimprovementso YO alsoimprovedthe 12.8%to 7.1%,despitearelianceon single
pronunciationgnda singledensityper phone.This recentwork wasdoneaspartof a collabo-
rationbetweertheauthorsandCambridgdJniversityresearcher$ony Robinson Steve Renals,
andMike Hochbeg. Thebiggestsourceof improvementwasgettingnew peopleto find ourold
bugs.
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over, the resultingHMM/MLP performancéiasbeenbetterthanwhat
wasachiezed with the equivalentHMM system.

2. Integratingour approachin DECIPHER (usingphonememodelsonly),
oneof thebestlargevocahulary, speakrindependentontinuouspeech
recognitionsystemscurrently available (Section8.3). In thefirst case,
we simply replacedthe DECIPHER probabilitiesby the MLP proba-
bilities and we shaved that this led to better performance.However,
since our approachwas limited to phonememodels,the performance
wasnot quiteupto thatof state-of-the-atHMM systemausingcontext-
dependentnodels— however, it hasrecentlybeenshovn to be quite
close, despitethe use of mary fewer parametersand virtually no in-
telligent applicationof speechknowledge. As notedabore, in a sec-
ondexperimentcontt-dependentiMM probabilitiesveremixedwith
contet-independenMLP probabilities, resultingin performancethat
wasactuallybetterthanthatof a comparablestate-of-the-arsystem.

SincethemajorweaknessftheHMM/MLP approactseemso bethelim-
itationto context-independeinphonemanmodels;t is shavn in thenext chapter
how to circumwentthis problemandto useanMLP to estimateprobabilitiesof
thousand®f context-dependeninodels.
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Chapter 9

CONTEXT-DEPENDENT
MLPs

It's a poor sort of memorythat only works badk-
wards.
— Lewis Carroll—

9.1 Intr oduction

Chapters 7 and 8 have shavn the ability of Multilayer Perceptrons
(MLPs)to estimateemissiorprobabilitiesfor HiddenMarkov Models(HMM).
In thesechapterswe have shavn that theseestimateded to improved per
formanceover standardestimationtechniqueswhen a fairly simple HMM
wasused.However, currentstate-of-the-artontinuousspeectrecognizerse-
quireHMMs with greatercompleity, e.g.,multiple densitiegperphoneand/or
context-dependenphonemodels. Will the consistenimprovementwe have
seenin thesetestshewashedutin systemawith moredetailedmodels?
Onedifficulty with more complex modelsis that mary more parameters
mustbe estimatedwith the samelimited amountof data. Brute-forceappli-
cation of our earlier techniqueswould resultin an outputlayer with mary
thousandf units, and a network with mary millions of connections.This
network would beimpracticalto train, bothin termsof computatiorandlearn-
ability, usingcurrent-sizegublic databasesln eachof our earlierstudies,a
simplecontet-independentrainednetwork useda singleoutputunit for each
phone.As describedn the previouschapterfor our recentResourcéManage-
menttests,we used69 of theseunits. Wereoneto considerthe coarticulatory
effectsfrom theright only, this numberwould expandoutto 692, or over4000.
Consideringooth right andleft context, we would require69® units, or about
328,000. With a typical hiddenlayer of 500 units, we would have over 108
connectionswhichis far too mary for a practicalsystem.

167
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Of course HMM researcherbave hadasimilar considerationn reducing
the numberof parametersn their VQ-basedor tied-mixture-basedystems.
The solution hasbeen,in one form or another to use a reducednumberof
context-dependenmodels(typically a few thousand).However, this is still a
large number For instancewith 12,000outputsand1,000hiddenunits,anet-
work would still have over 12 million connectionsywhich makesgoodgener
alizationdifficult for trainingsetsof amillion frames.Evenif enoughtraining
datawereavailable,networks with millions of parameterganbe expectedto
take impracticalamountsof time to train usingback-propagatioapproaches,
evenwith fastspecial-purposmachinesuchasthe RAP (seeChapterll).

In the approactreportedhere,we areableto estimate without arny sim-
plifying assumptiondjkelihoodsfor contet-dependenphoneticmodelswith
netsthatare not substantiallylarger thanour contet-independenMLPs, and
thatrequireonly a smallincreasén computation.

9.2 CDNN: A Context-DependentNeural Network

As describedabore, with a few assumptiongn MLP may be viewed asesti-
matingthe probability p(gx|z,) Wheregy, is a speectclassor anHMM state
€ Q={q,...,qx}, thesetof all possibleHMM statesfrom which phoneme
modelsarebuilt up, andz,, is theinput data(speectfeaturesfor framen. If
thereare K suchclassesthen K outputsarerequiredin the MLP. This proba-
bility maybe consideredcontext-indepenént’ in the sensehatthe left-hand
sideof the conditionalprobability containsno terminvolving the neighboring
phones.

For a contt-dependentnodel, we may wish to estimatethe joint prob-
ability of a currentHMM statewith a particularneighboringphone. Using
C to representhe setof possiblecontexts, we wish to estimatep(gy, ¢;|zy),
wherec; € C = {c1,...,cs}. If thereareJ contet classesthis will require
K x J outputunitsfor anMLP estimator However, if we usethe definitionof
conditionalprobability the desiredexpressiorcanbe broken down asfollows
[Morgan& Bourlard,1992]:

P(ar, cjlzn) = plar|zn)p(cjlar, Tn) (9.1)

Thus, the desiredprobability is the productof the monophoneposterior
probabilityanda new conditional. The former canberealizedwith the usual
monophoneaetwork. ViewinganMLP asanestimatoiof the probabilityof the
left sideof a conditionalgiventheright sideasinput, the seconderm canbe
estimatedy anMLP trainedto generatehe correctcontet classgiveninputs
of thecurrentclassandthe speechnputframe. Thelatternetwork only hasas
mary outputsastherearecontext classes.

Equivalently

p(QkaCj|~Tn) = P(Cj|33n)P(Qk|Cj,3?n) (9.2)
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wherethetwo factorscanbeinterpretedsimilarly.

Let usnow considerthe problemof triphonemodelingin an HMM-based
system. In that case,the main problemlies in the estimationof probabili-
ties like p(xn|qk,c§,c;) Wherecf andc; respectiely representhe left and
right phonemiccontets of stateg,. We shav herehow to getgoodestimates
of theseprobabilitieswith MLPs, taking adwantageof their discriminantand
generalizatiorproperties. In this way, we will extendthe advantagesof our
hybrid HMM/MLP approacthto triphonemodels,aswell asto othercontext-
dependentmodelssuchas“generalized’triphoneqLee, 1989;Lee, 1990].

If onewantsto modeltriphonesa straightforvard approachcould consist
in having K x J x J outputunitsto modelthe K x J x J possiblecontetual
stateprobabilities. However, asnotedabove, sucha solutionis generallynot
reasonablgiven the excessie numberof parameterso estimatein compar
isonwith the (limited) amountof availabletraining data. This is alsoa well
known problemin standarddMM approaches.

9.3 Theoretical Issue

Fromsimplestatisticalrules(the definition of conditionalprobabilityin terms
of joint probability) andwithout ary simplifying assumptionsthe following
relationshold:

(g, <5, clzn) = p(cSlar, ch, n)p(chlar, zn)p(arlza)  (9.3)

and
pak: 5. cp) = p(cSlar, cp)p(chlar)p(ar) (9.4)

During recognition,usingBayess rule, p(zy|gx, cﬁ, cy) canthenbe estimated
as:

p(qk7 Cﬁa c}f |xn)p(‘rn)
p(Qk’ Csa CZ)
p(6’§|9k, C’é, xn)p(cﬂq}ca mn)p(Qk|$n)p(xn)

— 9.
(g, p(c1ae) 2(ar) ©9)

p(xn‘QkacgaCZ) =

If we canestimateall thefactorsappearingn this expressionijt will be possi-
ble to estimatethe probability p(z, |gx, cf-, c;) neededor HMMs without ary
particularsimplifying assumptions.Now, exploiting the conclusionswe de-
rivedfrom thetheoryof our hybridHMM/MLP approactior phonememodels
(i.e.,in classificatiormode,the outputvaluesof the MLP areestimate®f the
posteriomprobabilitiesof the outputclassesonditionedon theinput),it canbe
shavn thatall the probabilitiesappearingn (9.5) canbeestimatedy aneural
network (althoughp(z,,) is ignoredduringrecognition).Indeed:
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. p(Cf-Iq;c,cg,xn) canbe estimatedby the MLP representeéh Figure9.1
(referredto asMLP1) in which the outputunits areassociatedvith the
left phonemesof the triphonesandin which the input field is consti-
tutedby the currentacousticvectorz,, (possiblyextendedto its left and
right contets), the currentstateand the right phoneticcontets in the
triphoneg(which areknown duringtraining).

p(c | &. ¢ X3

!

Output Layer

il

Hidden Layer

st I

r +
Ok C| er]l—((::

Figure9.1: MLP estimatorfor left phoneticcontet, giveninput, currentstate
andright phoneticcontext.

e p(cy|qr, r) canbeestimatedy the MLP representeéh Figure9.2(re-
ferredto as MLP2) in which the output units are associatedvith the
right phonemesndin which theinputfield is constitutedoy the current
acousticvectorz,, (possiblyextendedto its left andright contexts) and
the currentstate(associatedvith z,,).

e p(qgk|zy) is estimatedoy the sameMLP asthe one usedfor modeling
contt-independetnphonemegasdonein the previouschaptersandre-
ferredto as MLP3) wherethe input field containsthe currentacoustic
vectoronly (possiblyextendedo its left andright contets) andthe out-
putunitsareassociatedavith the currentlabels.

. p(c§|qk, cy) canbe estimatedoy an MLP in which the outputunits are
associatedvith the left phoneme®f the triphonesandwherethe input
field representshe currentstateandthe right phonemesThis provides
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Figure9.2: MLP estimatorfor right phoneticcontext, giveninput,andcurrent
state

uswith the a priori probability of observinga particularphonemen the
left partof a triphonegiven particularcurrentstateand right phonetic
context.

e p(cy|qr) canbeestimatedy anMLP in whichtheoutputunitsareasso-
ciatedwith theright phonemes®f thetriphonesandwheretheinputfield
representthecurrentstate.This providesuswith the apriori probability
of observinga particularphonemeon theright sideof a particularstate.
Giventhelimited numberof parameteri this model(i.e., K x J), this
probability canalsobe estimatedy counting(i.e., this doesnotrequire
anetwork).

e p(qx) is the a priori probability of a phonemeasalsousedin the stan-
dardhybrid HMM/MLP phoneticapproachandis simply estimatedoy
countingon thetrainingset(i.e., this alsodoesnot requirea network).

The neuralnetworks representedn Figures9.1 and9.2 are nothing elsebut
standardMLPs with a simplerestrictionon the hiddenlayer topology The
reasorfor thisrestrictionwill beexplainedlateronin Section9.4.

By trainingdifferentneuralnetworksandusingtheir outputactivationval-
uesin (9.5),it is possibleto estimatewithout any particularassumptionsthe
probability p(zy, gk, cﬁ-, cy) thatis requiredfor modelingtriphoneprobabilities



172 CHAPTER9. CONTEXT-DEPENDENTMLPS

to beusedin HMMs. This generalizeso triphonesthe approactdevelopedin
thepreviouschapterandwhichwasrestrictedo phonememodels.Forlimited
training sets,theseestimatesnay still needto be smoothedvith monophone
models,asis donein cornventionalHMM systems. Also, training improve-
mentspresentedpreviously (suchasthe use of cross-alidation to improve
generalizatiorperformanceyemainvalid in this new approach Additionally,
if ¢! andc” represenbroadphoneticclasse®r clustersratherthanphonemes,
theabove resultsapplyto theestimatiorof “generalizedriphones), suchasare
definedin [Lee, 1989]. As presentedn the previous chaptersthe input field
containingthe acousticdata(e.qg., z,,) may alsobe suppliedwith contectual
information. In this case the z,, appearingn all the abore (andsubsequent)
probabilitieshave to bereplacedoy X" *¢. Thisleadsto the estimationof tri-
phoneprobabilitiesgivenacousticcontextual information,whichis evenmore
importantin the caseof triphonemodels.

The procedurepresentedabore reduceshe training of a single network
with K x J x J outputsto the training of three smaller networks respec-
tively with K, J andJ outputs,andrepresents genericway of splitting large
MLPs usedin classificatiormodeinto several smallerones. It hasthe poten-
tial, however, of requiring much greatercomputationduring the recognition
phase. Indeed,if oneimplementsthis methodnawely, the secondnetwork
mustbe computedK timesfor eachframeduring recognition,sincethe out-
put probabilitiesdependon anassumptiorof the currentclass(corresponding
to a monophonemodelin a hypothesizedvord sequenceat that pointin the
dynamicprogramming).The next sectionwill describehow this expensecan
largely be circumwented.

9.4 Implementation Issue

While the previous sectiongives a theoreticalsolutionto triphonemodeling
with neuralnetworks, animportantimplementatiorissuestill hasto be taken
into account.

We have shawn, in principle,how to transform without ary particularas-
sumptionsor simplifications, the huge neural network (which would result
from the brute force applicationof our earlier hybrid HMM/MLP approach
for phonemeamodelingto triphones)to several smallerones. Indeed,instead
of having asingleMLP estimatingp(gx |z, ), we needto estimate

p(Qk,Cﬁ,Cz‘iUn) (96)

whichrequiresanMLP with K x J x J outputunits. In the previous section,
we have shavn thatit waspossibleto estimatehe sameprobabilitywith three
smallerMLPs respecirely estimating

p(cSlar, ;. zn) (9.7)
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p(cqlar, zn) (9.8)
and
p(qk|Tn) (9.9)

However, while this stronglyreducegshe memoryrequiremenaindthe number
of parametersanave implementatiorof thesesmallemetworkswouldrequire
muchmorecomputation.

In the caseof phoneticmodeling,a singleMLP providedwith the current
acousticvectorz,, (possiblywith its contextual acousticvectors)asinput can
estimatep(gx|z,) for all possibleclassesy, on the associatedutput units.
Thisremainsvalid for triphonemodelingif we usethehugenetwork (9.6)with
x, atitsinputand K x J x J outputunits,eachoutputunit beingassociated
with a particulartriphone. However, whenthis hugenetwork is decomposed
into smallernetworks (9.7), (9.8),and(9.9), thefirst two networks musthave
input valuesdependingon the currentclass[in (9.7) and (9.8)] and on the
phoneticcontets [in (9.7)] constitutingthe triphones.For example,theinput
field of the network estimating(9.7) is constitutedoy the concatenatiof the
currentacousticvectorz,, (possiblywith its contextual acousticvectors)and
themiddle(i.e., the currentstate)andright phoneticcontets in the triphones.
Sincethe MLP training is supervisedj.e., we know exactly which triphone
is associatedvith a particularacousticvector this is not a problemduring
training. However, this is no longerthe caseduring recognition,wherewe do
notknow in adwvancewhich triphoneis associateavith z,,.

Therefore,n principle onewould have to computenetwork activationsat
eachframefor eachpossiblephoneticcontet. This would amountto J x
J timesthe monophonenetwork computation,and would generallybe pro-
hibitive. Fortunately a simplerestrictionon the network topologypermitsthe
pre-calculatiorof contextual phoneticcontritutionsto the output;this compu-
tation canbe doneat the endof the training phase prior to the recognitionof
ary speech By simply partitioningthe netsothatno hiddenunit recevesin-
putfrom bothphoneticcontect unitsanddatainputunits,we canpre-calculate
the contritution to the outputunits (prior to the outputnonlinearity)for all
possiblecombination®f left andright contexts, andform a tableof thesecon-
tributions. During recognition,the pre-sigmoidoutputvaluesresultingfrom
datavectorscanbecomputedoy aforward passon the netfor eachframe. For
eachhypotheticatriphonemodel,thesecontritutionsfrom thedatainputscan
beaddedo the correspondingontext contributionsfrom thetable. The major
new computation(in comparisorwith themonophonease)henis simply the
costof somelook-ups,bothfor the contectual contritutions, andfor the final
sigmoidalnonlinearity whichmustnow bere-computedor eachhypothesized
triphone(asopposedo onceperframe,asin themonophone&ase).In practice
thisonly doublesor triplesthecomputatiortime, areasonableostfor triphone
models.

Let usconsiderthecaseofp(cf|qk, ¢y, z,) computedy theneuralnetwork



174 CHAPTER9. CONTEXT-DEPENDENTMLPS

representedn Figure9.1. More formally, letting Y;(qx, ¢;) be the contritu-
tion to the pre-sigmoidoutputfor stateg; for the phoneticcontet-dependent
partition of the net, andletting Z; () be the contrilution to the pre-sigmoid
outputfor stateg; for thedatavectorinput. Then

p(c§|qk,cz,mn) =F(Y; + Z)) (9.10)

whereF(z) is the standardsigmoidfunction.

A (K x J x J)-dimensionakableY is computedafter network training
by runningthe phonetic-contet-dependent partitionof thenetwork (whichhas
no inputsfrom the datavector) K x J x J times,i.e., for all possibleoutput
units andfor all possiblecombinationsof phoneticcontexts, with no output
sigmoidcomputation.Thistableloadingis anggligible amouniof computation
comparedo thetrainingof the network. During recognition for eachacoustic
vectorz,,, it isthenenougho runthethreenetworks(MLP1, MLP2, & MLP3)
only onceto getthe contritution Z; of the datainputsfor eachoutputunit g;.
For eachhypotheticatriphonemodel,this contritution Z; justhasto beadded
to the correspondingontext contritution Y; obtainedby a simplelook-upin
tableY . In fact,thisis equivalentto consideringy; asanaddedbias(of output
unit ¢;) thatdepend®n the phoneticcontext. Of coursethesamemethodcan
beappliedto (9.8)to computep(cj|gx, zn). Also, for p(cf|qx, ;) andp(cy|qx)
it is sufiicient to computelook-up tablesat the end of the training phasefor
usein (9.5).

9.5 Discussionand Results

9.5.1 The Unrestricted Split Net

In equation(9.1), when splitting the original MLP with K x J outputunits
into two smallernetworks with K andJ outputsrespectiely, the numberof
parameterss drasticallyreducedwhich could affect the quality of the condi-
tional distributions’ estimation. However, parametereductionis exactly the
aimof theproposedpproachbothto reducecomputatiorandto improve gen-
eralization. As it wasdonefor p(gx|z,) it will be necessaryo find (e.g.,by
usingcross-alidationtechniquesihe numberof hiddenunits (andhencethe
numberof parameterdpadingto thebestestimateof p(c;|gx, =, ). Thedesired
probabilitiescanin principle be estimatedvithout ary statisticalassumptions
(e.g.,independence)Of coursethisis only guaranteed thetrainingdoesnot
getstuckin alocalminimumandif thereareenoughparameters.

9.5.2 The Topologically Restricted Net

As shavn above, while reducingthe numberof parameterghe splitting of the
network into two smallernetworksresultsin muchgreatercomputatiorin the
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contectual network. To avoid this problemit is proposedo restrictthe topol-
ogy of theseconchetwork sothatno hiddenunit sharesnputfrom bothg, and
z,. Consequentltheg;, inputonly changesheoutputthresholdsThismeans
thatwe have severely limited the ability to representorrelationsbetweerthe
inputsthat have no hiddenunitsin commont However, a recentexperiment
with frameclassificatiorfor continuousspeechtrainedusing160,000patterns
from 500 sentencestteredby a speakr in the ResourcéManagementontin-
uousspeechrecognitioncorpus)suggestedhatthis did not affect the correct
estimationof p(c;|gx, zn). In this example,the network with a split hidden
layer predicted(for a testsetof 32,000patternsrom 100 sentencesihe cor
rect right context 63.6%of the time, while a network with a unified hidden
layerpredictedthe context 63.5%0f thetime, anequialentfigure.

9.5.3 Preliminary Resultsand Conclusion

Prior to experimentingwith the CDNN for continuousspeeclrecognitionus-
ing biphoneandtriphonemodels(to be reportedat a later date),we wanted
to checkexperimentallythatthe split MLP wasequialentto the original one.
We comparecdbiphoneprobabilitiesgeneratedy the original and split MLP
for the speakr-independst ResourceManagementlatabaseThe numberof
hiddenunits in eachMLP was chosensuchthat the numberof parameters
was approximatelythe samein both cases. After having trainedboth cases
on 4,000sentenceshiphoneprobabilitieswerecomputedon a testsetof 100
sentencepronouncedy 4 differentspealers, yielding a total of 17,012,088
probabilities. To compareboth setsof probabilitieswe computedhe correla-
tion coeficient to be 0.65,andthe meanabsolutedifferencethatwasequalto
0.0017. Thus,the two setsof probabilitiesare significantly correlated. This
suggestshat CDNN maybe a goodway to computecontet-dependenprob-
abilitieswith netsthathave alimited numberof parameterandthatrequirean
acceptablysmallincreasein computationover the contet-independehncase.
Looking at the differencesetweerthe probabilities(sincethe correlationco-
efficientis far lessthan 1), it appearghatthe factorednet outputssomavhat
smoothedvalues. Thatis, secondor third-ranked outputsdo not appearto
be assuppresseth the factoredcase. This is not necessarilya badresult,as
overly sharpdiscriminationat the framelevel cansometimesurt word level
performance.

In recentcollaboratve work with SRI International[Cohenet al., 1992],
this classof approachwastestedfor left andright generalizeciphonecon-
text. Significantly it wasshaowvn in [Cohenet al., 1992] how smoothingbe-
tween contet-independenand contet-dependenprobabilitiescan be done
using cross-walidation training initialized with contet-independenweights.
Additionally, they experimentedwith an alternatearchitecturein which the

LIn laterexperimentswith SRI,we have experimentedwith context-dependentetworksthat
dodeveloprepresentationsf thesecorrelations.
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output layer was replicatedfor eachof 8 possiblebroad phoneticcontets
(8 for theleft and 8 for the right, eachassociatedvith one stateof a 3-state
model). Theseexperimentsshavedsignificantimprovementsover the simpler
contet-independenapproacheliminatingroughly one-fourthof the errorsin
aspeakrindependet ResourceManagementestset. Thus,statisticalfactor
izationof MLP probabilisticestimatorsappeardo have practicalsignificance.
Ongoingresearchs exploring the useof differentarchitecturesndmorede-
tailed phoneticmodels.

9.6 RelatedPrior Work

A numberof otherresearcher§Franzini et al., 1990; Haffner et al., 1991;

Robinson% Fallside,1990]have alsorecentlyreported=xperimentawith MLPs
to estimatelocal costs(sometimesexpressedaslog probabilities)for speech
recognition,and someof this work hasusedcontinuousspeech.All of these
systemshave exclusiely usedcontet-independenphoneticmodels,in the

sensedhatthe probabilitiesor costsareestimatedor simplespeechunitssuch
as phonemesor words, ratherthan biphonesor triphones. Numerouscon-

ventionaHMM systemshave beenreportedthatusetriphoneor triphone-lilke

contet-dependentnodelgLee, 1990;Murveit etal.,1989;Coheretal., 1990;
Paul, 1989; Paul, 1991; Schwartz et al., 1985]. In onerecentlyreportedcase
[Austin et al., 1991], the outputsof a contet-dependenMLP were usedto

help choosethe bestsentencdrom the N bestsentenceas determinedcby a

contxt-dependenHMM system Recently thoseauthorshave estimatedsim-

ple context dependenciessinganMLP, but they did soby trainingJ MLPsfor

J differentcontext classes.As notedearlier our studieshave thusfar shavn

theadwantagdo usingarelatively assumption-frediscriminantrobabilityes-
timatorlike the MLP. Otherconsiderationselatedto memorybandwidthand
computationatequirementsrediscussedn the next chapter

9.7 Summary

Theearlyform of our hybrid HMM/MLP approachocusedon HMMs thatare
independenbf phoneticcontet, andfor thesemodelsthe MLP approaches
have consistentlyprovided significantimprovementgoncewe learnechow to
usethem). In this chapter we extendedthis approachto contet-dependent
models,which hasbeenshavn in standardHMMs to be animportantfeature
for robust recognizers.However, a brute force applicationof our initial ap-
proachwould resultin an MLP with a hugenumberof outputunitsand,con-
sequentlyanexcessie numberof parameter$o estimaten comparisorwith
the (limited) amountof availabletraining data. To overcomethis problem,a
generalapproacho split any big netsusedfor patternclassification(*1-from-
K” classification)into smallernetshasbeenpresented.However, while this



9.7. SUMMARY 177

appeardo solwe the problemof contet-dependentmodeling,it is at the cost
of much more computationsince eachelementarynet hasto be run several
times. Fortunately it is shavn thata simplerestrictionon the network topol-
ogy allows usto save this extra computation. Preliminaryexperimentshave
beenreportedwhereit is shavn thatthis is indeedan effective approacho es-
timate context-dependenprobabilitiesandthat the restrictionon the network
topologyis actuallynota problem.Later SRI experimentshavedthatrelated
techniquesangive significantimprovementsn recognitionperformancgCo-
henetal., 1992].
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Chapter 10

SYSTEM TRADEOFFS

Entitiesshouldnot be multipliedunnecessarily
— William of Occam-

10.1 Intr oduction

The resultsdescribedn the precedingchapterssuggesthe utility of connec-
tionistapproache®or probabilisticestimatiorin speechrecognition.However,

word accurag is only one measureof a practical speechrecognitiontech-
nigue. Any computationamethodrequiresresourcesn the form of storage
and communicationmemory)bandwidth,aswell asthe ability to do the re-

quiredarithmetic. The numberof parametersisedfor a particulartechnique
alsohasconsequencef®r training. A particulardesignchoiceimplies some
tradeof betweentheserequirements. Additionally, trainedsystemssuchas
thoseconsideredheremayrequireentirely differentresourcegor trainingand
recognitionmodes andthesewill betradedoff in differenttechniques.

We will briefly examinethe resourcerequirementfor HMMs with and
without MLP probability estimation. We will considentwo cases:a discrete
HMM system anda continuousdensityHMM. In bothcaseswe will assume
a contt-dependensystemthat usestriphones,andwill ignore costsrelated
to transition probabilities; the emphasiswill be on local distancecomputa-
tion (i.e., HMM emissionprobability estimation)for dynamicprogramming
(Viterbi decoding)in an HMM. While costsfor dynamicprogrammingwill
tendto dominatewhenno pruningis usedJocal distancegsanbeanextremely
importantcostfor a practicalsystem.

179
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10.2 DiscreteHMM

A corventional HMM using vectorquantized(VQ) inputs requiresa table
look-uparchitecture Densityestimatesrecomputedor eachsoundunit (e.g.,
monophoner triphone),andaresmoothedogethemwith weightsdetermined
by deletedinterpolation[Bahl et al., 1983]. All of this training canbe oneor
two ordersof magnituddesscomputatiorthanis requiredfor the correspond-
ing MLP system. However, for thediscreteHMM, neitherapproachrequiresa
prohibitive amountof computationandcanusuallybedoneonanengineering
workstation.Here,we only considemajortradeofs for therecognitionphase.

Storage- During recognition,eachhypothesizedtatehasa corresponding
index to a sub-tableof probabilitiesthatcanbereadin from arandomaccess
memoryand bufferedin fastmemoryfor eachnev VQ input. Letting N be
the numberof distinctdensitiesand M the total numberof codebookentries
(totalingovern featurese.g.,3 or 4), we requirestorageof N M probabilities.
For alarge systemthatwould have asmoothegrobabilityfor eachof 200,000
triphones,with around500 VQ codes(actually split into several tables),this
would mean100,000,00Qorobabilities. Currentrequirementsare somevhat
lessthanthis, andonecouldeasilyrequirefar morefor a systemthatincluded
word models.Additionally, for eachframe,afastbufferis requiredfor N prob-
ability values,anda significantamountof fastmemoryfor relevantpointers.

For the MLP case,smoothedriphonedensitiesare estimatecdby running
threenetworks (asdescribedn Chapter9), eachof which would be of mod-
eratesize,with aweakdependencen N. Storages typically dominatedby
the weights. For a discreteinput system,we have found that a hiddenlayer
is unnecessaryso that the numberof weightswould be 3N'/3 MW, where
W is the input context window sizein frames. For 9 framesof contet and
N >> 125, thestorages muchlessthanwhatis requiredfor the pureHMM.
For example,for N = 200,000 therearelessthan10® weights,requiringtwo
ordersof magnituddessstoragethanthe pure HMM. This reductionin stor
agealsocorresponds$o a reductionin the numberof parametershatmustbe
estimatedyhichis importantfor limited trainingsets.

Memory bandwidth -  Usingtheassumptionfrom above, anda framerate
of 100 frames/secondhe tablelook-up recognizemwould require 100N ac-
cesses/secorfdom mainmemory For N of 200,000 this is feasiblefor page
modeacces®n DRAM. For the MLP, memorybandwidthis dominatecby the
forwardprocessingf the network. As notedabove, a hiddenlayeris unneces-
saryfor this case sothata 4-featureinput would requireonly a few thousand
readsper frame. This hasthe sameweakdependencen N aswasnotedfor
the storage put hasa dependencenn andW thatthe pureHMM doesnot.
Specifically the memorybandwidthrequiredfor the weightsis 300N '/3nW
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\ | Storage | MemoryAccesses/sef Computation/se¢

H NM 100N 0
typ 107 108 0

M | SNY3MW 300N 3nW 300N Y3 W
typ 108 10° 10°

Table 10.1: Comparison of resource requirements for local dis-
tance computation in the discrete case: hybrid HMM/MLP and pure
HMM.Typical order-of-magnitude values are given for systems with 10*
triphone or generalized triphone densities

reads/seconttom the weightmemory For thetypical valueof N usedhere,
andfor n = 4 featuresthis is over an orderof magnituddower dataratethan
is requiredby the pureHMM.

For an existing hardware systemthat hasthe capacityfor recognitionof
vocalulariesof upto 60,000words[Stoelzleetal., 1991],thefastbuffer band-
width requirementaredominatedy the operandacquisitionfor dynamicpro-
gramming which would bethe samefor bothsystems.

Computation -  Both systemsrequire the samecomputationsor the dy-
namicprogramming.The MLP systemrequiresthe additionalcomputatiorof
the forward propagatiorthroughthe network. For the simpleVQ input case,
however, this only requires300N'/3nW additions/secondFor the numbers
usedabove, thisis lessthan108 additions/secondyhichis typically negligible
comparedo the additionsrequiredfor the dynamicprogramming Practically
speakingthecomputationatequirementareessentiallyequivalentfor thetwo
approaches.

Summary - Table 10.1 summarizeghe orderof-magnituderesourcere-
qguirementdor the two casedliscussedere. Onceagain,only the costsfor
local distancecomputatiorare considered.N canrangefrom 102 to 106, M
is typically 102 to 103, n is takento be 4, andW is commonlyabout9. The
tablealsogives“typical” valuesfor anidealizedsystemwith N = 10* and
M = 103,

For N >> 1000, storageandbandwidthrequirementsare considerably
betterfor the MLP case.Thelocal distancecomputations alwaysmorecom-
plex for the network thanfor a simplelook-up, but is negligible in comparison
to the coredynamicprogrammingsteps(adds,comparesandaddresgalcula-
tions).
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10.3 Continuous-densityHMM

An HMM-basedsystemwith continuousnputfeaturegypically usegied mix-
turesof Gaussiamprobabilitydensitie§Paul,1991]. For suchasystemgdensity
valuesarecomputedduringrecognition,muchasin the MLP approachbputin
contrastwith the table-drven discreteHMM. Training, which onceagainin-
cludesadeletednterpolationalgorithm,generates vectorof weightsfor each
soundunit (e.g.,triphone)to linearcombineoutputsfrom thecommonpool of
Gaussiansln this case thetraining phasefor the MLPs requirea significant
computationatesource Currenttrainingsfor triphoneMLPs usingthe 4000-
sentenceResourceManagemenspeakr-indepenént corpusrequireroughly
10 floating point operations which would take monthson a SUN Sparc-
Station2 workstation. To supportthis training ICSI (InternationalComputer
Sciencdnstitute,Berkeley, CA) constructedc multi-DSPprocessocalledthe
RAP [Morganetal., 1990b],which reduceghetime to anovernightrun. This
poweris notuniversallyavailable,sotheincreasedrainingtime is a cleardis-
adwantageto the MLP-basedapproach.

As before, the detailedtradeofs will be consideredor the recognition
phase.

Storage- ForthepureHMM casemeansandvariancedor eachfeatureand
eachGaussiarmustbe stored. Additionally, mixture weightsmustbe stored
for eachhypothesizedtate.Let V bethenumberof distinctblendeddensities,
M thenumberof tied Gaussiansand L the numberof continuoudeatureer
GaussianWe require2 M L parametergor the pooleddistributions,and kN
parameter$or the mixtures,wherek is theaveragenumberof Gaussiansised
for a statedensity Takingk to be 10, N to be 200,000(aswith the discrete
HMM example), M to be 250,and L to be 20, total storagewould be 10,000
+ 2,000,000ocations,which is modestin comparisorwith the table-drven
discreteHMM.

Ourexperimentdave shovn usthatahiddenlayeris requiredfor continuous-
input MLPs usedto estimateemissionprobabilities.Eachhiddenunit playsa
similar role to a Gaussiarfrom the tied mixture pool, and caneven take the
sameform whenradial basisfunctionsare usedin this layer [Renals,1990].
For M thenumberof hiddenunits, L, W and N definedasbefore thenumber
of weightsin thethreeMLPs usedfor triphoneestimatioris 3(W L+ N'/3) M.
Storagds againdominatedoy thesevalues.For typical casesthisis anorder
of magnituddessstoragahanis requiredfor thepureHMM. In alargevocab-
ulary system storagefor both casesvould be dominatedby tablesof pointers
usedin thedynamicprogramming.

Memory bandwidth -  Using the assumptiondrom above, and a frame
rateof 100 frames/secondhe pureHMM recognizemwould require200M L
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\ \ Storage | MemoryAccesses/sef Computation/sec |
H kN 100kN 100kN
typ 10° 107 107
M | 3(WL+N'3M | 3000WL+ N'/3M | 3000WL+ NY3M
typ 10° 108 108

Table 10.2: Comparison of resource requirements for local distance
computation in the continuous case: hybrid HMM/MLP (M) and pure
HMM (H).

reads/secontb generatehe Gaussiansand 100k N reads/secontb getthe
mixture weights (assumingno pruning). For the sizesassumedbore, this
wouldbe10° reads/seconibr themeansandvariancesand2 x 108 read/second
for the mixture weights. For the MLP, the memorybandwidthis againdomi-
natedby the forward processingf the network, which would be 300(W L +
N1/3) M, or typically about2 x 107 reads/secondlhisis anorderof magni-
tudelessthanthe pureHMM requirementsandagainhasaweakdependence
on N, sothatlargersystemsvould scalebetterfor the MLP case.Onceagain,
fast buffer requirementdor dynamicprogrammingcould be very high, and
would be equialentfor bothsystems.

Computation -  Both systemsrequire the samecomputationsor the dy-
namicprogramming.For the pureHMM, local distancecomputations dom-
inatedby the 100N multiply-accumulateper secondo combinethe Gaus-
siansfor eachstate.Onceagain thenetwork size(andthusthecomputationjs
weaklydependendn N, and300(W L+N'/3) M multiply-accumulates/send
arecalculated For typical valuesof N (10°), the MLP requiresaboutanorder
of magnituddesscomputation.

Summary- Tablel0.2compare®rderof-magnituderesourcgequirements
for the continuousdensitycase.Onceagain,only the costsfor local distance
computationare considered.N canrangefrom 102 to 10°, while M is typi-
cally 10? to 10%. Thetablealsogives*“typical” valuesfor anidealizedsystem
with N = 10*andM = 10% k = 10,andL = 20.

For N = 10,000, storage,bandwidth,and computationakequirements
areall somevhatbetterfor the HMM case.Whenk is muchlarger, or when
the mixturesare not tied, the figuresare all comparable. Finally, for large
N andk, asmight be seenin systemdrainedwith large databasesstorage,
bandwidth,and computationakrequirementsare all somevhat betterfor the
MLP case. For the pure HMM, this computationcan be comparableo the
dynamicprogrammingcostswhile thelattercostswill generallydominatethe
MLP costsin arecognizemwithout pruning.
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10.4 Summary

For discreteHMMs, MLP probability estimationprovidesa directtrade-of of
computationfor memory This canactuallybe preferablefor somesystems,
sincefast additionsor dot-productscan often be easierto provide than fast
randomaccesdgrom large memories.

ContinuousdensityHMMs usingtied Gaussiarmixturesare muchmore
similarto MLPs, andbothapproachesequirecomputationallyorientedarchi-
tecturesHowever, for bothdiscreteandcontinuousHMMs, contet-dependent
posteriordensitiescanbe factorednto severalfunctionsthatcaneachbe gen-
eratedby networks that requirethe training of a relatvely small numberof
parameters.This suggests potentialfor improvementin parameteestima-
tion with finite training samples.This adwvantagemustbe balancedagainsta
large increasdn training time, which requiresthe useof fasthardwarein the
trainingervironment.



Chapter 11

TRAINING HARDWARE AND
SOFTWARE

Trainingis everything... a caulifloweris nothingbut
a cabbaye with a college education.
—Mark Twain—

11.1 Intr oduction

The previous chaptershaved that the MLP probability estimationapproach
appeardo be conserative in systemresourcerequirementgor the recogni-
tion process.In particular a speechrecognizemsing MLP-basedapproaches
scaleswell with more phoneticcateoriesfor requirement®f storagemem-
ory bandwidth,andnumericalcomputation.This s particularlytruewhenone
takesinto accounthe parametesharingthatoccursin thehiddenlayer(s)of a
continuousnputsystem.

However, theseapparentadwantagesin recognitioncome with a price;
whereasiMM recognizerganbetrainedwith amoderatemountof computa-
tion (typically anovernightonaSUN SparcStatio2 workstation) HMM/MLP
hybridsrequiretraining runsthatcould take monthson the sameworkstation.
This is a strongdeterrentagainstresearchn this area,onethattendsto force
muchwork to bein thearenaof smallor “toy” problems.On the otherhand,
computationatapabilitiesof computersn generalndworkstationsn partic-
ular areincreasingso rapidly (recentlyby a factorof 1.6 eachyear)thatthis
handicaps likely to be overcomefor mary researcherwithin afew years.

In themeanwhile however, anyonecontemplatingexperimentswith MLP
training for large speectrecognitiontasksneedsaccesgo computerghatare
significantlymorepowerful thancurrentworkstations This power cannotsim-
ply beexpressedn termsof MIPS andMFLOPS,sinceneuralnetwork appli-
cationsrequirea significantmemorybandwidth(betweergettingweightsand

185
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activationsto the arithmeticelements).This differs from the requirement®of

generalpurposecomputingonly in that datacachesaretypically of little use
for largenetworks, sincethereis little reuse- eachweightis only usedoncefor

eachinput patternin a forward connectionandthe reusefor updatingcannot
be doneuntil errorshave propagatedackfrom the entirenet. Thus,unlessa
datacachds largeenougho holdtheentirenetwork, it is notof greatuse.This

meanghatthe computationafatesin a typical workstationwill be limited by

DRAM accesgimes,which have not scaledup with the peakcomputingnum-
bersin engineeringvorkstations:

In orderto provide thelarge memorybandwidthrequiredfor theseapplica-
tions,mary researclandcommerciakiteshave designedandbuilt specialized
machinedor connectioniscomputations.Therearea large numberof these
projects,andasuney is beyondthe scopeof this book. However, mary of the
resultsdescribedn chapters8 and9 weremadepossibleby amachinehatwas
built at ICSI for this purposethe Ring Array Processo(RAP) [Morganetal,
1992]. This chaptemwill summarizesomekey motivationsfor this project,and
will briefly describesomeof the key pointsof this architecturgthougha de-
tailed descriptionof the designis beyondthe scopeof this book). The chapter
will concludewith a brief discussiorof successoprojects.

11.2 Motivations

As notedabore, completeconnectionisspeectrecognitionsystemshave so

mary parameterdo optimize that training time is the main impedimentto

progresspften forcing the researcheto make suboptimaldecisions. While

suchresearchis computationallyintensve, the requiredpower could be pro-

vided by one of the mary large corventionalcomputersbeingbuilt (suchas
theIntel Paragorseries).Researchersanoftendo very well with alarge, fast
uniprocessomachine suchasa vectorsupercomputerHowever, the compu-
tations/dollarfor thesemachineds quite poorin comparisorto whatcanbe

achieved with a more customarchitecture.Oneof thereasondor this is that
connectionistomputatiorcanbe donewith moderateprecision(commonly8

bits or lessfor activationsand 16 bits for weights). This not only reduceghe

size of arithmeticunits, but more importantly reducesmemoryand memory
bandwidthrequirementsignificantly Memory interfaces,operatingsystems,
and mary otheraspectf the systembecomemuchsimpler In fact, recent
experimentsat Berkeley shaved ICSI's RAP machineto be significantlymore
effective thana single-headCray X-MP for a variety of connectionistompu-
tations,but the RAP waslessthan1% of the costof the CRAY.?

1This situationmay be changing,asa numberof fastDRAM alternatvesare beingdevel-
oped,suchasapaclet-basedRAM interface,e.g.,the Ramhusapproach.

2A uniprocessol-MP C90,introducedin 1992,runsabout3-4 timesfasterthanthe X-MP
on standard.inpack benchmarksandso would mostlikely be a bit fasterthana RAP on our
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Many researcltenterswill beableto acquirespecializedconnectionissu-
percomputersyhile only centerghatcanafford multi-million dollarmachines
(and correspondinglyjarge maintenanceosts)will be ableto geta corven-
tional supercomputeiEvenin thelatter case suchinstallationsusuallyhave a
large numberof userg(to justify theexpense)sothattheturn-aroundime and
total available CPU operationss frequentlydisappointing. Additionally, the
smallerphysicalsize,power, andcoolingrequirementsf themorespecialized
machinemalesit abettercandidatdor embedde@pplications Someof these
applicationamayalsoincludea requiremenfor a soft real-timeconnectiorto
externalsensor@&ndactuatorssomethinghatis alsomorestraightforvard for
amachinethathasbeendesignedvith this requirementn mind.

General-purpossupercomputermay not satisfythe needsfor mostcon-
nectionistresearcherddowever, asnotedpreviously, workstationperformance
is improving by roughlya factorof 60%peryear They arealsotwo ordersof
magnitudelessexpensve thanthe smallersupercomputerseferredto above,
andarecurrentlyonly oneorderof magnituddesspowerful (for instance us-
ing 1992 Linpack benchmarkdor the Digital EquipmentAlpha 3000/500).
However, parallelcomputerausingsimilar technologyandrelying on moder
atewordlengthassumptionsansignificantlyout-performcommercialunipro-
cessomworkstations.This hasbeenshavn to betruefor differentprojectsover
the lastdecadeandwill probablycontinueto be true unlessthe workstation
manufcturerglecidethatthereis someadwantagegor themto pursuefast,effi-
cientlow-precisionarithmetic—it if sothey will hopefully“profit” from our
experience.Evenif specificacademigrojectsresultin implementationsghat
are not fasterthancommercialcomputersthey oftenteachus muchthatcan
strongly affect the entirefield of computing. An exampleat U.C. Berkeley
wasthe RISCdevelopment.While theRISCI andll chipswerenotfasterthan
computerghat one could buy at thattime, they shaved the strengthsof this
styleof computingquite corvincingly. RISCis now ubiquitous.

Thus,it appearsghatatleastat thistime therearesignificantadvantagego
be gainedby the developmentof fastmachinegandaccompaying software)
that are designedo be efficient for connectionistalgorithms. We now also
have a significantamountof experiencewith the first machinedevelopedin
our communityfor this purposethe RAP2

problems.t is still two ordersof magnitudemoreexpensve.

SWewill notgointo greatdetailabouthardwareandsoftwaresystermdesignhere andthere-
fore we mustneglect mentionof a greatmary similar neurocomputedesignprojectsaround
theworld. We briefly mentionherethe CNAPS machinefrom Adaptive Solutions,which has
lessweight memorythanwe needfor our work but hashigher computationathroughputfor
smallernets;andthe SYNAPSE machinefrom Siemenswhich is a systolic array with very
high performancehathasrecentlybeencompleted.
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Figurell.1:RAPnode

11.3 A BasicNeurocomputer Design- the RAP

11.3.1 ThelCSI Ring Array Processor

In 1989researcherat ICSI designecandimplementedhe RAP for fastexe-
cutionof thehybrid HMM/MLP continuousspeeclrecognitiontrainingalgo-
rithms thatare describedn this book. The RAP usesmultiple floating point
DSP chips (the TI TMS320C30). It also usesa low-lateng ring intercon-
nectionschemeusing programmableyatearray technologyand a significant
amountof local memorypernode(16 MBytesof dynamicmemoryand1l MB

of faststaticRAM) (figure11.1).

Theoreticapeakperformances 128 MFlops/boardwith sustainegerfor
manceof 30-90%for back-propagatioproblemsof interestto currentusers.
Eachboardcontainsfour processonodes.Systemswith up to 40 nodeshave
beentested for which throughputof upto 574 Million Connection$erSec-
ond(MCPS)have beenmeasuredaswell aslearningratesof upto 106 Million
ConnectionUpdatesPer SecondMCUPS)for training. While the systemis
tunedto thesealgorithmsi,it is alsoafully programmableomputerandusers
codein C++, C, andassemblyanguage.Additionally, an object-orientedi-
brary of simulationclassesalledCLONES[K ohn,1991]is usedfor the con-
structionof network architecturesndalgorithms.

The DSP chips were originally chosenfor their efficiengy at multiply-
accumulateoperationsaswell asa high memorybandwidth. However, their
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capabilityfor general-purposeomputingandthe availability of a C compiler
madefurther developmentas a real computingtool a viable option. While
key connectionisbperationsverecodedin assemblyanguaggin theform of
matrix-vectorlibraries)for efficiency, generalcodeto "glue” theseoperations
togetherinto working programscouldbewrittenin C or C++. We believe that
this versatility madethe differencebetweenhaving a little-used“stunt box ”
andhaving aworking computerthatscientistgyot their work donewith.

11.3.2 Curr ent Developmentsand Conclusions

SPER (SyntheticPERceptrorilrestbed)s a fully programmablesingle chip
microprocessounder developmentat ICSI for efficient execution of artifi-
cial neuralnetwork algorithms[Asanovic et al, 1991]. The first implemen-
tationwill usea 1.2micronCMOStechnologyandis projectedo have a peak
50MHz clock rate. A prototypesystemis beingdesignedo occupy adouble
SBusslotwithin a SunSparcStationComparedvith aRAP multiprocessopf
similar performanceSPER represent®ver anorderof magnitudereduction
in costfor problemswherefixed-pointarithmeticis satisactory This will be
usefulfor replicatingRAP-rangecapabilitieswithin sisterlaboratoriedfor at
leastsomeof the tasksof interest.

The main componentarea JTAG? interfaceandcontrol unit, aninstruc-
tion fetch unit with an instructioncache,a scalar32b integer datapathand
registerset,a SIMD arraycontainingmultiple 32bfixed point datapath®ach
with an associatedegisterfile, anda 128bwide externalmemoryinterface.
In the absencef instructioncachemissesandhostmemoryaccessenein-
structioncanbe completedevery cycle. The scalarunit is a RISC processqr
andis usedfor generalscalarcomputationandto supportthe SIMD arrayby
providing addresgeneratiorandloop control.

Themostsignificantinnovationin the SPER' architecturas thetight cou-
pling betweerageneral-purposBISCengineanda specializedarrayof DSP-
like enginesThelatteris alsodesignedo have avery highmemorybandwidth
sothat peakcomputationabpeedsanbe supportedwvithout datareuse. Ad-
ditionally, the useof customVLSI designtechniquegwhich are often used
for general-purposprocessorsglesignsbut arerarely usedfor special-purpose
DSP chips) provided significantarea/pwer/speedadwantagesover standard
cell approachesMuch of the effort duringthe previous grantperiodhasbeen
thedevelopmenbf aconsistenandtestabledesignpathfor thekindsof macro-
cellsthatwe required.

An importantgoalin the SPER designhasbeento prototypeideasfor a
parallelprocessinghodethatwill be usedin a future, scalable MIMD multi-
processosystem.Sucha systemwould target large, irregular network struc-
tures. The larger project, a joint projectbetweenU.C. Berkeley (principally

4TheJoint TestAction Groupformulatedthe IEEE1149.1boundaryscanstandard.
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ProfessorJohn Wawrzynek) and ICSI is namedthe ConnectionistNetwork
SupercomputefCNS-1),andofficially beganMay 1992.
Themorerecentdesigndiffer from the RAP in severalsignificantways:

1. Price/performancethesesystemsacka significantlylargeramountof
computationabower per dollar or per unit volume thanthe RAP. The
primary reasonfor the differenceis the designof specializedproces-
sorsandcommunicatiorpathsthattake advantageof shorterwordlength
fixed point representations.Additionally, the use of customcircuits
meanghatall interfacescanbe simplified andchip count(andvariety)
canbereduced.

2. Application goals: particularlyfor the CNS-1, the aim is efficient op-
erationfor arangeof connectionistasksthatgreatlyexceedshe goals
for the RAP. In particular the machineshouldbe useful for sparsely
connectedhetworksandnetworkswith sharedor tied weights.

3. Difficulty: the SPER and CNS-1designsare significantly more diffi-
cultthanthe RAP sincethelatterrequiredno VLSI development.

Despitethesedifferencesthesenaen systemsare beingdevelopedin the
samespiritastheRAP; they areintendedasspecializedut fully programmable
computingsystemshatmeremortal speectresearchersanuse.

11.4 Summary

While MLP estimatorsare conserative in systemresourcerequirementgor
recognition,they canrequireformidableresourcedor training. For difficult
problemsin continuousspeechrecognition,1993 workstationtechnologyis
insuficient for network learning.

Theseconsiderationged to thedesignof a seriesof hardwareandsoftware
projectsat ICSI to supportthe speectresearctdescribedn this book (aswell
asfor architecturatesearclhin programmableonnectionissystems)Thefirst
wasasystemcomposeaf commerciafloating-pointDSPchipsconnectedia
aring of programmablgatearrays.This systemproducedmostof theresults
describedn this book. The secondandthird systemsbriefly describedn this
chapter are designsin progressandincorporatea numberof the ideasthat
we developedgiven the experienceof the first system. We are continuingto
developthesesystemsn parallelwith the speectrecognitionresearchsothat
we canconsiderdatabaseandalgorithmsthatmight otherwisebeoutof reach.
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Chapter 12

CROSS-\ALID ATION IN MLP
TRAINING

We shouldbecareful to getoutof anexperienceonly
thewisdomthatis in it - and stopthere; lestwe be
likethecatthatsitsdownon a hot stove-lid. Shewill

never sit downon a hot stove-lid again - andthatis
well; but alsoshewill never sit downon a cold one
anymoe.

— Mark Twain—

12.1 Intr oduction

It is well known that systemmodelswhich have too mary parametergwith
respecto the numberof measurementgjo not generalizenell to nev mea-
surementsFor instance an autorgressie (AR) modelcanbe derived which
will representhetraining datawith no error by usingasmary parametergs
thereare datapoints. This would generallybe of no value,asit would only
representhetraining data. Criteria suchasthe Akaike InformationCriterion
(AIC) [Akaike, 1974,1986] canbe usedto penalizeboth the compleity of
AR modelsandtheir training error variance. In feedforvard nets,we do not
currently have sucha measure. In fact, given the aim of building systems
which are biologically plausible,thereis a temptationto assumehe useful-
nessof indefinitely large adaptve networks. In contrastto our bestguessat
Natures tricks, man-madesystemsfor patternrecognitionseemto require
nastyamountsof datafor training. In short, the designof massiely paral-
lel systemss limited by the numberof parametershat canbe learnedwith
available training data. It is likely thatthe only way truly massie systems
canbe built is with the help of prior information, e.g., connectiontopology
andweightsthatneednot be learnedFeldmanet al., 1988]. Learningtheory
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[Valiant,1984;Pearl,1978]hasbegunto establishwhatis possiblefor trained
systemsOrderof-magnituddower boundshave beenestablishedior thenum-
berof requiredmeasurement® train adesiredsizefeedforvard net[Baum&
Haussler 1988]. Rulesof thumbsuggestinghe numberof samplesequired
for specificdistributions could be usefulfor practicalproblems. Widrow has
suggestethaving atrainingsamplesizethatis 10timesthenumberof weights
in anetwork ("Uncle Bernies Rule”) [Widrow, 1987].

In 1989we conductedan empiricalstudyof therelationof the numberof
parametersn a feedforvard net (e.g., hiddenunits, connectionsfeaturedi-
mension)to generalizatiorperformancdor datasetswith known discrimina-
tion compleity and Signal-to-Nois&Ratio(SNR).In this experimentwe used
simulateddatasetswith controlledparameterssuchasthe numberof clusters
of continuous-alueddata. In a relatedpracticalexample,we have traineda
feedforvard network on vector quantizedmel cepstrafrom real speechsam-
ples. In eachcase we usedthe backpropagatiomlgorithm[Rumelhartet al.,
1986a]to train the feedforward netto discriminatein a multiple classpattern
classificationproblem. Our resultsconfirmedthat estimatingmore parame-
tersthantherearetraining sampleandegradegeneralization However, the
peakin generalizatiorperformancefor the difficult patternrecognitionprob-
lemstestedhere)canbe quite broadif the networks arenot trainedtoo long,
suggestindghatprevious guidelinesfor network sizemay have beenconsera-
tive. Furthermorecross-alidationtechniqueswhich have alsoproved quite
usefulfor autorgressve modelorderdeterminationappeato improve gener
alizationwhenusedasa stoppingcriterion for iteration,andthus preventing
overtraining.

All of thesdedto across-alidationbasedrainingprocedurghatwe have
usedthroughoutour recognitionresearch As reportedin the earlierchapters,
thisideaappeargo have beeninstrumentaln our achiezementof goodrecog-
nition resultswith anHMM/MLP hybrid structure.

12.2 Random Vector Problem

12.2.1 Methods

Studiesbasedon synthesizedlatasetswill generallyshav behaior thatis
different from that seenwith a real dataset. Nonethelesssuchstudiesare
usefulbecaus®f the easewith which variablesof interestmaybe altered.In
this casethe objectwasto manufcturea difficult patternrecognitionproblem
with statisticallyregular variability betweernthe training andtestsets. Thisis
actually no easytrick; if the problemis too easy then even very small nets
will be sufficient, andwe would not be modelingthe problemof doing hard
patternclassificationwith small amountsof training data. If the problemis
too hard,thenvariationsin performancevill belostin thestatisticalvariations
inherentto methodslike back-propagatiomwhich userandominitial weight
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values.Randompointsin a 4-dimensionahyperrectanglédravn from a uni-
form probabilitydistribution) wereclassifiedarbitrarily into oneof 16 classes.
This groupof pointswill bereferredto asa cluster This processs repeated
for 1-4 non overlappinghyperrectanglesA total of 64 pointswerechosen4
for eachclass.All pointswerethenrandomlyperturbedwith noiseof uniform
densityandrangespecifiedoy adesiredsignal-to-noiseatio (SNR). Thenoise
wasaddedwice to create? datasets,oneto beusedfor training,andtheother
for test.

Intuitively, onemight expectthat 16-64hiddenunits would be requiredto
transformthe training spacefor classificationby the outputlayer However,
thevariationbetweertrainingandtestandtherelatvely smallamountof data
(256 numbers)uggesthatfor large numbersof parametergover 256) there
shouldbe a significantdegradingof generalization.Anotherissuewas how
performancen sucha situationwould vary over large numbersof iterations.
Simulationswererun on this datausing MLPs with 4 continuous-aluedin-
puts,16 outputs,anda hiddenlayerof sizesrangingfrom 4 to 128. Netswere
run for an SNR of 1.0 and 2.0, wherethe SNR is definedasthe ratio of the
rangeof the original clusterpointsto the rangeof the addedrandomvalues.
Error back-propagatiowithoutmomentumwvasused with anadaptatiorcon-
stantof .25. For eachcase the 64 training patternswere used10,000times,
andthe resultingnetwork wastestedon the seconddatasetevery 100 itera-
tions sothatgeneralizatiorcould be obsered during the learning. Blocks of
ten scoreswere averagedto stabilizethe generalizatiorestimate. After this
smoothingthe standardieviation of error (usingthe normalapproximatiorto
the binomial distribution) wasroughly 1%. Therefore,differencesof 3% in
generalizatiorperformancearesignificantatalevel of .001. Roughlyatrillion
floating point operationsvererequiredfor the study

12.2.2 Results

Table12.1 shaws the testperformanceor a singleclusteranda SNR of 1.0.
Thechartshavsthevariationoverarangeof iterationsandnetwork size(spec-
ified bothasnumberof hiddenunits,andasratio of numberof weightsto num-
ber of measurementsr "weight ratio”). Notethatthe percentagesanhave
finergradatiorthan1/64,dueto theaveraging andthatthe performancenthe
trainingsetis givenin parentheseslestperformances bestfor this casefor 8
hiddenunits (24.7%),or aweightratio of .62 (after2,000iterations),andfor
16 units(21.9%),or aweightratio of 1.25(after10,000iterations).For larger
networks, the performancalegrades presumablybecausef the addednoise.
At 2,000iterations,the degradationis statisticallysignificant,even in going
from 8 to 16 hiddenunits. Thereis further degradationout to the 128-unit
case. The surprisingthing is that, while this degradationis quite noticeable,
it is quite gracefulconsideringhe orderof magnituderangein netsizes. An
evenstrongetreffectis thelossof generalizatioppowver whenthelargernetsare
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# weights/ % Test(Train) CorrectafterN Iterations
#inputs 1,000 \ 2,000 \ 5,000 \ 10,000
31 9.2(4.4) | 21.7(15.6) | 12.0(25.9) | 15.6(34.4)
.62 11.4(5.2) | 24.7(17.0) | 20.6(29.8) | 21.4(63.9)
1.25 13.6(6.9) | 21.1(18.4) | 18.3(37.2) | 21.9(73.4)
2.50 12.8(6.4) | 18.4(18.3)| 17.8(41.7) | 13.0(80.8)
5.0 13.6(7.7) | 18.3(20.8) | 19.7(34.4) | 18.0(79.2)
10.0 11.6(6.7) | 17.7(19.1) | 12.2(34.7) | 15.6(75.6)
Table12.1: Test (and training) scores: 1 cluster, SNR = 1.0.
# weights/ % Test(Train) CorrectafterN Iterations
#inputs 1,000 \ 2,000 \ 5,000 \ 10,000
31 18.1(8.4) | 25.6(29.1) | 32.2(29.8) | 26.9(29.2)
.62 22.5(12.8) | 31.1(34.7) | 34.5(44.5) | 33.3(62.2)
1.25 22.0(11.6) | 33.4(32.8) | 33.6(57.2) | 29.4(78.3)
2.50 25.6(13.3) | 33.4(35.2) | 39.4(51.1) | 34.2(87.0)
5.0 26.4(13.9) | 36.1(35.0) | 40.8(45.2) | 33.6(86.9)
10.0 26.9(12.0) | 34.5(34.5) | 40.5(47.2) | 28.1(91.1)

Table12.2: Test (and training) scores: 1 cluster, SNR = 2.0.

morefully trained. All of the netsgeneralizedetterwhenthey weretrained
to arelatvely poordegree,especiallythelargerones.

Table 12.2 shaws the resultsfor the samel-clusterproblem, but with
higher SNR data(2.0). In this case,a higherlevel of testperformancevas
reachedandit wasreachedor a larger net with moreiterations(40.8%for
64 hiddenunits after 5,000iterations). At this pointin the iterations,no real
degradationwas seenfor up to 10 timesthe numberof weightsasdatasam-
ples.However, somesignsof performancéossfor thelargestnetswasevident
after10,000iterations.Notethatafter5,000iterations the networkswereonly
half-trained(roughly 50% erroron the training set). Whenthey were80-90%
trained, the larger netslost considerablegground. For instance the net with
128hiddenunits(containingl0x moreparametershantraining patternsjost
performancdrom 40.5%to 28.1%duringtheseiterations.It appearghatthe
higher signal-to-noiseof this examplepermittedperformancegainsfor even
higheroverparametrizatiofiactors but thatthe resultwasevenmoresensitve
to trainingfor too mary iterations.

Table 12.3 shaws the performanceor a 4-clustercase,with SNR= 1.0.
Smallnetsareomittedhere,becausearlierexperimentsshovedthis problem
to be too hard. The bestperformanceg21.1%)is for one of the larger nets
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# weights/ % Test(Train) CorrectafterN Iterations
#inputs 1,000 \ 2,000 \ 5,000 10,000
25 13.8(12.7) | 18.3(23.6) | 15.8(38.8) | 9.4(71.4)
5.0 13.6(12.7) | 18.4(23.6) | 14.7(42.7) | 18.8(71.6)
7.5 15.3(13.0) | 21.1(24.7) | 15.9(45.5) | 16.3(78.1)
10.0 15.2(13/1) | 19.1(23.8) | 17.5(40.5) | 10.5(10.9)
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Table12.3: Test (and training) scores: 4 clusters, SNR = 1.0.

at 2,000iterations,sothatthe degradationeffect is not clearly visible for the

undertrainectase At 10,000iterations however, thelarger netsdo poorly.
Figure 12.1 illustratesthis graphically The “undertrained”caseis rela-

tively insensitve to the network size,aswell ashaving the highestraw score.

% correct o - after 10,000 iterations
A B - after 2,000 iterations
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Figurel2.1: Sensitivityof MLP training to netsize

12.3 SpeechRecognition

12.3.1 Methods

A Germarlanguagelatabaskconsistingpf 100trainingand100testsentences
(bothfrom thesamespealer) wereusedfor trainingof amulti-layerpercepton
(MLP) for recognitionof phonesattheframelevel, aswell asto estimategorob-
abilitiesfor usein the dynamicprogrammingalgorithmfor a discreteHidden

1SPICOS seeearliertext (Section6.6.1).
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Markov Model (HMM) [Bourlard& Wellekens,1989c;Bourlardetal., 1990].
Vectorquantizednel cepstravereusedasbinaryinputto ahiddenlayer Mul-
tiple frameswereusedasinput to provide context to the network. While the
size of the outputlayer was kept fixed at 50 units, correspondingo the 50
phonemeso berecognizedthe hiddenlayerwasvariedfrom 20to 200 units,
andthe input context was keptfixed at 9 framesof speech.As the acoustic
vectorswere codedon the basisof 132 prototypevectorsby a simplebinary
vectorwith a singlebit 'on,’ theinputfield contained x 132 = 1188 units,
andthe total numberof possibleinputswasthusequalto 132°. Therewere
26,767trainingpatternsand26,702, ijndependentestpatterns Of coursethis
representednly avery smallfractionof thepossiblenputs,andgeneralization
wasthuspotentiallydifficult. Trainingwasdoneby the classical‘error-back
propagationalgorithm, startingby minimizing an entroyy criterion[Solla et
al., 1988]andthenan MSE. In eachiteration, the completetraining setwas
presentedandthe parametersvere updatedeachtraining pattern. To avoid
overtrainingof the MLP, (aswaslaterdemonstratetdy the randomvectorex-
perimentdescribedbore),improvementonthetestsetwascheclkedaftereach
iteration. If the classificationrate on the testsetwasdecreasingthe adapta-
tion parametenf the gradientprocedurevasdecreasedtherwiset waskept
constant. In anotherexperimentthis approachwas systematizedy splitting
the datain threeparts: onefor the training, one for the testanda third one
absolutelyindependentf thetraining procedurdor validation.No significant
differencewasobseredbetweerclassificatiorratesfor thetestandvalidation
data.Otherthanthe olbvious differencewith the previous study(this usedreal
data),it is importantto noteanothersignificantpoint: in this case we stopped
iterating(by ary oneparticularcriterion)whenthatcriterionwasleadingto no
new testsetperformancemprovement. While we hadnot yet donethe simu-
lationsdescribedabore, we had obsered the necessityfor suchan approach
over the courseof our speechresearch.We expectedthis to amelioratethe
effectsof overparameterization.

12.3.2 Results

Table 12.4 shaws the variationin performanceor 5, 20, 50, and 200 hidden
units. The peakat 20 hiddenunits for testsetperformancejn contrastto
the continuedimprovementin training setperformancegcanbe clearly seen.
However, the effect is certainly a mild one given the wide rangein network
size;usingl0timesthenumberof weightsasin the“peak” caseonly causes
degradatiorof 3.1%. Note, however, thatfor this experimentthe moresophis-
ticatedtraining procedurevasusedwhich haltedtrainingwhengeneralization
startecdto degrade.

For comparisomwith classicabpproachesgsultsobtainedvith Maximum
Likelihood(ML) andBayesestimatesarealsogiven. In thosecasesit is not
possibleto usecontetual information, because¢he numberof parameterso
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#hidden| #parameterg | training | test
#units | # trainingpatterns
5 .23 62.8 | 54.2
20 .93 75.7 | 62.7
50 2.31 73.7 | 60.6
200 9.3 86.7 | 59.6
MLE .25 459 | 448
MAP .25 53.8 | 53.0

Table 12.4: Test Run: Correct (phonemic) frame classification rate for
training and test sets.

belearnedvould be50 x 132° for the9 framesof contet. Thereforetheinput
field wasrestrictedto a singleframe. The numberof parameter$or thesetwo
lastclassifiersvasthen50 x 132 = 6,600, or a parameter/measuremaatio
of .25. This restrictionexplainswhy the Bayesclassifier which is inherently
optimalfor a given patternclassificatiorproblem,is shovn hereasyielding a
lower performancehanthe potentiallysuboptimaMLP.

12.4 Summary

While both studiesshaw the expectedeffects of overparameterizationpoor
generalizationsensitvity to overtrainingin thepresencef noise),perhapshe
mostsignificantresultis thatit waspossibleto greatlyreducethe sensitvity
to the choiceof network size by directly observingthe network performance
on anindependentestsetduring the courseof learning(cross-alidation). If
iterationsare not continuedpastthis point, fewer measurementarerequired.
This only makessenséecausef theinterdependencef the learnedparame-
ters,particularlyfor theundertraineatase.ln any event,thoughiit is clearthat
addingparametersver the numberrequiredfor discriminationis wastefulof
resourcesNetworkswhich requiremary moreparameterghantherearemea-
surementsvill certainlyreachlower levels of peakperformancehansimpler
systemsFor atleastthe examplesdescribechere,it is clearthatboththe size
of the MLP andthe degreeto which it shouldbetrainedareparametersvhich
mustbe learnedfrom experimentatiorwith the dataset. Furtherstudymight,
perhapsyield enoughresultsto permitsomerule of thumbdependenbn prop-
ertiesof the data,but our currentthinking is thattheseparametershouldbe
determineddynamicallyby testingon anindependentestset.
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Chapter 13

HMM/MLP AND
PREDICTIVE MODELS

It's hard to predict- especiallythe future.
— Niels Bohr—

13.1 Intr oduction

HiddenMarkov modelsarewidely usedfor speechrecognition. However, as
shawvn in Chapter3, strongassumption$iave to be madeto renderthe model
computationallytractable.Oneof theseassumptionss the obseration inde-
pendenc®f theacousticvectors.indeed,it is usuallyassumedhatthe proba-
bility thata particularacousticvectoris emittedat a giventime only depends
on the currentstateandthe currentacousticvector As a consequencehis
modeldoesnot take accountof the dynamicnatureof the speectsignal!
Many authorshave tried to take accounbf thedynamicsof thespeectsig-
nal. For instancejn [Furui 1986,1991; Gumgenetal., 1990]featuressuchas
the time-dervative of the acousticvectorshave beenintroducec® In [Deng,
1992a,b]thetemporalevolution of the acousticfeatureinsidea stateis mod-
eled by a given function of time, i.e., a polynomialtrend function of time ¢
spentin the state.In [Saerens1992a],the acousticvectorsobsered on each
stateareassumedo be generatedy a continuous-timeMarkov modelor a
stochasticdifferential equation[Saerens1992b]; reestimationformulae are
derived for the Viterbi algorithm. In [Wellekens, 1987], the emissionproba-
bility is explicitly assumedlependenhot only on the currentvectorbut also

1At leastdirectly. In fact,thecorrelationof theacoustiovectorsis implicitly (butonly partly)
takeninto accountvia the constrainton the possibleHMM statesequencesHowever, thetime
correlationof the acousticvectorsemittedon asingleHMM stateis notused.

2This hasledto significantimprovementsn recognitiorrates althoughthetheoreticafoun-
dationsof this approactcouldbe questionable.
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on the last obsered vector In the caseof a correlatedGaussiamprobability
distribution function, it is thenproved that the emissionprobabilitiesdepend
onthepredictionerrorof afirst orderlinearpredictor

In orderto introducetime correlationbetweersuccessie acousticvectors,
someauthorshave consideredhe time seriesof obserations(at the sample
level or atthe acousticvectorlevel) to be generatedby a hiddenlinearautore-
gressve model. In this case,standardemissionprobability densityfunctions
associatedvith HMM statesare replacedby linear autorg@ressie functions,
which resultsin the introductionof the predictionerrorsof theseautorgres-
sive functionsin thelikelihoods(i.e., emissionprobabilities).Along this line,
Poritz (1982),Juang(1984)andJuang& Rabiner(1985)(seealso[Kenry, et
al., 1990; Tishby 1991;Woodland,1992])useGaussiarautorgressie densi-
ties perstateto modelthe speectdynamicsandthe Baum-Welch algorithmis
appliedfor thereestimatiorof the parametersln this casejt hasbeenshavn
thatthe emissionprobabilitiesdependon the predictionerror of alinear pre-
dictor.

More recently someauthorshave consideredhe possibility of usingnon-
linear predictionmodels(essentiallymultilayer neuralnetworks) for speech
recognitionwith hiddenMarkov models[Tsubokaet al., 1990; Levin, 1990,
1993;Tebelskis& Waibel,1990;Tebelskisetal., 1991;Peteketal., 1992;Iso
& Watanabe1990,1991; Denget al., 1991]. In this case the acousticvec-
torsareassumedo begeneratecteachframeby a discretenonlinearmprocess,
differentfor every state corruptedby anadditive uncorrelatedcaussiamoise.

Thisleadsto anew family of hybrid HMM/MLP systemsusuallyreferred
to as predictive neuralnetworks. Although thesemodelshave alreadybeen
briefly discussedn Section6.8 (in the frameavork of neuralnetworks andsta-
tisticalinference) we review herethe basicideasunderlyingthesemodelsand
we discusstheir advantagesdravbacksand relationshipswith standardau-
toregressie models. Also, their usein estimatinglikelihoodsor conditional
likelihoodsfor usein HMMs will bediscussed.

13.2 Autoregressve HMMs

In linearandnonlinearpredictve (autorgressie) models,it is assumedhat,
for everyHMM stateg, € Q = {q1,qo, - - -, gk } (SeeChaptei3 for notations),
the acousticvector z,, attime n hasbeengeneratedy a linear or nonlinear
procesgorruptedby additive noise,i.e.,

Tn = Fe(X]2,, Ok) + €n (13.1)
whereX}j:I} ={zpn_p,-..,Tn—2,2n—1} representthesequencef thep pre-

vious acousticvectors(if p is the predictionorder),ande, j, is the prediction
erroron stategy, attime n andis assumedo beanindependen&ndidentically
distributed (iid) randomvariablewith probability density function p.(e|Ax)
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with parameters,;, andzeromean. Fk(Xn o 0y) is adeterministidunction,
associatedvith stateq, € Q, of thelastp acousticvectorsand parameters
0x, andcanbe linear [Makhoul, 1975] or nonlinear Finally, the autorgres-
sive processassociatedvith stateg; is entirely describedby two setswith
parametersfy, the parameter®f the autorgressie function F, and )\, the
parameterslescribinghe distribution of theresidualnoise.

From equation(13 1), the conditionalprobability densityof the obsera-
tion py(z,| X~ @k) (©r = { A, 0} beingthe setof parameterappearing
in thedlstrletlon) is asfollows:

pe(@nl X0, Ok) = pelan — Fi(X5 5, 06)| M) (13.2)
= pe(en,kp‘k) (13.3)

This is simply becausefrom equation(13.1), the conditionaldistribution of
the stochastiozariablex giventhe pastis the sameasthedistribution of €, but
with a shift in themeanvalue.

As donein Chapter3, given a sequencef acousticvectorsX = XV =
{z1,z2,...,%n,...,xn} anda Markov model M, training and recognition
are basedon the MLE criterion, i.e., P(X|M). If ¢" representshe HMM
state(e Q) visited at time n, we can definea path C of length N in the
modelasanorderedsequenc&®? = {¢° = q1,¢%,4¢>, ..., ¢",¢"*! = qr}
of N statesenteringvia the (non-emitting)initial stateq; andendingvia the
(non-emitting)final stategr of M. As donein Section3.1.1,if I denoteshe
setof all possiblepathsC in M, the actualcalculationof P(X|M) involves
summingthe probabilitiesof all possiblepathsC € T, i.e.:

P(X|M)=> P(C,X|M)=> P(Q,X|M) (13.4)

Keepingin mindthatwe areworking in a particularMarkov model M, we can
omit M in the conditionalandeachtermin (13.4)canbeexpresseds:

PY,x) = PxYIQYV)PQY)
pan| XY QY p(an—1| X7 2,QY) . ..
p(z2]z1, QY )p(211QT)P(QY) (13.5)

However, sincewe wantto estimateeachfactor (local probability) of this ex-

pressionby a (linear or nonlinear)predictve modelof orderp, we canonly

estimateprobabilitiesike p(z, | X, ~ 1) andthep first conditionalprobabilities
(n=1,...,p) cannoﬁ)eevaluateobecause)f theproblemof theinitial condi-
tions. As aconsequencehelikelihoodof anacousticvectorsequencalonga
particularstatesequencés usuallyreplacedoy the conditionallik elihoodthat
is definedas:

P(Xp{\—ff—la p+1|X13Qp) = p(xN‘va_laQ{V)p(fol‘va_QaQ{V) s
p(Tp | XT, QY )p(QP111QF)  (13.6)
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Sincethe procesq13.1)is of orderp, eachlocal probability of the total con-
ditional likelihoodonly depend®nthep previousvectors.Moreover, we also
assumehat the emissionof acousticvectorsthroughthe processdefinedby
(13.1)only depend®nthe presenstate sothat

P(X,ﬁl,QNllXp Q7)
H p(zal X170, 4" )P(Qp11|QY) (13.7)
n=p+1

Furthermoresincethe statesequencés generallyassumedo be generatedby
afirst orderMarkov processwe canrewrite (13.7)as

P(X]]JYf—:L’ Qév—i—llX{)a QII))

N N
1 paaxiztam I el (3.8)

n=p+1 n=p+1

wherep(q™|q"~!) arethetransitionprobabilities.

Given (13.2)it is thenclearthatthe conditionallikelihoodfor the whole
utterancecannow be expressedn termsof the predictionerrorsof the (linear
or nonlinear)predictorsassociateavith eachof theHMM-states,.e.,

P(X +1,Qp+1\X 1)

N
n=p+1 n=p+1

wherek,, representshe index of the stateq;, attime n alongC. Thereis
anothermorestraightforvard, way to obtainthe sameresult.Indeed thelike-
lihood of the parametersgiven the valuesof (P!, eP+2, ... V) (wheree®
representshe predictionerrorfor the HMM-statevisited attime n, givenz,,)
andconditionedon thesequencef stateds

", qY) (13.10)

PPt ePt2 NPt
and, sincethe Jacobianof the transformationfrom the {z,} to the {¢"} is
unity, this joint probability functionalsorepresentshe likelihoodfunction of
the parametergiven (zp41, zp+2, - - -, zn). Equation(13.9)follows directly.

13.3 Full and Conditional Lik elihoods

Whathasbeenpresentedh theprevioussectiondoesnotrequireary particular
assumptioraboutthe predictor; this is valid for linear aswell asnonlinear
predictive functionsprovidedthatwe restrictthelikelihoodof the sequencéo
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theconditionallikelihood. However, if thereis alargeamountof data,this can
have anggligible effect.

It is howeverinterestingto obsere thatit is possibleto computethe exact
total likelihoodin the linear autorg@ressie case:see[Box & Jenkins,1976];
in the contet of speectrecognition,see[Juang,1984]. However, this is no
longervalid for nonlinearpredictors(and,consequentlyneuralnetworks), in
which caseit is importantto keepin mind thatwe will alwaysberestrictedto
conditionallikelihoods.

Thesemethodshave beenusedfor bothlikelihoodandViterbi trainingand
usinglinear or nonlinear(neuralnetwork) predictors.Also, the modelingcan
bedoneatthefeaturevectorlevel [Levin, 1990]or atthe sampldevel [Poritz,
1982].

13.4 GaussianAdditi ve Noise

13.4.1 Training

As alreadyshavn in Chapter6, the parameter®),, of the AR functionsare
usuallytrainedby minimizing the MSE

K
= > > Nz — F(X35.00) |

k=1 Tn€qs

in the parametespaceof 6.

Thetrainingproceduresvill of coursedependonthekind of predictorand
on the assumptionsboutthe noisedistribution. Of course the moststudied
cases the onefor which the noiseis Gaussiardistributedwith zeromeanand
covarianceX, in which case(13.3)takestheform:

1 . Eg,k(zk)_len,k
- exp| A M
(2) 4| 2
During Viterbi training [Levin, 1990], one hasto minimize the negative log
conditionallikelihoodwithin a constanterm:

_log[ ( p—|—17Qp-|—1)|X ]

=5 Z £(Bk,) Gnk+ Z log [Z, |

—p+1 n=p+1

De(€n k| k) = (13.11)

— Z p(q"q"~ (13.12)

n=p+1
By introducing the usual constraintthat the transition probabilitiescoming
from the samestatesumto one, one can easily derive reestimationformu-
laefor thevariance-ceariancematrix andthe transitionprobabilities.Most of
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theauthorsassumehowever, thevariance-cearianceto betheidentity matrix
(aswasdonein Chapter6).3

Forwhatconcernsghepredictorparameter§,, fork = 1,. .., K, thetrain-
ing methodwill, of course bedifferentfor linearandnonlinearpredictors.In
thelinearcasepothstandardechniquedor theestimatiorof theparametersf
autorg@ressve processefor Viterbi algorithm),andForward-Backvard algo-
rithm [Poritz, 1982;Juang,1984;Juang& Rabiney1985;Kenry etal., 1990;
Tishby 1991; Woodland,1992] canbe used. In the nonlinearcase,gradient
descents used,both for Viterbi algorithm[Levin, 1990, 1993; Tebelskis&
Waibel,1990;Tebelskisetal., 1991;Peteketal., 1992;1so & Watanabel1990,
1991]andForward-Backvard algorithm[Tsubokaetal., 1990].

13.4.2 Recognition

During recognition;if the Viterbi criterionis used the beststatesequenc&}
giventhe obseration sequencéX?" is the onethatmaximizes
PxX{QY)P@QY)

PQY|xN) = L ¥l L 13.13
Maximizationof this lastexpression(within aninitialization constraintelated
to thefirst p acousticvectors)is equivalentto minimizationof (13.12),which
canbedoneby standardiynamicprogrammingn whichthelocal distanceas-
sociatedwith stateg, andacoustiovectorz,, is nothingelsethantheprediction
error

| @ — F(X22,,0k) |12

n—p>
if the predictionerroris assumedo be Gaussiarwith zero meanand unity
variance andthe normalizedpredictionerror

[T — Fr(X720, 0617 (Sk) Han — Fr(X72,,6k)]

n—p? n—pr

if the predictionerroris assumedo be Gaussiarwith zeromeanand covari-
ancematrix .

13.4.3 Discussion

As alreadydiscussedn Section6.8, thesepredictve approachesave been
testedon speechrecognitionproblemsbut, to our knowledge,neverled to bet-
ter performance.Accordingto our experiencewith predictive networks (and
relatedapproachetik e the one presentedn Section6.8.4),althoughvery at-
tractive in theory theseapproachesalwaysled to significantly poorerperfor

mancethanthe oneachieved with MLPs trainedin classificationrmode. This
alsoseemdo corroborateesultsobtainedwith standardlinear)autorgressie

models[de La Noueetal., 1989;Wellekens,1987].

Thereareseveral potentialreasongor this problem:

3Althoughthis canbe expectedo hurt recognitionperformance.
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e As opposedo the main approachdevelopedin this book (i.e., MLPs
trainedin classificatiormode) AR (predictive) approachearenolonger
discriminant.They are(potentially)betterin modelingthetime dynam-
ics of the sequencdut eachclass(e.g.,eachHMM state)is associated
with an AR modelor a neuralnetwork thatis trainedindependentlyof
theothers.

¢ In mostof the work using predictve neuralnetworks, the covariance
matrix describingheerrorpdf wasgenerallyassumedo beunity, which
obviously canhurt performancé.

e Linearmodelsaretoo smoothto represenspeectdynamicsandnonlin-
earmodelsaredifficult to estimateproperly— seenext section.

13.5 Linear or Nonlinear AR Models?

Underthe usualassumption®n the error prediction(i.e., Gaussianid ran-
domvariable),standardinear AR models[Makhoul, 1975;Juang& Rabiney
1985],aswell asnonlineartMLP) AR modelswill resultin Gaussiarik e emis-
sion probabilities. However, it is clearthatwhenusingan MLP, Fy, (XZ:;)
will be nonlinearfunctionsand can approximatethe dynamicof the system
better However, althoughthe theoryof AR models(linearandnonlinear)is
particularly appealingto speechrecognition,it hasnot yet led to ary signif-
icant improvementsover state-of-the-arapproaches.In caseswheredirect
comparisonsveredone,mary researcherbave obsered lower performance
usingsomevariantof this approachgdespitethe potentialadvantagesuggested
by theory Thisis discussedfor example,in [de La Noueet al, 1989]where
it is shavn that linear AR modelsdo not work well for speechrecognition,
althoughthey do for artificial AR speecl?.
Therecouldbe severalreasongor this, including:

1. Any (linear)autorgressie modelsassumesomekind of “smooth” dy-
namic, which is obviously wrong in speech(e.g., plosives). Even for
nonlinearAR processesnostunderlyingdynamicsare smooth. How-
ever, therearesomenonlinearAR processegevenwith low order)that
can generaté‘'speech-lile behaiors; andwhich are no longerreally
smooth[Priestley, 1991].

2. Thespeectdynamicis highly nonlinearand,in thiscasejt doesnothelp
to increasethe order of linear AR modelsto improve performance.A
critical issueis the determinatiorof the orderof the underlyingnonlin-
earpredictor Viewing speeclasachaotictime seriesjt hasbeenshavn

“Thisis usuallynotoverlookedin linear AR models.
SWouldn't it beniceto be ableto manufcturethe datato matchour models?Naturecanbe
somessy...
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that the underlyingfractal dimension(usually referredto as “correla-
tion dimension”or “embeddeddimension”)of speectsignalsis quite
low, andis typically estimatedio be between3 and5 [Tishby 1990;
Townshend1991]. A theoremby Takens[1981] provesthatif D is the
correlationdimension,the maximumdimensionof the optimal nonlin-
earpredictoris equalto 2D + 1. Evenif themodelorderwereprecisely
known, howvever, we would still needto know the nonlinearfunction
itself. The needto learnthis functionis a good matchfor the training
capabilitiesof a neuralnetwork.

13.6 ARCH Models

As alreadymentionedbefore,the modelingcan be doneat the samplelevel
or at the featurevectorlevel. However, we have to keepin mind that, very
roughly therearetwo kinds of variability in the speectsignal: (1) realnoise
thataffectsthe speectsignalitself and(2) inter andintra-speakr variability
thatresultsin differentvocal tractshapesndarticulatorpositions,andthere-
fore differenttransferfunctions,relatedto the samephoneticunit. In [Saerens
& Bourlard,1993],amodelthattakesaccouniof thetwo sourcef variability
is introduced. The mainideais to assumehat, in the linear case the autore-
gressie coeficientsd;, in (13.1)arealsorandomvariables,subjectto fluctu-
ations. In fact, this is exactly whatwe aredoing whenextractingLPC coefi-
cientsandclusteringthemwith Gaussiardistributions. The adwvantagehereis
thatwe directly introducethevariability atthe sampldevel. Thisleadsto pro-
cesseshatareknown asAutoregressie ConditionalHeteroscedastidARCH)
processefEngle,1992;Gourieroux,1992]with nonconstanvariancesondi-
tional onthe past.

13.7 Summary

In this chapter we reviewed the basicideasunderlyingthe useof predictive
modelsfor speechrecognitionwith hiddenMarkov models.Thesemodelsas-
sumethat the acousticvectorsare generatedy a linear or nonlinearprocess
corruptedoy additive noise.Both linearandnonlinearmodelscanbe usedfor
prediction,andbothforward-backvard algorithmandViterbi algorithmcanbe
usedfor training. If neuralnetworks areusedto estimatenonlinearfunctions
F}, this leadsto a new kind of hybrid HMM/MLP approach.However, al-
thoughthis approachs ableto modelthetime dynamicsof the sequencéand
the correlationof the successie acousticvectors),it losesthe discriminant
charactethatwasoneof the main propertiesof the generaimethodpresented
in this book.



Chapter 14

FEATURE EXTRACTION BY
MLP

Whentheonlytool youhaveis a hammereverything
baginsto looklike a nail.
— Lofti Zadeh—

14.1 Intr oduction

In the precedingchaptersemphasisvasput on the useof MLPs asdiscrimi-
nantpatternclassifiersfor speechrecognitionapplications.Although pattern
classificatiorplaysa crucialrole, it is only partof the vastspeectrecognition
task. In spite of the spectaculaprogressmadeover the last decade,unre-
strictedspeechrecognitionis still out of reach,andit is suspectedhatpart of
thedifficulty liesin theuseof inappropriatdeaturedor recognizingspeech A
priori phoneticknonvledgeseemsof little practicalusein thisrespectTheele-
mentarysoundscomposingpeectcanindeedbedescribedy placeandman-
nerof articulationfor instancebut it seemdlifficult to translatehisknowledge
to aprecisecharacterizatioatthesignallevel. Ontheotherhand,onecancon-
siderthatthe hiddenunitsof anMLP developaninternalrepresentationf the
input signalwhich is the mostappropriatefor the classificationtask. From
this point of view, the MLP performssometype of featureextractionwhich
is given by the actvity levels of the hiddenunits. This view of an MLP asa
trainablefeatureextractorfor speeclprocessingvasdescribedn [Rumelhart
etal., 1986a],wassystematicallynvestigatedn [EIman& Zipser 1988],and
wasmoregenerallythe original perspectie in someof thework of Rosenblatt
andhis students.

In mostMLP architecturesisedfor featureextraction,the numberof units
onthehiddenlayeris smallerthanontheinputlayer Consequenththehidden
layer actsasa narrav-bandchannelandthus performssomeform of dimen-

209
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sionalityreduction.Again, if thelearningprocedureof the MLP is successful,
one could expectthat this reductionextractsthe mostsalientfeaturesin the
signal.In view of this obseration,the MLP canbeconsideredisanattractve
alternatve for efficient speeclcodingandimagecompressiormsexaminedin
[Elman& Zipser 1988]and[Cottrell etal., 1988].

Featureextraction and dimensionalityreductioncan be learnedin mary
ways but the mostefficient oneis to useteachingsignalswhich areidentical
to the input sincethis avoids explicit segmentationandlabelingof the signal
and thus allows unsupervisedraining of the MLP. For this particularmode
of operation known asauto-associatioor identity mapping,the outputlayer
generallydoesnot containary nonlinearfunction (at leastfor real valuedin-
puts)sincethe outputtargetis identicalto the input pattern.

Of coursethereareothertechniquedy which datacompressiomndfea-
tureextractioncanbeachieved. Mostimportantamongtheses the Karhunen-
Loewe or principalcomponentsransform,which is a purely linearmethod,in
contrastwith the nonlinearoperationmodeof the MLP, dueto the sigmoidal
functionat the hiddenunits. In spiteof this opposition,it wasalreadyantici-
patedin [Cottrell etal., 1988]thatthe auto-associate MLP shouldsomehov
be relatedto more classicatechniquesthe moresothata linear versionof it
producedresultswhich were compatiblewith the nonlinearversion. At this
point, however, the exactnatureof this relationshipvasnot fully understood.

The purposeof this paperis to shav on a rigorous basisthat an auto-
associatie MLP with linear output units is nothing but an indirect way of
performing datacompressiorby a Karhunen-Léwe transform[Bourlard &
Kamp,1988](atbest).More preciselyit will beshavn thatthe optimalweight
valuescanbe derived by standardinear algebra,consistingin singularvalue
decompositior{SVD) thusmakingthe nonlinearfunctionsat the hiddenlayer
unnecessaryl headvantagesreobvious: thesolutionis obtainedexplicitly in
termsof thetrainingdata,whereagshe EBPalgorithmgenerallyusedfor train-
ing MLPs proceedsteratively andmay well missthe optimumsolutionsince
it reliesonagradienttechniqgueandcangettrappedn local minima. Theanal-
ysis presentedelow offersthe additionalbenefitthatthe optimal parameters
aregivenameaningfulinterpretatiorin termsof reconstructiorof the average
valueandcovarianceof theinputpatterns.

14.2 MLP and Auto-Association

Consideran MLP with a single hiddenlayer as representedn Figure 14.1
wherep is the numberof hiddenunits. Whenusingthis type of network to
achieze dimensionalityreductionby auto-associatiornit is desiredthatthein-
put units communicateheir valuesto the outputunitsthrougha hiddenlayer
actingasa limited capacitybottleneckwhich mustoptimally encodethe input
vectors.Thus,for this particularapplication,n; = ng = n andp < n. When
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= ny output units

N

p hidden units

AN

n; input units

Figurel14.1: MLP with onehiddenlayer for auto-association.

enteringa n-dimensionaleal input vectorz;, (¢ = 1,2,...,N), the output
valuesof the hiddenunitsform ap-vectorgivenby

hy = F(W1 2k + w1), k=1,2,...,N (14.1)

whereW is the (input-to-hidden)y x n weight matrix, w; is a p-vector of
biasesand the nonlinear(typically sigmoid)function F' is operatedcompo-
nentwise. For mostapplicationsof MLPs, e.g.,for classificationthe values
in the outputlayer are obtainedin a similar way. However, in the caseof
auto-associatiorthe outputvaluesshouldapproximateheinputsascloselyas
possible.Consequentlyin the caseof real valuedinputs,the non-linearityat
the outputmustberemoredandthe outputvaluesform ann-vectorgivenby

yr = Wa hy + wo (k=1,2,...,N) (14.2)

whereW, is the (hidden-to-outpytn x p weightmatrix andws is ann-vector
of biases. The problemis to find optimal weight matricesW,, W, andbias
vectorsw;, we Minimizing the mean-squarerror £ = E,]CVZI | zx — v 1%,
which correspondso the standardptimizationcriterion usedfor MLP train-
ing.

Let X = [z1,z9,...,zn] bethen x N realmatrixformedby the N input
vectorsof thetrainingsetandlet H =[h1, ho, ..., Axy] andY =[y1,yo, - .., yn]
bethep x N andn x N matricesformedby the correspondingectorsof the
hiddenandoutputunitsrespectrely. Given(14.1)and(14.2),the outputma-
trix Y of theauto-associate MLP is obtainedfrom theinput matrix X asthe
resultof the following sequencef operationsllustratedby Figure14.2:

B=W; X 4w u’ (14.3)
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Y n x N matrix
(Waolwy)
H p X N matrix
F
B p X N matrix
(Wqlwy)
X n inputs x N patterns
X =n x N matrix

Figure14.2: Sequencef opemationsin theauto-associativéLP.

H =F(B), (14.4)
Y = Wo H + wpul (14.5)

whereB isapx N realmatrixandu is an N -vectorof ones.With thisnotation,
thesquarecerrornorm E canberewritten as

E=|X-Y|? (14.6)
where|| - || now denoteghe Euclidearmatrix-norm(or Frobeniusnorm). The
trainingproblemis to minimize E with respecto theparametesetiW,, Wy, w1, wa.
14.3 Explicit and Optimal Solution
Using (14.5)the squarecerrornormcanberewritten as

E=|| X — WoH — wyu® |? (14.7)

and,in view of || 4 ||? = tr(AAT), oneeasilyverifiesthatminimizationof E
with respecto w, yields

iy = % (X — WoH)u (14.8)
Substituting(14.8)in (14.7)oneobtainsfor thesquarederrornorm:

E=|| X' —WyH"|? (14.9)
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whereX' = X(I-uu’ /N) andH' = H(I—uu”/N). Inview of thefactthat
W5 normally hasrankp < n, expression(14.9)shaws thatthe producti, H'
minimizing E is thebestrankp approximatiorof X’ in Euclideamorm. This
is a standardproblemandcanbe solved asfollows. Considerthe SVD of X’
[Golub & VanLoan,1983;Stewvart, 1973]:

X' =0,V (14.10)

whereU, (V;,) isann x n (N x n) matrixformedby thenormalizedeigervec-
torsof X’ X' (X" X') associatedvith theeigewvaluesh; > Xy > --- > A\,
andwhereX, = diago, 09, . . . , 0,,] is adiagonalmatrix with o; = 1/);. For
simplicity we will assumehat X hasfull row rank (o, > 0). It is known
[Golub, 1968;Stevart, 1973]thatthebestrankp approximatiorof X' is given
by

WoH =U, %,V (14.11)
with ¥, = diag [01, 09, ... ,0,] andwhereU,(V,) is formed by the first p
columnsin U, (V,,). Consequently

Wo=U,T7t, H =T%,V] (14.12)

whereT is anarbitrarynon-singulap x p matrixwhichwill subsequentiplay
animportantrole asa scalingmatrix.

Let uspausehereto commenibntheresultsdervedsofarandto pointout
afew interestingpropertiesof the optimally trainedauto-associate MLP.

Let ux denoteheaverageof thetraininginputvectorszy, s, ..., zN i.€.,
px = % X u andlet similarly yy = £ Y u bethe averageof the MLP output
vectors.Taking(14.5)and(14.8)into accountjt follows thatthe optimalbias
vectorivy insures

By = px (14.13)

or, in otherwords,thattheaverageinputandoutputvectorsareequal.Obsere
alsothat, in the very specialcasewhereall training vectorsareidentical, i.e.,
X = ux u”, thisvectoris exactly reproducedttheoutput(Y = uy u”) since
thenX’ =0 andhence/WQ’fI’ = 0 by (14.11).

If pg = % Hu denotesheaverageof thevectorsattheoutputof thehidden
units, thenthe definitionsof X’ and H' canberewrittenas X’ = X — pxu”
andH' = H — pgu” which meanghatthey representespeciiely theinput
andhiddenunit vectorsaftersubtractiorof their averagevalue. Consequently
the computationakffect of the biasvectorw, is thusto reducethe training
problem(14.9)to zero-aeragepatterns.

Finally, onecanshaw thatthecovarianceof theoutputvectors{y, y2,...,y~n }
isthebestrankp approximatiorof thecovarianceof theinputvectors{z1, z2,...,zn}
and,in this sensethe auto-associate MLP is nothingbut anindirectway of
performingdatacompressiotry a Karhunen-L@we transformon zero-aerage
data]Ahmed & Rao0,1975]. Indeed,owing to (14.10),

Cx =X'XT=v,22uT (14.14)
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Ontheotherhand,the outputcovariancematrix definedas
Cy =Y = pyu" ) (YT = ups)

can,in view of (14.13),(14.5),(14.11)andorthogonalitypropertiesperewrit-
tenas

Cy =UpS2U, (14.15)

andcomparisorof (14.15)with (14.14)terminateghe proof.

It is aremarkablefact thatthe optimal expressionsn (14.8)and(14.12),
aswell asthe precedingproperties have beenobtainedcompletelyindepen-
dentlyof theway in which H' is producedoy the MLP and,morespecifically
independentlyf theparticulamonlinearfunctionusedatthe outputof the hid-
denunits. In the following section,we will first considerthe casewherethis
nonlinearfunctionis absentwhichimplies H = B. Next, we will shav that
this optimal situationcanbe approximatediscloselyasrequiredevenwhena
sigmoidalfunctionis presentttheoutputof thehiddenunits,asis usuallythe
casein anMLP.

14.4 Linear Hidden Units

Since B = H, we have to prove that H' as prescribedby (14.12) can be
generatedn accordancevith equation(14.3)by anappropriatechoiceof W1
andw;. Multiplying both sidesof (14.3) by (I — uu” /N) we have thusto
solve thefollowing equationfor Wy andw;

T,V = WiX'+wu” (I —uu’/N) (14.16)

Inview of ul'u = N, thesecondermontheright-handsidevanishesshaving
thatw; is arbitrary Next, taking (14.10)into accountthe left-handsidecan
berewrittenasT U, X’ and(14.16)thenbecomed U X' = W X', sothat

Wy =TU! (14.17)

Finally, to find the optimalvalueof the biasvectorws, it is suficient to elimi-
nateH = B from (14.8),via equation(14.3)andto incorporateesults(14.12)
and(14.17).0Onefinds

Wy = (I =Ty Uy ) px — UpT " (14.18)

Thus, for arbitrary wy, vector w, should be adjustedaccordingto (14.18)
which, as obsered before,insuresyx = py. In summary after SVD of
X', equationg14.12),(14.17)and(14.18)give the optimal solutionsfor W7,
W, w1 andws of the“linear” MLP.
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14.5 Nonlinear Hidden Units

Now considerthe casewherea nonlinearfunction F' is presentat the output
of the hiddenunits. We will not needstrongassumptiongboutthe particu-
lar form of this function exceptthat, for small valuesof its agument,it can
be approximatedas closely as desiredby the linear part of its power series
expansionj.e.,

F(z) ~ag+ a1z for z small (14.19)

with nonzerow; . For theasymmetricsigmoid,F'(z) =1/(1 +e %), thisgives
ag = 1/2 anda; = 1/4; whereador the symmetricalsigmoid, F(z) = (1 —
e *)/(1+e *),onehasay =0, g = 1/2.

We will now shawv that, within minor modifications,the optimal values
obtainedin the previous sectionsstill producethe expressiorfor H required
by (14.12).If wetake .

Wi=a'TU) (14.20)

we obtainby (14.3),
B=o'TUI X +wiu” (14.21)

Obviously, if we wantto useapproximation(14.19),then B shouldbe made
smallby actingon w; andon the arbitraryscalingmatrix 7". This leavesstill

somefreedomon w; which could e.g.,be chosenequalto zero. Anotherin-

terestingpossibility is to force up = % Bu, the averagevectorof matrix B

definedin (14.3),to be zeroby selecting

Wy = —of ' TU] px (14.22)

In bothcases|| T' || shouldbe sufiiciently smallbut nonsingular With @, as
givenin (14.22),onefinally obtains

B=o'TUI' X' =o' TS, VT (14.23)

andequation(14.4)yieldsﬁ = aguul + alﬁ, leadingto

~

H=oguu" +T5, V] (14.24)

SinceH’ hasbeendefinedby H' = H(I — uuT /N), this gives,asdesired A’
=T, V;,T. As for the optimalbiasws,, it caneasilybe computedrom (14.8),
(14.12)and(14.24)as

Wy = px —apUpy T (14.25)

Thus,in the caseof a sigmoidalfunction at the hiddenunits, the optimal pa-
rametersof the MLP are given via the SVD of X’ by expressiong14.12),
(14.20),(14.22)and(14.25).
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It is not difficult to seethatessentiallythe sameapproachcanbe usedin
the caseof multiple hiddenlayers. The key operationremainsthe SVD of X'
andits rank p approximationwherep is now given by the last hiddenlayer
The freedomin the choiceof the weight matricesand biasvectorsbecomes
thenevenwider.

Finally, when the units on the output layer containnonlinearfunctions,
thenof course the approachpresente@bove breaksdovn. However, evenin
this case someinterestingresultscanstill be derved by analyticalwaysand
areshowvn to becloselyconnectedvith low rankrealizationf prescribedign
matricegDelsarte& Kamp,1988].

14.6 Experiments

A simpletraining databasevascomposedf 60 vectorsin R'¢ (henceX is a
16 x 60 realmatrix). Thesewerecepstralvectorsobtainedrom 10-msframes
of speechsignal and correspondedo the meanvectorsassociatedvith the
statesof phonemichiddenMarkov models[Bourlardetal., 1985]. In orderto
confirmthetheoreticalresults we determinedy the SVD of X’ andequations
(14.12),(14.20),(14.22)and(14.25),the optimalweightmatricesi?; , W» and
biaseaw;, wy for arank5 approximatior(correspondingo 5 hiddenunits)and
usedthesevaluesasinitialization of the EBP training algorithm. In thatcase,
the EBP wasunableto improve the parameter®y reducingthe MSE (14.6).
Moreover, whenstartingthe EBPtrainingalgorithmseveraltimeswith random
weights,it alwaysgot stuckin local minima, giving highererrorvalues.This
illustratedthatthelinearapproactwaspreferable.

One could objectthat the MLP andthe associatedEBP algorithm allow
on-line learning,which is animportantadwantagewhenthe numberof train-
ing patterndecomedarge. However, the SVD algorithmalsohasa sequential
version[Bunch & Nielsen,1978],sothis agumentdoesnot apply Similarly,
while the MLP canbe implementedon fast parallel hardware, similar map-
pingscanbemadefor SVD. Perhapsheonly hardware-orienteciigumenthat
mayfavor theMLP approachs thatMLP trainingcanbe donewith lower pre-
cision (e.g.,16 bits for weightsand8 bits for activation), while SVD requires
moreprecision(typically 32-64bit floating pointis used).

It is alsoimportantto rememberthat the theoreticaldevelopmentspre-
sentedn this chapterareonly valid for the auto-associate MLP with linear
outputsandlinearor nonlineariddenunits,wherethe numberof hiddenunits
is smallerthanthe numberof input (and output) units. In the casewherethe
(bottleneckhiddenlayerwith p < n hiddenunitsis precededndfollowed by
atleastoneadditionalhiddenlayerwith ¢ > n units,thisnetwork will perform
a nonlinearexpansionof the input spacebeforedoing SVD in thatexpanded
spaceln this caseanexplicit solutionby linearalgebras nolongerpossible.
However, thiskind of nonlinearmpreprocessingasbeenshavn to leadto better
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classificationperformanceon somespeechrecognitionproblems[Nakamura
etal.,1991].

Somepartsof the theory developedin this chaptercan also be usedto
improve our understandingf hetero-associate MLPs usedfor classification
andtheir relationshipswith discriminantanalysis(see,e.g.,[Webb& Lowe,
1989]). However, this will never enableusto find the optimal solutionfor all
theweightsof anMLP (asdoneherefor auto-associatiorgxceptin somevery
particularcaseswhereall the hiddenand output units have a linear transfer
function. In this case pf coursemorestrict mathematicalreatmentaboutthe
absencef local minima,the presencef saddlepoints,learningpropertiesand
relationshipsvith principalcomponenainalysiss possible(seee.g.,[Baldi &
Hornik, 1989;Baldi & Hornik, 1991]).

14.7 Summary

While the previous chapterdocusedon the useof MLPs asa particularmod-
ule of acompleteCSRsystem(i.e., probabilityestimationrof HMMs), we have
investigatecherethe possibility to useMLP for anothersubtaskj.e., feature
extraction,which is morerelatedto the front-endprocessingf a speechrec-
ognizer In this case,MLPs working in “auto-association'modeare usually
usedto extractrelevantfeaturesrom roughdata. Sucha network wasstudied
hereandit wasshavn thatEBP canbeavoidedby analyticallydetermininghe
optimal parametersf the network. It wasprovedthatthe optimal solutionof
the MLP wasstrictly equivalentto the standardsingularvaluedecomposition
(SVD) approachandthat, in this casethe nonlinearityin the hiddenunitsis
theoreticallyof no help. It wasshavn thatthe network actuallyprojectsthein-
putontothesubspacspannedby thefirst p principalcomponent®sf theinput,
wherep is thenumberof hiddenunits.

Althoughthis conclusionsoundsa bit pessimisticthis approacthassome
merits: while allowing abetterunderstandingf neuralnetwork processingnd
its relationshipswith standardsignalprocessingechniquesit alsoprovidesus
with an efficient parallelimplementatiorof the SVD algorithmwhich canbe
integratedeasilyin a generalneuralnetwork framevork. Sucha framework,
asnotedearlier canbe basedon low or moderateprecisionhardware.
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Chapter 15

FINAL SYSTEM OVERVIEW

e needto saysomethinglever here.
—Heng& Morgan—

15.1 Intr oduction

In this book, several theoreticaland experimentaldevelopmentsrelatedto
HMMs, neuralnetworksandhybridHMM/MLP systemshave beenpresented.
While oneof our goalswasto discusgelationshipdbetweemeuralnetworks,
statisticsand linear algebra,the main aim of this book wasto presentthe
theories,experimentsand hardware that were requiredto develop our hy-
brid HMM/MLP approacho improving large vocalulary, continuousspeech
recognitionsystems.

For clarity’s sale, this chaptemwill summarizehe hybrid HMM/MLP ap-
proach(including training) that led to our basicsystem. This systemis now
the basisfor extensionghatarethe subjectof currentresearch.

15.2 SystemDescription

15.2.1 Network Specifications

Although we experimentedwith mary systemsthe ANN thatwe have ulti-
mately adoptedasour core systemwasa multilayer perceptrorwith the fol-
lowing characteristics:

e Feedforvard MLP; i.e., without recurrencefeedback)- In Section6.3
the theory was developedfor an MLP with feedbackfrom the output
to theinputfield. Thereit wasshavn that,in theory this network was
ableto generatédiscriminant” probabilitiesthat werea goodfit to the
frameawork of discriminantHMMSs describedn Section7.2. However,
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becausef the mary problemswe encounteredn our way (dueto our
initial lack of understandingf basichybrid HMM/MLP systemswe
only focusedon feedforward networks andstandardHMMs (i.e., using
discriminanttraining but likelihoodsduring recognition). Now thatwe
believe that we understandhesesystemsbetter we are interestedin
investigatingtherecurrentapproachagain.

Discreteor continuousnputunitsrepresentin® framesof 10-msacous-
tic vectors— Comparison®n several databasebave shavn thattheuse
of continuousinputsled to significantly betterperformancebut at the
costof more processingime during bothtraining andrecognition. On
speecltdatabasesontainingmorethana million training input patterns
and networks with a few thousandparametersit was possibleto train
MLPs with discreteinputson standardvorkstationd SUN SparcStation
2). However, MLPs with continuoudgnputsrequiredthe developmentof
the RAP computer(seeChapterll) to obtainpracticaltrainingtimes.

Hiddenunits — In the caseof discreteinputs, the architecturewith no
hiddenunits hadthe bestperformanceThis is probablydueto thefact
thathigh-dimensionabinaryvectorsasusedn thiscasegtypically 5,058
binaryinputunits)aremostlikely to belinearly separableln the caseof
continuousnputs (typically 234 input units), it wasshovn experimen-
tally thatperformancemprovedsignificantlyfor largerhiddenlayersup
to 1,000unitswide. Two kinds of hiddenunits have beentestedon our
large databasefor our state-of-the-arsystems:the standardsigmoidal
hiddenunitsandRBF units. In spite of someimprovementsof the the-
oreticalformulation of the RBF approach(resolvingthe mismatchbe-
tweenlik elihoodsandposteriorprobabilities,outputvaluesconstrained
to be between0 and 1 and summingto one), we never succeededn
gettingimprovementsrom RBFs.

Outputunits— As mary astherearedistinctHMM stategor obseration
densities).Sincewe have generallyusedsinglestatephonemodels,we
typically had50-69outputs(correspondingo thenumberof phonemod-
elsin thelexicon). In the caseof ResourceManagementfor instance,
we used69 outputunits. In someexperimentswe addedmore units
for phoneoccurrencesn function words, and sometimesgot a small
improvement. In otherexperimentswe tried two- or three-statgphone
models,andusedup to 200 outputunits. In this casewe didn’'t seeary
improvement,so the 69-outputnet remainedour standard. In caseof
context-dependenphonemodels,we developedatheoryto split there-
sulting large network into smalleroneswithout any majorassumptions.
Resultsof this approachhave not beenreportedexplicitly in this work.
A relatedsystermdevelopedat SRI providedsignificanimprovementsn
recognitionperformancdCohenetal., 1992]. Recenimprovementso
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our HMM recognizet, donein collaborationwith researcherat Cam-
bridge University UK, hasimproved our performanceor the simple
single-density-pephone, contet-independensystemto be compara-
bleto thatof themorecomplex context-dependentnulti-state-pephone
systemsHowever, sincesofar context dependencbkasalwaysimproved
ourperformancefurtherwork is still requirecto improve context depen-
dentHMM/MLP approaches.

15.2.2 Training

Themaincharacteristicef our trainingalgorithmarethefollowing:

¢ On-linetraining— Standard&BPalgorithmwith weightupdateaftereach
inputtraining pattern.This leads(asis well known) to muchfastercon-
vemgencethanis obseredin off-line gradientapproache$.

¢ Randomsamplingof the training data— Sincewe were doing on-line
adaptationwe initially sortedacousticvectorsso that they were pre-
sentedto the network in sequencdy classnumber(e.g.,first a vector
from clas<0, thenavectorfrom classl, ...). Thiswasdoneto avoid over
trainingthatcouldresultfrom successi presentatioof severalvectors
correspondingo thesameclass.Thisalsospeededipthetraining. Later
on, it wasobsenred thata randompresentatiorof the training patterns
ledto slightly bettertrainingtime andclassificatiorperformance.

e Cross-alidation — This was an importantfactor Sincewe uselarge
networks (with hundredof thousandsf parametersyvertrainingwasa
real problem. As a consequenceve developeda simple (but efficient)
cross-alidationtechniqueln earlywork, we split thetraining datainto
(roughly) 2/3 for the actualtrainingand1/3 for cross-alidation® After
eachcycle of MLP training (presentatiomf all thetrainingpatternsyve
testtheperformancef theresultingsystemon the cross-alidationdata
andcontinuethetrainingonly if the performancenthecross-alidation
setimproves.

e Step-sizedaptationr- Thiswasalsoimportantin combinatiorwith cross-
validation. Startingwith a gradientstep-sizesuchas.01 (for the contin-
uousinput data)eachtime the performancen the cross-alidationdata

IMainly correctingbugs!

23peed-uptechniquedike conjugategradientoptimization can also greatly improve the
speedof gradientsearch. We have not donea comparisonput we suspecthat the resultant
trainingtime is probablycloseto whatwe achiesze with our simplertechnique However, since
we routinelytrain our netsnow with only 5 passeshroughthe data,it is unlikely thata conju-
gategradientapproachwould befaster andit requiresmorecomputatiorperpass.

SUltimately we foundthattheapproactworkedaswell with muchlesscross-alidationdata,
sowe endedup using7/8 for training.
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deggradedwe divided the gradientstep-sizeby 2 for the next MLP iter-
ation. This processvasiterateduntil the step-sizevasso smallthata
passthroughthe dataprovided no significantimprovement. This also
significantlyspeedediptrainingtime. In alaterrefinementye did only
onetraining passat eachnew learningrateafter thefirst, sincewe had
obseredthatthesecondhassfor eachnew ratewasnever helping. This
changecut the corvergencetime in half, while preservingthe perfor
mance.

¢ Output nonlinearfunction — The standardsigmoid function hasbeen
successfullyused. This hasthe adwantageof minimizing the classifica-
tion error rate while forcing the outputvaluesto be between0 and 1.
It hasbeenshavn thatusinga linear outputfunction degradedthe clas-
sification performancegeven at the frame level, i.e., without usingthe
outputvaluesasprobabilitiesyet). Lateron, it wasobseredthattheuse
of thesoftmaxfunction(insteadof a sigmoid)slightly improved conver-
gencetime andperformancdbut not alwayssignificantly). This hasthe
additionaladwantageof forcing the outputvaluesto sumto one.

e Trainingcriterion— It hasbeenobseredthattherelative entroyy crite-
rion ledto fastercorvergence gspeciallyatthe beginningof thetraining.
This canbe explainedby the factthatapplying EBP rulesto this crite-
rion with a sigmoidfunction at the outputleadsto a correctionlinearly
proportionalto the error, which is not the casewith the standard-MS
criterion that saturateqeven if the obsered outputis O for a desired
outputof 1). However, we alsosometimeobseredthatan LMS crite-
rion providedslightly betterclassificatiorperformanceatthe endof the
training. As a consequenceaye have beenusingboth criteriaquite suc-
cessfully:startingwith arelative entroyy criterion,cross-alidationand
step-sizeadaptatiorandshiftingto anLMS criterionwhenit wasimpos-
sibleto getary furtherimprovementswith therelative entrory. Morere-
cently we have usedtherelative entrofy only andachiezed comparable
performancé.

e Betterinitialization of the outputnodebiases- It hasbeenshowvn that,
sincethe optimal outputvaluesare estimatef posteriorprobabilities,
the outputnodebiasegbeforethe outputnonlinearity)shouldbe of the
sameorderof magnitudeasthe“log odds”of theclasspriors(in thecase
of sigmoidaloutput)or log priors(in the caseof softmaxoutput). Since
we can computethe classpriors on our training data, it was possible
to initialize the output nodebiasesto valuesvery closeto the optimal

4Comparisoris difficult sincemary aspectof the systemhave changecdover the last few
years.However, atthetime we lasttried droppingthe LMS step,we did sobecausét nolonger
seemedo beimproving performancaftertheentropy-basedearningwascompleted.
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solution. This significantlyreducedrainingtime, andalsogave a small
performancéoost.

¢ Viterbi iteration— As was donewith standardHMM Viterbi training,
estimationof the probability densityfunction parameterfiasto be em-
beddedn aniteratve improvementof the segmentationof the training
databaseThis hasto bedonealsowhenusinganMLP to estimatehese
probabilities. The generaHMM/MLP Viterbi training schemes then
thefollowing:

— Startwith alinearsegmentation(or ary otherbettersegmentation)
of your training data. In practice,we have found that, whenno
otherchoiceis available,a solutionbetterthanthe linear segmen-
tationwasto startwith a sggmentationin which the lengthof the
segmentsis proportionalto the averagelength of the constituting
phonemes Alternatively, you may startwith a pre-eisting MLP
trainedup on alabeleddatabasesuchasTIMIT, andusethe MLP
to phoneticallylabelthenew databaséy a Viterbi thatis forcedto
follow the known word transcription.

— Giventhis sggmentationtrain the MLP accordingo the specifica-
tionsgivenabove.

— Whencross-alidationtells you to stop,usethe MLP probabilities
(afterdivision by priors; seenext sectionon recognition)to resej-
mentthetrainingdataby Viterbi alignment.

— Retrainthe MLP anditeratewith the previous stepuntil the seg-
mentationdoesnot changearymore.

15.2.3 Recognition
For recognition thefollowing schemeénhasbeenused:

¢ MLP is usedto generatgosteriorprobabilities—- Each10-msof speech
we presenthe currentacousticvectorwith 4 framesof left context and
4 framesof right contet to theinput of the network. Runningthe MLP
oncefor every time frame n provides us with all the requiredposte-
rior probabilitiesp(gx|z,,) for all HMM statesyy, (z,, representing se-
quenceof 9 acousticvectors).

¢ Division by priors— SinceHMMs requirelikelihoodswe needto divide
eachof the MLP outputsby therelative classpriorsto give usa scaled
likelihoodthatcanbe usedin HMMs for recognition.

e Optimizationof wordtransitioncosts—-Whenusedfor continuouspeech,
it wasvery importantto optimizeby test-and-trialon a setindependent
of thetestset)theword transitionprobabilities.Thisis averywell know
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requirementgven with standarcdMMs (e.g.,whenusingtime deriva-
tive features).This is dueto the factthat (word) transitionprobabilities
arenondimensionalvhile the orderof magnitudeof the emissionprob-
abilitiesdepend®n theinput space WhenusingMLPs this problemis

evenworsegiventhesizeof the input spaceg(this hasbeendiscussedn

Chapter7).

15.3 New Perspectves

The previous sectionshave describedthe basicschemewe have developed.
Work at our institutions,aswell asat CambridgeUniversity’ and SRI Inter-
nationa?, is currentlyextendingtheseapproaches continuingresearchlt is
beyondthescopeof thisbookto discusghiswork in ary detail. However, here
is ashortlist of someof thetopicscurrentlyunderconsideration:

e Contet DependenNeuralNetwork (CDNN) — asdiscussedn Chapter
9, this approachcan potentially provide more detailedphonemodels.
Most of the recentwork on this topic hasbeendoneat SRI, wheresys-
temswith duplicatedoutputlayers(andup to 1.5 million parameters)
andsystemswith binaryunitsrepresentingontet have beentried.

e GenderDependeniNeural Networks (GDNN) — at both SRI andICSI,
thesenetworks(obeying thesamefactorizatiorprinciplesasthe CDNNS)
have beenfoundto consistentlyprovide a small performancemprove-
ment. In this case the sideinformationprovidedto the netis a gender
labelfor thespealer (knovn duringtraining,hypothesizeduringrecog-
nition). Furtherwork hasbeendoneto try othercateyoriesthangender
includingself-oganizedclasses.

¢ Unnones- work by ChuckWootersat ICSI is currentlyfocusedon al-
tering the Viterbi training to be independentf a phonemicallybased
lexicon. Like thelBM fenonesthis approactwould develop soundcat-
egoriesin aself-oganizedprocedurelUnlike fenonestheapproactuses
anMLP for probability estimation ashasbeenexplainedin this book.

e Recurrence- asnotedearlier we areinterestedn returningto the orig-
inal form of MLP with feedbackfrom the outputtamets. We intend
to pursuethis. Additionally, T. Robinsorof CambridgdJniversity (UK)
hasdevelopedfor someyearsasystensimilarto ourshasednfeedback

5This collaborationis partof the EuropearESPRITproject WERNICKE (BasicResearch
Projectno. 6487),in which LHS andICSI are collaboratingwith Cambridgeand INESC of
Portugalto improve thebasesystem.

8Currentlythis collaborationis fundedby ARPA contractMDA904-90-C-5253.
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from thehiddenlayer We arecurrentlyworkingto bring our systemsn
syncwith oneanothersothatwe canunderstandhe differences.

¢ Adaptation- Spealkradaptations generallyiewedasthemodification
of a systemto provide betterperformancdor a single spealr givena
smallamountof new trainingdata.Thisis anissuewith our hybrid sys-
tem. A relatedissueis how to createa new, moregeneralkystemrather
thana more specificone— how canwe integratethe new information
without forgettingtheold? Thisis a currenttopic of research.

¢ Returnto prediction— Althoughwe have haddifficultieswith predictve
networksin the past,we arestill intrigued,andstill planto continuethis
research.

15.4 Summary

In thischapterwe have tried to summarizeéhemajorpointsthatwe have ended
upwith in our standardybrid HMM/MLP system Hopefully bothwe andour
readersanusethis asastartingpoint for the next stagesf ourresearch.

"Thisis beingdonein theframework of an Espritproject(WERNICKE) - see[Robinsonet
al., 1993]
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Chapter 16

CONCLUSIONS

| standby all the misstatementsve made
—DanQuayle—

16.1 Intr oduction

As of this writing (1993),it is still too earlyto describethe long-termimpact
of neuralnetworks on future ASR systemsMarny of ushave beenattractedo
ANNSs at leastpartly becausehey oftenareusefulfor problemsin which we
have little prior knowledge.However, for a problemthathasbeeninvestigated
for decadedike speechrecognition,it is quite difficult to improve state-of-
the-artsystemswith sucha simpleapproach We have yet to develop specific
instancesvheresucha completely‘ignorance-basedépproactcanbeusedto
successfullysolve difficult problems.However, we now have a numberof ex-
ampleg(in additionto the onedescribedn this book)in which neuralnetwork
techniquesare successfullyappliedto practicalproblemssuchasrecognizing
handwritterpostalmail codesor predictingtime seriest However, progressn
ary of theseareasstill requiresan extensve knowledgeof relevantfields; we
cannotdisregardwhathasbeenachiezed by moretraditionaltechniques.

In this book we have mainly beenconcernedvith improving state-of-the-
art continuousspeechrecognition(CSR) systemsby using ANN formalism.
We believe that today’s technologydoesnot permit a full (and satishctory)
ANN solutionto this problem. However, we have usednetworks to improve
thestatisticalpatternmatchingatthelocal (frames)andglobal (wordsandsen-
tence)level. We have alsoexaminedthe useof networksfor featureextraction,
which at leastappearedo presere performance.ln this work we have tried

1As noted earlier in the book, studentsand colleaguesof Frank Rosenblattdeveloped
Perceptron-baseproceduresincluding Multi-layered forms, that were usedin the '60s and
"70sfor anumberof practicalpatternrecognitiontasks.A numberof thesejncludingaerospace
andbiomedicalapplicationsaredescribedn [Viglione, 1970].

229
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to describethe difficulty of improving a systemcomposedf seseral building
blocksjust by improving one of them using ANNs. As we learnedhow to
malke a successfusystemwe gainedanincreasedinderstandingf the basic
principlesthatwe have attemptedo sharewith thereader

Attacking CSRin thisway permitsusto compareour resultswith state-of-
the-artsystemswhile generallyensuringthat we incrementallyimprove the
overall system.The hopeis thatthis could ultimately leadto a “pure” neural
network formalismthatwould malke furtherinteractionsetweerthe different
modulesmucheasier This is the approachwe have adwocatedin this work.
Our main topic wasimproving the estimationof local probabilitieswith an
MLP trainedfor phoneticclassification. Additionally, we alsodiscussedhe
propertiesandlimitationsof usinganauto-associate MLP for featureextrac-
tion. Thislattertechniquevasonly oneapproactoutof mary in thisfield, but
it is onethatis particularlyinteresting,andwhich wasconducve to analysis
using a linear algebraicperspectie. In this case,we have not improved the
global performanceof the system;however at leastthis approachadopteda
compatible‘neural” form.

Althoughthis bookfocusedon the speectrecognitionapplication,mostof
the conceptsliscussedh this work canbe usefulfor mary patternrecognition
problems

16.2 Hybrid HMM/ANN Systems:Status

From Chapter6 to Chapter9 of this book, we have shavn how MLPs could
improve HMM-basedCSRsystemdiy overcomingsomeof their limiting as-
sumptionge.qg.,betterdiscrimination betterestimationof the probabilityden-
sity functionsandsomemodelingof thecorrelationbetweeracousticvectors).
Accordingly we have shovn that MLPs, whenappropriatelyused,couldim-
prove standarcclassifiersat thelocal level (whenusedasstandardstaticclas-
sifiers)aswell asthe globallevel (whenusedin conjunctionwith higherlevel
systemssuchas HMMs). However, in this latter case,mary modifications
to theinitial schemewere necessaryo get demonstrablend systematidm-
provements.Thisrequiredthatwe greatlyincreaseour understandingf some
fundamentalssueshatarediscussedh thisbook. Amongthesewere: statisti-
calinterpretatiorof the MLP outputsbothin termsof aposterioriprobabilities
andlikelihoods goodgeneralizatiorpropertief large neuralnetworks (over
training),andcorrectinterfacewith HMMs.

The proposedapproachhasbeendevelopedand testedon several refer
encedatabasesisedfor mediumvocalulary (around1,000words), spealer-
dependenaind speakrindepenért, continuousspeechrecognitionsystems.
Initial comparisonsave beendonewith simpleHMM systemghatwereequiv-
alent (in termsof topology and compleity) to our hybrid HMM/MLP ap-

2\We hope.
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proach,andthe latter consistentlyled to betterperformance.The hybrid ap-
proachhasalsobeenintegratedinto oneof the full-scale state-of-the-artec-
ognizergMurveit et al., 1989], andsignificantlyimproved the global system.
Also, we have begunto seea shrinkingof the differencein performancebe-
tweenour simplestHMM/MLP hybrid andthis full-scale state-of-the-arsys-
tem [Renalset al., 1992]. Throughsomerecentsystemimprovements the
recognitionperformancéor asimplehybridsystem(with acontet-independet,
single-density-pephone HMM) appeargo be competitve with much more
comple (state-of-the-artyystemgRobinsonetal., 1993]. Thisis impressie®
consideringhatthe morecomplex HMM approachebave beenoptimizedfor
morethanl0yearswhile we startedmplementingourtechniquesnly 5 years
ago.

Naturally we hopethatthisis justthebeginning;thecollaboratve research
betweerthe authorsaswell asthework at otherresearclsites,may openthe
door to mary new directionsof enquiry using new researchparadigms.In
fact, if we dont try somethingnew, we are abandoninghe future to boring
andincrementalmprovementghatmay never corverge to ary realsolution.

16.3 Future Reseach Issues

16.3.1 In Hybrid HMM/ANN Approachesfor CSR

Thereare still mary issuesin the hybrid HMM/MLP approachthat require
furtherresearchAmongtheseare:

e It is now clearthathybrid HMM/MLP approachesisinga feedforward
network with contextual input can improve recognitionperformance;
this is unsurprisingsinceone knows that discriminationand contextual
informationaretwo importantfeaturesfor good phonemerecognition.
Similar approachesising MLPs with partial (hidden)feedback(but no
conttual inputs) also appearto be at leastas good as the approach
presentedn this work. However, we feel that both approacheshould
be complementaryandthatit is probablyworth going backto the ini-
tial theory(presentedn Chapter7) dealingwith HMMs andMLPs with
feedbaclkandcontetual input (to take therecentpaston both statesand
obsenrationsinto account). This is one of the goalsof a new collabo-
rative project(a EuropeanESPRIT projectreferredto as“Wernicke”)
betweenCambridgeUniversity (UK), INESC (Portugal),ICSI (Berke-
ley, CA), & L&H SpeechProductgBelgium)[Robinsonetal., 1993].

¢ Althoughwe believe we have gainedsomeinsightinto therelationships
betweenANNSs and corventionalstatistics,thereare still seseral prob-

3Primarily finding morebugs!
4At leastwe're impressed...
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lemsthatareunderstoodjuitewell in corventionalparametricstatistics,
but thatneedto beinvestigatedn ANNs. A few examplesare:

— How canwe combineneuralnetworks? This is a problemthat
is easyto solve for examplein the caseof Gaussiarclassifiers:
Given two Gaussiamdfs (as definedby the meanand variance)
trainedon two differenttraining sets,it is easyto combinethem
into a single (Gaussiandensityif we just remembetthe number
of patternghatwerepresenin eachof thetrainingsets.Is it also
possibleto do it properlywith ANNs? As an example,thisis an
importantissuewhenonewantsto do spealkr adaptatioror, better
to train speakrindependensystemsthat automaticallyimprove
whengettingmoredata(withoutforgettingwhatthey have seenin
the past).

— How shouldANNs dealwith undersampletrainingdata?

e How canwe optimize the acousticfeaturesas an integral part of the
wholerecognitionsystem?

e How can we extend this approachto truly dynamicalsystems,using
differentstratgies(includingdifferentfeaturesandvariableframerates)
over time accordingto the incomingdataand performingsomekind of
“assumption-freeintegrationovertime?

16.3.2 In General

We still have to improve our understandingf neuralnetworksin severalways
[Morgan& Scofield,1991],someof which are:

¢ Developmenibf themeanf recognizinglandproducing)sequencesf
temporalpatterns;so far, we still do not have ary cluesabouthow the
brain solvesthis problem. We have a few ideasaboutthe functionality
of different“processingcenters, but we do notknow atthistime how to
piecethemtogetherto completethe figure of humanspeectperception.

e Betterunderstandingf why ANN algorithmsperformsowell oncertain
typesof problemswhile they completelyfail onothers.Thisis probably
anissueasimportantasthe understanding@f ANNs themselesaswell
astheir training algorithms. This wasadwcatedin [Minsky & Papert,
1969]andis still reasonable.

e Learninghow to use modular networks composedof multiple inter-
connectedsubnetworks” associatedvith differentsourceqandtypes)
of knowledge (e.g., low-level and high-level) and performingspecific
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tasks? It canbeassumedhatthiswill beamustfor any comple pattern
recognitiondevice. For example,at the low level of the humanspeech
recognitionprocessit is known thatthe auditorypathway is composed
of different*groups” of neurongperformingdifferentauditoryfunctions.

e How to have an efficient interactionbetweenthesenetworks. Ideally,
activation of thesenetworksshouldbedatadriven. Also, thesenetworks
(composeaf anumberof sub-netwrks) shouldbeableto modify auto-
matically their behaior or their connectiity (by trainingor adaptation)
to externalstimuli.

¢ Defininginputfeaturesandinternaldatarepresentationisettersuitedto
specifictasks,andto develop networks thatincorporate(someof) the
featuredoundin biologicalsystems.

¢ Hybrid systemombiningneuralnetworksandcorventionalapproaches
of patternrecognition,controltheory informationtheory etc.

e For speeclrecognitionin particular it is alsoimportantto improve our
modelsto bettertake into accounthedynamicalpropertieof thespeech
process.In this framevork, methodsshouldbe developedto usemore
contectual information for classification. Also, (nonlinear)dynamical
systemsshouldbe investigatedurtherin differentways,including: (1)
addressinghe problemsof dimensionalityreductionandtemporalvari-
ability by usingnonlineardynamicmethods[Tishby 1990; Farmer&
Sidorawitch, 1987],and(2) finding how to malke predictive approaches
discriminant.

16.4 Concluding Remark

In this book we have discussedh few techniqueghat canimprove state-of-
the-artCSR systems. Thesealso have the potentialadwantageof leadingto
simpler systems(in termsof compleity of the underlyingHMM topology
speechunits, and numberof parameters).As a consequenceahesesystems
couldalsobeeasietto integrateinto morecomplex systemso furtherimprove
their performance While our systemshaws promise,it is still very primitive
anddoesnot“solve” speectrecognition.Despiteall effortsto the contrary we
have left somespacefor improvement. In fact, we have the naggingfeeling
thatsomethingundamentais still escapingis...

>We have beensurprisedby the size of the networks that we were able to usefor the re-
searchdescribedn this book. This usedoesnot meanthatwe opposehe useof modularANN
structuresHowever, in somecaseshe modulesmaybelarge.
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Acronyms

Al: Artificial Intelligence

AR: Autorggressie (model)

ARCH: Autoregressie ConditionalHeteroscedastignodel)
ARMA: Autoregressie Moving Average(model)
ANN: Artificial NeuralNetwork

ASR: AutomaticSpeectRecognition

CDNN: Contet-DependeniNeuralNetwork
CSR: ContinuousSpeechRecognition

DP: Dynamicprogramming

DTW: DynamicTime Warping

EBP: ErrorBack-Propagation

EM: Expectation-Maximisatigror Estimate-and-Maximizéalgorithm)

FIR: Finite ImpulseResponséfilter)

GDNN: GendefDependeniNeuralNetwork

HMM: HiddenMarkov Model

iid: independentidenticallydistributed (randomvariables)
lIR: Infinite ImpulseRespons¢filter)

LMS: LeastMeanSquargcriterion)

MAP: MaximumA Posteriori(probability)

MLE: MaximumLikelihoodEstimate
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MLP: Multilayer Perceptron

MSE: MeanSquareError

MMI:  MaximumMutual Information

pdf: probability densityfunction

RAP: RingArray Processor

RBF: RadialBasisFunction

RM : ResourceManagemen{DARPA database)

TDNN: Time Delay NeuralNetwork
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Don't follow leades; watch your parkingmetes.
—BobDylan—



