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Abstract

Paralinguistics derives from the Greek preposition παρά (para), meaning “alongside linguis-

tics". Paralinguistics is the field that quantifies the rich, extra-linguistic information in speech,

such as affect, gender, or health. In essence, it is more concerned with how something is

said, than what is said. Paralinguistic analysis examines human speech through two temporal

perspectives: states, which represent short-term affective variations (such as emotions), and

traits, which characterize long-term attributes, including pathological conditions (e.g. Parkin-

son’s Disease). Stable traits acoustically shape and constrain the expression and perception of

transient states; this forms an interesting continuum in paralinguistics.

Conventional Speech Emotion Recognition (SER) approaches typically rely on: (a) supraseg-

mental modeling of handcrafted acoustic descriptors, and (b) modeling long-duration speech

signal (typically 4-6 seconds) directly using deep neural networks (DNNs). In contrast, we

introduce a short-segment raw-waveform modelling strategy, demonstrating that emotion-

discriminative information can be effectively captured from ≈250 millisecond(ms) speech

segments using an end-to-end Convolutional Neural Network (CNN). Evaluated over various

emotion corpora, the model, trained directly on raw waveforms, performed comparably to

recent and conventional utterance-based modeling systems and outperformed handcrafted

features extracted over the same 250ms duration. Interpretability analysis of our CNN, con-

ducted using relevance signal analysis, revealed that the model captures emotion-relevant

cepstral features, demonstrating the advantage of learning task-specific emotion cues directly

from data.

Building on the finding that emotion-discriminative cues can be modeled from short speech

segments that may encapsulate phoneme or grapheme level information we proposed a

novel phonetically aware neural modeling framework. This framework leverages neural-

representations from networks trained on subword classification to extract emotion-related

cues, enabling an investigation into the usefulness of phonetically aware neural represen-

tations. Across benchmark corpora, this approach consistently outperformed conventional

handcrafted acoustic features.

Drawing on the finding that data-driven neural representations can effectively capture paralin-

guistic states such as emotions, we extended these advances to model persistent neurological

traits, focusing on Parkinson’s disease (PD). Within the framework of Speech Foundation
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Models (SFMs) pretrained on large amounts of healthy speech data, we proposed and vali-

dated parameter-efficient adaptation strategies for low-resource PD speech detection. We

observed that the layer selection method matched the performance of full fine-tuning while

requiring significantly fewer parameters. Notably, the application of Low-Rank Adaptation

(LoRA) to the Whisper model surpassed other methods, demonstrating that models pretrained

for task specific speech recognition are highly conducive to efficient adaptation for PD speech

detection.

Finally, to examine the interaction between traits and states, we addressed the challenging task

of detecting comorbid depression in PD a state whose expression is overlapping PD speech

symptoms. In this complex, low data-resource setting, large-scale SFM approaches failed,

exhibiting high bias and poor sensitivity. Instead, a more conventional, interpretable approach

using handcrafted features and a robust feature selection method proved significantly more

effective and superior. Our analysis using handcrafted features revealed that the acoustic

descriptors of comorbid depression in PD differ from those of typical depression. Specifically,

classifiers tend to focus on source-related features in non-PD speech, whereas both source

and system features play a role in PD speech.

Collectively, this thesis introduces novel methods for fine-grained emotion recognition and

parameter-efficient strategies for PD speech analysis. It offers a critical and nuanced perspec-

tive, emphasizing that although deep learning models exhibit strong representational power,

their application to complex, comorbid, and low-resource scenarios demands a pragmatic,

task-aware approach. While handcrafted acoustic features enable interpretability and allow

detailed analysis, such transparency is not yet readily attainable with neural-representations

(derived from SFMs). Overall, this work advances the understanding of how paralinguistic

information is encoded in neural representations, bridging interpretability and scalability

toward the development of robust, explainable models for paralinguistic States and Traits

inference.

Keywords: paralinguistics, neural representations, speech emotion recognition, Parkinson’s

Disease, comorbid depression, speech foundation models, transfer learning, low-resource

learning, parameter-efficient adaptation, machine learning
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1 Introduction

Speech production is a complex motor activity that requires the precise synchronization of

respiration, phonation, and articulation. Beyond merely conveying words (linguistic content),

this coordinated process simultaneously embeds a wealth of extra-linguistic information: the

how rather than the what of speech. This layer constitutes the field of paralinguistics, rooted

in the Greek para (“alongside”). Paralinguistic cues including- intonation, rhythm, loudness,

timbre, and voice-quality modulate the verbal message, allowing listeners to infer critical

information about the speaker’s emotional state, attitude, accent, gender, personality, or

health condition, making them indispensable bridges between linguistic intent and affective,

physiological, and social context.

Paralinguistic phenomena are categorized along two interacting dimensions that exist on a

temporal continuum: States and Traits (Schuller et al., 2013a). States are transient, situational

variations (e.g., emotion, stress, cognitive load) that reflect the speaker’s short-term affective or

cognitive condition. Conversely, Traits represent relatively stable and long-term characteristics

(e.g., age, gender, personality, pathology) rooted in physiology or habitual behavior. This

continuum is critical because stable traits fundamentally constrain and filter how fleeting

states are acoustically expressed.

Foundational work in phonetics and psychology established links between measurable acous-

tic correlates (such as pitch, loudness, tempo, and breathiness) and human attributes like

emotion and personality (K. R. Scherer, 1978). With the advent of speech signal processing,

these observations evolved into computational models aiming to infer speaker states and

traits directly from acoustic evidence, marking the emergence of computational paralinguis-

tics (Schuller and Batliner, 2013). The modeling approach in this field has since dramatically

evolved from traditional systems relying on descriptive phonetics and handcrafted acoustic

features (like pitch statistics and Mel-Frequency Cepstral Coefficients) (Schuller, 2018) to

modern deep learning techniques (LeCun et al., 2015). This progression allowed convolutional

and recurrent networks to learn hierarchical neural representations directly from audio (Hin-

ton et al., 2012; Palaz et al., 2019). Most recently, self-supervised representation learning

has become the state of the art, with Speech Foundation Models (SFMs) (A. Mohamed et al.,
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2022) such as wav2vec 2.0 (Baevski et al., 2020) and its successors(Conneau et al., 2021; W.-N.

Hsu et al., 2021; Yang et al., 2021; S. Chen et al., 2022) offering generalizable, data-driven

neural embeddings that implicitly encode a vast array of phonetic, prosodic, and affective

information. This shift from knowledge-based feature engineering to learned, data-driven

representations defines the current technical landscape.

While data-driven neural representations have consistently outperformed handcrafted acous-

tic features across paralinguistic tasks, they often remain opaque and difficult to interpret

(Favaro et al., 2023). This lack of transparency poses a significant challenge as paralinguistic

speech technologies transition from controlled laboratory settings to real-world applications.

In other words, as these technologies are tightly coupled with end users, the demand for

explainability is no longer a theoretical requirement but a practical necessity. For example,

in healthcare domains, transparent and interpretable models are more desirable than those

offering marginal performance gains without explainability. To advance robust paralinguis-

tic analysis, this thesis evaluates the efficacy and limitations of modern neural representa-

tions. It systematically investigates the evolving spectrum of speech modeling, ranging from

handcrafted acoustic features to data-driven neural embeddings by addressing the following

research questions (RQs):

RQ1. Whether emotion discriminative information be effectively learned/modeled from

sub-word level short segment of speech (of duration around 250 ms)?

RQ2. What is the emotion discriminative capacity of phonetically aware neural represen-

tations?

RQ3. How can SFMs, pre-trained on healthy speech, be effectively utilized and adapted

for low-resource pathological speech?

RQ4. How robust are the neural representations in encoding states (like depression)

within the context of governing traits (like Parkinson’s Disease)?

While the core work centers on learned representations, we consistently retain knowledge-

based features for comparison, a step that ensures the neural model performance is grounded

in established acoustic-phonetic evidence. Through this progression, our investigation exam-

ines how different speech representations allow us to analyze the way transient states (e.g.,

emotions) and enduring traits (e.g., Parkinson’s disease) are both encoded and inferred from

the acoustic signal.
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Thesis Outline and Contributions

The thesis is structured as following.

Chapter 2: Background

This chapter provides a background necessary to contextualize and understand the subse-

quent studies presented in this thesis. It reviews key concepts, frameworks, and prior research

in speech processing, paralinguistics, and deep learning.

Chapter 3: Learning emotion information from short segments of speech

This chapter investigates RQ1. The conventional approach to Speech Emotion Recognition

(SER) typically involves mapping variable-length, frame-level acoustic descriptors into a single

fixed-dimensional feature vector. More recent methods model utterance-level representations-

such as Mel-Frequency Cepstral Coefficients (MFCCs) or longer duration raw-audio inputs,

using deep neural networks for SER. In contrast, this study proposes an end-to-end Convo-

lutional Neural Network (CNN) framework and demonstrates that emotional information

can be effectively captured within very short speech segments (≈ 250 milliseconds). This

short-segment approach is validated across diverse paralinguistic tasks. This research work

has been presented in the following publications:

Purohit et al. (2023b): Tilak Purohit, Sarthak Yadav, Bogdan Vlasenko, S Pavankumar

Dubagunta, and Mathew Magimai Doss. (2023). Towards Learning Emotion Information

from Short Segments of Speech. In Proceedings of IEEE International Conference on Acoustics,

Speech and Signal Processing (ICASSP 2023).

Purohit et al. (2022): Tilak Purohit, Imen Ben Mahmoud, Bogdan Vlasenko, and Mathew

Magimai Doss. (2022). Comparing supervised and self-supervised embedding for ExVo Multi-

Task learning track. In Proceedings of ICML Expressive Vocalizations (ExVo) Workshop and

Competition (ICML-workshop 2022). [Ranked among the top 5 submissions]

Yadav et al. (2022): Sarthak Yadav, Tilak Purohit, Zohreh Mostaani, Bogdan Vlasenko,

and Mathew Magimai Doss. (2022). Comparing biosignal and acoustic feature representation

for continuous emotion recognition. In Proceedings of ACM International Conference on

Multimedia: 3rd MuSe Workshop and Challenge (ACM 2022).

Chapter 4: Phonetically aware neural representations for speech emotion recognition

This chapter focuses on RQ2, and explores how emotion information manifests through

subtle phonetic variations encoded within speech. It proposes a transcription-free framework

for modeling phonetic information by leveraging embeddings from networks pretrained on

phoneme or grapheme recognition tasks. Evaluated across multiple benchmark emotion

corpora, the proposed phonetically aware neural representation consistently outperforms

traditional handcrafted acoustic features in SER. This research work has been presented in the

publication:

Purohit et al. (2023a): Tilak Purohit, Bogdan Vlasenko, and Mathew Magimai Doss. (2023).

Implicit phonetic information modeling for speech emotion recognition. In Proceedings of
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Interspeech, 2023.

Chapter 5: Probing speech foundation models for emotion information recovery

This chapter extends and probes the findings of Chapter 4, specifically the trade-off between

optimizing for linguistic content (Automatic speech recognition or ASR) and preserving par-

alinguistic sensitivity (SER) for SFM. It introduces a framework to systematically investigate

whether the paralinguistic information lost during task-specific ASR fine-tuning in SFMs can

be recovered, and its consequences to the networks latent representations. This research work

has been presented in the publication:

Purohit and Magimai-Doss (2025): Tilak Purohit and Mathew Magimai Doss. (2025).

Emotion information recovery potential of wav2vec2 network fine-tuned for speech recog-

nition task. In Proceedings of IEEE International Conference on Acoustics, Speech and Signal

Processing (ICASSP 2025).

Chapter 6: Model adaptation for Parkinson’s Disease detection from speech

This chapter investigates RQ3, the adaptation strategies for low-resource pathological speech,

with a focus on Parkinson’s Disease (PD). In the framework of SFMs, it presents one of the first

systematic comparison of approaches such as layer selection, full fine-tuning, and parameter-

efficient adaptation (LoRA), highlighting their respective trade-offs in deriving discriminative

features. This research work has been presented in the publication:

Purohit et al. (2025a): Tilak Purohit, Barbara Ruvolo, Juan Rafael Orozco-Arroyave, and

Mathew Magimai Doss. (2025). Automatic Parkinson’s disease detection from speech: Layer

selection vs adaptation of foundation models. In Proceedings of IEEE International Conference

on Acoustics, Speech and Signal Processing (ICASSP 2025).

Chapter 7: Speech-based analysis of depression comorbidity in Parkinson’s Disease

Building on the insights from the previous chapters, this chapter investigates RQ4. The

modeling of an affective state depression within a neurological trait PD. To the best of our

knowledge, in a first-of-its-kind study, it examines both interpretable handcrafted acoustic

features and non-interpretable SFM-derived representations for this challenging task, where

overlapping affective and neurological factors complicate inference.

Purohit et al. (2025b): Tilak Purohit, Barbara Ruvolo, Juan Rafael Orozco-Arroyave, and

Mathew Magimai-Doss. (2025). On detection of depression in parkinson’s disease patients’

speech: Handcrafted features vs. speech foundation models. In Automatic Assessment of

Parkinsonian Speech, Communications in Computer and Information Science. Springer Nature

Switzerland AG (CCIS 2025)

Chapter 8: Conclusions and Future Directions

Concludes the thesis with suggestions for future research directions.
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2 Background

2.1 Introduction to paralinguistics

Speech is the most fundamental mode of human communication, a multi-layered signal

carrying linguistic information (the what) inextricably bound to extra-linguistic information

(the how). The study of this extra-linguistic dimension, the vocal features that accompany and

modulate the verbal message constitutes the field of paralinguistics (Schuller et al., 2013a).

Rooted in the Greek prefix para- (alongside), paralinguistics encompasses a vast array of

vocal phenomena including intonation, pitch variation, loudness, speech rate, vocal texture,

and silence patterns. These cues serve as indispensable channels for conveying information

related to the speaker’s internal state, identity, and physiological condition, thereby providing

crucial context for the linguistic content.

The significance of paralinguistic analysis stems from its capacity to offer a window into

non-verbal, often involuntary, human characteristics and reactions. Unlike explicit linguistic

content, paralinguistic cues often reveal a speaker’s genuine emotional state or physiological

condition. This makes them particularly valuable for applications such as human-computer

interaction, intelligent tutoring systems, clinical diagnostics, and mental-health monitor-

ing (Brederoo et al., 2021; K. Feng and Chaspari, 2024; Kothare et al., 2025). Research in this

domain is highly interdisciplinary, drawing heavily from acoustic phonetics, psychology, sig-

nal processing and machine learning (Schuller and Batliner, 2013). The central ambition of

paralinguistic community is to establish a robust framework for understanding, extracting,

and modeling these subtle vocal modulations. This research is fundamentally guided by the

principle: ‘Interested more in how you say, than what you say.’

The remainder of this chapter is structured as follows. Section 2.2 introduces the paralinguistic

state-trait continuum, outlining the distinction between transient speaker states and stable

speaker traits that form the conceptual foundation of paralinguistic modeling. Section 2.3

presents various emotion models and labeling paradigms, contrasting categorical and dimen-

sional representations and discussing their implications for emotion annotation. Section 2.4

then explain the notion of typical and atypical speech. Section 2.5 reviews the progression of
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paralinguistic feature extraction and representation, from handcrafted acoustic descriptors

to modern deep representation learning. Section 2.6 introduces recent advances in Speech

Foundation Models (SFMs). Finally, Sections 2.7 and 2.8 describe the objective functions

and evaluation metrics employed in paralinguistic research, completing the conceptual and

methodological groundwork for the subsequent chapters.

2.2 The paralinguistic state-trait continuum

A central concept in paralinguistic analysis is the distinction between states and traits, which

exist along a dynamic temporal continuum (Schuller and Batliner, 2013). This continuum

is essential because stable traits fundamentally constrain and filter how transient states are

acoustically expressed, leading to complex interactions that influence modeling accuracy. Un-

derstanding this dichotomy is important for designing robust and generalizable paralinguistic

systems.

Paralinguistic states: Speaker states are defined as short-term, transient variations in speech

characteristics that reflect the speaker’s immediate affective, cognitive, or physiological condi-

tion. These are highly dynamic, contextual features that fluctuate rapidly based on environ-

mental stimuli or internal processes, and their scope extends beyond discrete emotions to

include factors like cognitive load and psychological stress. Specific examples of these states

encompass emotion-related affects such as stress, confidence, uncertainty, frustration, and

pain; however, the most intensely studied paralinguistic state remains emotions (e.g., anger,

joy, sadness, fear) (Schuller, 2018).

Paralinguistic traits: In contrast to transient states, speaker traits represent relatively stable,

long-term characteristics rooted in the speaker’s fixed physiology, ingrained behavioral habits,

or established medical conditions. These characteristics are largely independent of the mo-

mentary communication context. Gender and age are primary biometric traits. Permanent

pathology such as Parkinson’s Disease or Alzheimer Disease can be considered a trait.

2.3 Emotion models and Labeling paradigms

Theoretical models of emotion provide the foundation upon which computational frameworks

are built, defining both the structure of the emotional space and the strategies used to annotate

data. This section first outlines the principal emotion modeling approaches, categorical and

dimensional that describe affect either as discrete classes or as points in a continuous space. It

then discusses the corresponding labeling paradigms, which determine how emotional states

are annotated and interpreted in speech corpora.
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2.3.1 Categorical versus Continuous

The systematic study of emotion began with Ekman’s foundational (Ekman, 1971) work in

the 1970s, which established one of the earliest systematic frameworks for understanding

human affective states. Since then, diverse fields have contributed to various interpretations

and models of emotion such as: Grandjean et al., 2008; Tracy and Randles, 2011; Gunes and

Schuller, 2013; Marsella and Gratch, 2014. While a universally accepted model remains elusive,

two principal theoretical paradigms: categorical (discrete) and dimensional (continuous) form

the cornerstone of emotion representation in computational paralinguistics.

The categorical emotion theory, primarily associated with Ekman (Ekman, 1971; Ekman et al.,

1999), posits that emotion consists of a small set of fundamental, discrete emotions commonly-

anger, disgust, happiness, sadness, fear, and surprise. These are considered innate, universally

expressed across cultures, reliably elicited, and consistently signaled through facial, vocal,

or physiological cues. Though over ninety distinct definitions of basic emotions have been

suggested (Plutchik, 2001; Plutchik, 2003; Gunes et al., 2011), the core concept is that these

are distinct, non-overlapping states. However, the idea of strict universality is debated, as

cultural and contextual differences can modify both the expression and perception of emo-

tions. Furthermore, discrete emotions can combine to form complex or compound affective

states (Ekman et al., 1999). A prominent extension is Plutchik’s wheel of emotions (Drews

and Krohn, 2007) based on (Plutchik, 1982), which organizes eight primary emotions (e.g.,

happiness, sadness, anger, fear) in a circumplex model as opposing pairs. Secondary and

tertiary emotion combinations, or dyads (e.g., anticipation + trust = hope; anger + disgust =

contempt), arise from these primaries. This hierarchical, combinatorial view also incorporates

intensity variation (e.g., serenity → joy → ecstasy), emphasizing that affective experiences

exist along a continuum of blended states rather than just fixed categories.

In contrast to categorical models, the dimensional emotion theory represents emotions as

coordinates within a continuous, multidimensional affective space, allowing for a richer, more

flexible basis for modeling emotional variation in continuous speech. Key models include Rus-

sell’s circumplex model of affect (Russell, 1980) and Mehrabian’s pleasure-arousal-dominance

model (Mehrabian, 1996). In these frameworks, affect is characterized by continuous axes:

Valence (or pleasure) represents emotional polarity, measuring the magnitude of human feel-

ing from extreme ecstasy (positive) to distress (negative). Arousal (or activation) captures the

intensity or energy level of the emotion, spanning from highly excited or energized states to

calm or quiescent states. The third axis, Dominance (or control), describes the perceived sense

of influence over the surrounding environment, ranging from feeling dominant and in control

to feeling weak or powerless. Together, these axes define a continuous emotion manifold

where discrete emotions can be positioned and compared quantitatively; for example, anger

is empirically characterized in the Valence, Arousal, Dominance (VAD) space by an average of

negative valence, high arousal, and strong dominance (Grimm et al., 2006). This quantitative

mapping serves as a bridge between discrete emotion labels and continuous dimensions,

enabling finer granularity in automatic modeling. While three dimensions provide a com-
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prehensive affective space, it is often claimed that the two core dimensions of Valence and

Arousal are sufficient to represent the vast majority of different human emotional experiences

(Russell and Mehrabian, 1977).

2.3.2 Annotation and Labeling paradigms

The choice of modelling approach (categorical or dimensional) directly dictates the annota-

tion protocol. Emotion annotation can follow either categorical or dimensional paradigms. In

the categorical approach, emotions are labeled as discrete classes such as anger, happiness,

sadness, or neutral, reflecting prototypical affective states. In contrast, the dimensional ap-

proach represents affect in a continuous space—most commonly the valence-arousal (V-A)

model, where valence indicates emotional polarity (pleasant-unpleasant) and arousal reflects

activation intensity. While categorical labels offer interpretability and simplicity for classi-

fication tasks, they often fail to capture mixed or subtle affective expressions. Dimensional

labels, though better suited for describing emotional dynamics, introduce challenges related

to subjectivity, annotation consistency, and inter-rater reliability, as different annotators may

perceive emotional intensity differently. Consequently, large-scale corpora such as the MSP-

Podcast (Lotfian and Busso, 2017) employ strategies like continuous annotations, annotator

normalization, and gold-standard fusion to mitigate these inconsistencies and achieve reliable

affective labeling (Busso et al., 2008; Lotfian and Busso, 2017). In categorical labeling, annota-

tors (often lay listeners) are typically asked to select the single most appropriate emotional

label from a fixed list for each utterance (Steidl et al., 2009). The simplicity of this approach

is offset by its major drawback: it forces subtle emotional reality into mutually exclusive

categories. This oversimplification often reduces inter-annotator agreement and prevents

the labels from fully capturing the emotional complexity. Dimensional labeling, on the other

hand, requires annotators to rate each utterance along continuous scales (e.g., 1-7 or -3 to

+3) for valence and arousal, sometimes including a third dimension such as dominance. This

process is carried out using graphical tools, and the resulting scores from multiple annotators

are averaged or fused to form a consensus representation.

2.4 Typical and Atypical speech

In computational paralinguistics, the objective is to identify, describe, and model variations

in speech that reveal behavioral, affective, or physiological phenomena. These phenomena

may be typical: frequent and broadly representative of general speaking behavior or atypical:

occurring less frequently due to specific contexts, traits, or pathologies (Schuller et al., 2013a).

The task of paralinguistic analysis thus involves not only feature extraction and modeling, but

also a systematic comparison between typical and atypical manifestations of speech.

In clinical and developmental contexts, the term “atypical” carries yet another meaning, often

referring to deviations from normative patterns of speech and language development. Instead

of pathologizing, this terminology provides a neutral framework for describing diversity in
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communication abilities. For instance, when examining pathological conditions, studies

commonly draw a sharp distinction between “typically developing” and “atypically developing”

speakers (Janbakhshi, 2022).

Irrespective of terminological nuance, the scientific motivation remains consistent: to identify,

characterize, and improve the processing of speech that diverges from conventional models.

Research in this area often seeks to (i) uncover the acoustic and linguistic differences between

typical and atypical speech, (ii) enhance the robustness of algorithms that fail under atypical

conditions, or (iii) enable diagnostic and monitoring systems capable of detecting atypical

speech patterns linked to medical or developmental conditions. The broader ambition of

paralinguistic research: to understand the variability of human speech across physiological,

developmental, and affective dimensions, and to design computational systems that remain

sensitive and robust across both typical and atypical domains. In the context of this thesis, the

notion of atypical speech becomes particularly relevant in studying pathological speech con-

ditions such as Parkinson’s disease, where deviations in articulation, prosody, and phonation

constitute salient but underrepresented paralinguistic cues.

2.5 Paralinguistic feature extraction and representation

The history of paralinguistic modeling can be charted by the evolution of the features used to

represent the acoustic signal, moving from hand-engineered, theoretically motivated statistics

to data-driven, automatically learned representations (Schuller, 2018).

2.5.1 Handcrafted feature engineering

In the pre-deep learning era, the foundation of paralinguistic analysis rested on extracting

interpretable, low-level acoustic descriptors (LLDs) and aggregating them into utterance-level

summary statistics. This approach is highly effective because it directly ties computational

features to established phonetic and psychological theories (Schuller and Batliner, 2013).

2.5.1.1 Low-Level Descriptors (LLDs)

LLDs are computed on short, fixed-length frames of speech (typically 10-50 ms) and fall into

three primary categories (Eyben, 2015):

(1) Acoustic-Prosodic Features: These capture the suprasegmental elements of speech. They

include fundamental frequency (F0) and its variants (pitch, logarithmic F0 difference), energy

(e.g., RMS energy, loudness), and temporal features (e.g., speaking rate, duration of voiced/un-

voiced segments, pause count and duration).

(2) Spectral Features: These represent the short-term distribution of energy across the fre-

quency spectrum, relating to timbre and voice quality. The most common are Mel-Frequency

Cepstral Coefficients (MFCCs), which emulate human auditory perception, and their deriva-
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tives (∆ and ∆∆ coefficients) (Logan et al., 2000). Others include spectral moments (centroid,

spread, skewness, kurtosis) and subband energy ratios.

(3) Voice Quality Features: These capture characteristics of the vocal source (vibrations of

the vocal folds) and are highly indicative of stress, emotion, and pathology. Examples include

jitter (perturbation of F0), shimmer (perturbation of amplitude), and features related to the

glottal source (e.g., harmonic-to-noise ratio, spectral tilt) (Alku et al., 2005).

2.5.1.2 Suprasegmental features

Unlike tasks such as Automatic Speech Recognition (ASR), which deal with short-term acoustic

phenomena like phonemes, the conventional approach for modeling emotion recognition

and speaker states for over a decade, relies on mapping variable-length, frame-level LLDs

into a single, fixed-dimensional feature vector suitable for standard classification or regres-

sion models. Two major categories of mechanisms achieve this fixed-length feature vector

representation from variable-length segments:

(1) Statistical Functionals: This approach converts time-series acoustic data into a static

vector by applying various statistical functionals (e.g., mean, median, standard deviation,

minimum, maximum, quartiles, and linear regression coefficients) across the entire utter-

ance (Schuller and Batliner, 2013; Schuller et al., 2013b). This process collapses the continuous

Low-Level Descriptors (LLDs) into a single, high-dimensional vector that comprehensively

describes the acoustic properties of the utterance. Early efforts, such as the INTERSPEECH

Computational Paralinguistics ChallengE (ComParE) feature sets, defined extensive standards

comprising over 6,000 features (Schuller et al., 2013b). This led to the development of the

extended Geneva Minimalistic Acoustic Parameter Set (eGeMAPS) (Eyben et al., 2016), which

is now a highly recommended standard for paralinguistic analysis. eGeMAPS offers a com-

putationally simpler, parsimonious, and psychologically relevant set of 88 LLDs and their

functionals.

(2) Bag-of-Audio-Words (BOAW): An alternative fixed-length representation is achieved

using the Bag-of-Audio-Words (BOAW) approach, often implemented via the openXBOW

toolkit (Schmitt and Schuller, 2017). This method works by first quantizing the frame-level

acoustic LLDs based on a pre-learned codebook. Each audio segment is then represented as a

histogram of these resulting “acoustic words," creating a feature vector whose length is fixed

by the size of the codebook. This approach has proven highly effective across various speech

applications, including speech-based emotion recognition and acoustic event detection (Lim

et al., 2015; Schmitt et al., 2016).

2.5.2 Classical Machine Learning (ML) classifiers

Based on the extraction of features as outlined in the previous section, the next step involves

designing a system capable of mapping these features to the target variable of interest—such as
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a speaker’s age, emotional state, or health condition. This process constitutes the classification

stage, where the goal is to learn a discriminative function that separates samples belonging

to different classes or predicts continuous attributes in the case of regression. The following

classical machine learning classifiers were used in the experiments:

(1) Support Vector Machines (SVMs): SVMs classify data by projecting input features into

a higher-dimensional space where the separation between classes can be represented by a

hyperplane. The objective is to determine the optimal hyperplane that maximizes the margin

between positive and negative samples. Originally formulated as the maximum margin

classifier (Vapnik and Lerner, 1963), the approach was later extended to the soft-margin SVM

to handle non-separable data by introducing slack variables (Cortes and Vapnik, 1995). The

subsequent integration of kernel functions enabled the construction of non-linear decision

boundaries in the transformed feature space (Boser et al., 1992). Over time, the framework

was further generalized to support multi-class classification tasks (C.-W. Hsu and Lin, 2002).

(2) Decision Trees and Random Forests: Decision trees classify data by recursively splitting it

according to feature thresholds that optimize criteria such as information gain or Gini impurity.

Each internal node represents a decision rule, while the terminal nodes correspond to class

labels. Extending this idea, Random Forests (RF) aggregate multiple decision trees trained

on random subsets of the training data and feature dimensions, thereby reducing variance

and improving generalization performance. The ensemble prediction is obtained by majority

voting among the constituent trees (Breiman, 2001).

(3) Multilayer Perceptrons (MLPs): These are among the earliest forms of feed-forward neural

networks (Rosenblatt, 1958), composed of multiple layers of interconnected neurons. Each

neuron performs a linear transformation of its inputs followed by a non-linear activation func-

tion, allowing the network to model complex, non-linear relationships between input features

and output labels. The parameters (weights and biases) are optimized via backpropagation

and gradient descent to minimize a task-specific loss function (Rumelhart et al., 1986). MLPs

can approximate any continuous function given sufficient hidden units and layers, making

them a foundational building block for modern deep learning architectures (Goodfellow et al.,

2016).

2.5.3 Neural representation learning models

The transition to deep learning architecture marks a paradigm shift, enabling models to learn

optimal feature representations directly from the raw speech signal or a simple spectrogram,

eliminating the need for feature engineering (Trigeorgis et al., 2016; Tzirakis et al., 2017).

2.5.3.1 Recurrent Neural Networks (RNNs)

RNNs (Elman, 1990), particularly their variant like Long Short-Term Memory (LSTM) (Hochre-

iter and Schmidhuber, 1997), are naturally suited for sequential data like speech (Graves et
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al., 2013). LSTMs excel at capturing long-range dependencies across the utterance, crucial

for prosodic patterns which span several seconds (e.g., the overall contour of sadness or a

sustained vocal tremor)(Trigeorgis et al., 2016). They process the frame-level input (typically

MFCCs or filter banks) sequentially, aggregating temporal context before feeding the final

hidden state to a classification or regression layer.

2.5.3.2 Convolutional Neural Networks (CNNs)

CNNs, originally designed for image processing (LeCun et al., 1989; LeCun and Bengio, 1998),

are highly effective in paralinguistics when applied to 2D representations of speech, such as

spectrograms or Mel-Spectrograms (Yu et al., 2013). Spectrograms transform the 1D time-

domain signal into a 2D time-frequency image, where local patterns (e.g., formants, rapid pitch

changes, noise) become visually apparent. CNN kernels automatically learn local, translation-

invariant patterns in this representation, capturing subtle phonetic and acoustic details that

characterize specific emotions or traits (Z. Huang et al., 2014; Amiriparian et al., 2017).

2.5.3.3 Attention Mechanism

Modern deep learning architectures frequently incorporate attention mechanisms (Bahdanau,

2014), which enable models to dynamically assign importance to different parts of the input

sequence rather than processing all elements with equal weight. In the context of speech pro-

cessing, attention helps the network focus on emotionally or phonetically salient regions, such

as: stressed syllables, pitch variations, or high-energy vocal bursts, that are most informative

for the downstream task (e.g., detecting anger or stress) (Mirsamadi et al., 2017).

The fundamental formulation, known as Scaled Dot-Product Attention, computes a similarity

score between a query vector (Q) and a set of key vectors (K ), and uses these scores to derive a

weighted sum over the corresponding value vectors (V ):

Attention(Q,K ,V ) = Softmax

(
QK T√

dk

)
V

Here, Q, K , and V are projections of the input features, and dk denotes the dimensionality of

the key vectors. The Softmax function normalizes the attention weights, ensuring they form a

probability distribution over the sequence elements. This mechanism can be interpreted as a

form of soft alignment, allowing the model to decide which time frames or spectral regions to

prioritize during training.

2.5.3.4 Transformer Encoder

The Transformer (Vaswani et al., 2017) architecture, originally proposed for machine transla-

tion, has since become a dominant framework for sequence modeling in speech and language
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tasks. It replaces the recurrent operations of earlier models with parallelizable self-attention

layers, enabling efficient modeling of long-range dependencies, an essential property for

capturing prosodic, contextual, and affective patterns in speech (Ramet et al., 2018).

A single Transformer encoder layer transforms an input sequence of embeddings X ∈RT×d

(where T is the sequence length and d is the embedding dimension) through two main

sub-layers:

Z = LayerNorm
(
X +MultiHeadAttention(X )

)
Y = LayerNorm

(
Z +FeedForward(Z )

)
The first sub-layer employs multi-head self-attention to aggregate contextual information

across all time steps, while the second applies a position-wise feed-forward network to refine

these representations. Residual connections and layer normalization ensure stable training

and facilitate gradient flow.

In the speech domain, Transformer encoders serve as the backbone of several Speech Founda-

tion Models, such as WAV2VEC2.0, HUBERT, and WAVLM.

2.6 Speech Foundation Models (SFMs)

In recent years, the emergence of foundation models has marked a major shift in the landscape

of representation learning (Bommasani et al., 2021). These models are characterized by

large-scale training on diverse and extensive datasets, enabling them to generalize across

a broad spectrum of downstream tasks through adaptation techniques such as fine-tuning.

Among the various training paradigms, self-supervised learning (SSL) has become a dominant

strategy for developing such models, as it allows the extraction of informative representations

from unlabeled data. The overall framework typically involves two distinct stages: during

the pretraining phase, a general-purpose model, often referred to as the upstream model,

is trained using SSL objectives to capture high-level representations of the input domain.

Subsequently, in the downstream phase, this pretrained model is either fine-tuned end-to-end

or used as a frozen feature extractor within a supervised learning setup to address specific

target tasks. In the speech research community, SFMs have been widely adopted for a range of

paralinguistic tasks (Yang et al., 2021; A. Mohamed et al., 2022; Zhang et al., 2024). The three

most prominent SFMs used in this study are outlined below.

1. Wav2Vec 2.0 (W2V2) (Baevski et al., 2020): W2V2 integrates masking and contrastive

learning for self-supervised speech representation learning. The network takes raw waveforms

as input and first encodes them into latent representations using a convolutional feature

encoder. Spans of these latent representations are then randomly masked before being passed

through a Transformer-based context network that generates contextualized embeddings.

Training is performed via a contrastive pretext task, where the model learns to distinguish
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the true latent representation from a set of distractors. Specifically, given the context network

output ct corresponding to a masked time step t , the model is trained to identify the correct

quantized latent representation qt within a candidate set Qt of size K +1, consisting of qt and

K distractors. Distractors are uniformly sampled from other masked time steps within the

same utterance. The contrastive loss is defined as:

Lm = − log
exp

(
sim(ct , qt )/κ

)∑
q̃∈Qt

exp
(
sim(ct , q̃)/κ

) ,

where sim(ct , qt ) denotes the cosine similarity between the context representation and the

quantized latent speech representation, and κ is a temperature parameter.

The W2V2 models are pretrained on large-scale audio corpora such as LibriSpeech(960

hours) (Panayotov et al., 2015) and LibriVox (60k hours) (Kearns, 2014), both derived from

audiobook recordings.

2. HuBERT: Instead of employing sophisticated self-supervised methods for discretizing

continuous speech signals, HuBERT (Hidden-Unit BERT) (W.-N. Hsu et al., 2021) investigates

the effectiveness of a simpler approach, using k-means clustering on MFCC features to create

discrete target units. During training, the model predicts the pre-assigned k-means cluster

labels for masked segments of continuous speech representations. Like Wav2Vec 2.0, HuBERT

processes raw audio through a convolutional encoder followed by a Transformer network, with

masking applied between these stages. However, unlike contrastive learning frameworks that

rely on negative sampling to prevent representational collapse, HuBERT directly optimizes

a cross-entropy objective between the predicted and true cluster identities. The model is

pretrained on large-scale speech datasets such as LibriSpeech (960 hours) and Libri-Light (60k

hours) (Panayotov et al., 2015).

3. WavLM: Building upon the HuBERT architecture, WavLM (S. Chen et al., 2022) focuses on

jointly modeling linguistic content and speaker characteristics. It introduces a content-aware

gated relative position bias within the Transformer’s self-attention mechanism, enhancing

recognition performance beyond that of the convolution-based front ends in HuBERT and

Wav2Vec 2.0. Furthermore, WavLM incorporates an utterance-mixing strategy, where overlap-

ping speech from multiple speakers is artificially generated to enrich the pretraining data. The

model learns to predict the masked regions corresponding to the primary speaker, thereby im-

proving its sensitivity to both linguistic and paralinguistic cues (e.g., speaker identity and style).

Trained on an extended 94k-hour dataset that combines the corpora used for HuBERT and

Wav2Vec 2.0, WavLM achieves strong results on multi-speaker tasks such as speech separation

and diarization.
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2.7 Objective functions

The objective/loss function is determined by the labeling paradigm, with classification tasks

utilizing Cross-Entropy and regression tasks employing Mean Squared Error (MSE) or Concor-

dance Correlation Coefficient (CCC) (Ringeval et al., 2015a).

1. Categorical model (Classification loss): For a categorical task with C classes (e.g., angry,

joy, sadness), the standard loss function is the Categorical Cross-Entropy Loss (LCE):

LCE = − 1

N

N∑
i =1

C∑
c=1

yi ,c log(ŷi ,c )

where N is the number of samples, yi ,c is a binary indicator (0 or 1) if class c is the correct

classification for observation i , and ŷi ,c is the model-predicted probability of observation i

belonging to class c.

2. Continuous model (Regression loss): For continuous state/trait prediction (e.g. depression

severity-score, age), the Mean Squared Error (LMSE) is a common objective:

LMSE =
1

N

N∑
i =1

(yi − ŷi )2

where N is the number of samples, yi is the ground-truth continuous label (e.g., arousal score),

and ŷi is the model’s predicted score.

For emotion regression tasks (specifically Valence and Arousal prediction), the Concordance

Correlation Coefficient (CCC) (Nickerson, 1997) is used to measure the agreement between

the network’s predicted values and the human-annotated gold-standard scores (Ringeval

et al., 2015a; Ringeval et al., 2015b). CCC is an effective metric because it quantifies both

accuracy (how close the means are) and precision (how close individual observations are). It

combines the Pearson Correlation Coefficient (PCC), which measures linear association, and a

component that corrects for mean and scale differences. CCC values range from -1 to 1, where

1 signifies perfect agreement and 0 means no agreement. The CCC loss function is formulated

as:

LCCC = 1−CCC,

where the CCC is defined as:

CCC =
2ρσxσy

σ2
x +σ2

y + (µx −µy )2
.

Here, µx and µy denote the means of the predicted values ŷ and the ground-truth labels

y , respectively, while σx and σy represent their corresponding standard deviations. The

term ρ refers to the Pearson Correlation Coefficient (PCC) between ŷ and y , which measures
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the strength and direction of their linear relationship. A value of ρ close to 1 indicates a

strong positive correlation, while values near −1 and 0 indicate strong negative and no linear

correlation, respectively.

2.8 Evaluation Metrics

The performance of the proposed systems are assessed using a range of evaluation metrics,

selected according to the task formulation- classification or regression, and the application

domain, spanning state (SER) and trait (PD speech detection ) task. This section outlines the

metrics employed throughout the thesis.

A classification model can either correctly classify a sample in its actual class, or incorrectly

predict it to belong to another class. By comparing the predicted class with the ground truth,

one can obtain four possible outcomes: true positives (TP), true negatives (TN), false positives

(FP), and false negatives (FN). Based on these, several evaluation metrics can be derived, as

described below.

• Accuracy (ACC): The proportion of correctly classified samples over the total number of

samples. This metric provides a general measure of the model’s overall performance.

ACC =
T P +T N

T P +T N +F P +F N

• Precision (P): The ratio of true positive predictions to the total number of positive

predictions made by the model. It reflects the model’s ability to avoid false positives.

P =
T P

T P +F P

• Recall (R) / Sensitivity: Also known as the True Positive Rate (TPR), recall is the ratio of

correctly identified positive instances to the total number of actual positive instances. It

indicates how effectively the model identifies all relevant cases.

R =
T P

T P +F N

• Specificity: Also known as the True Negative Rate (TNR), specificity measures the

proportion of correctly identified negative (control) samples. It complements sensitivity

and is particularly important in pathological or diagnostic tasks.

Specificity =
T N

T N +F P

• Unweighted Average Recall (UAR): For multi-class classification, UAR is computed as

the mean of class-wise recall scores, providing a balanced estimate of performance
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under class imbalance.

UAR =
1

C

C∑
i =1

TPi

TPi +FNi

where C is the total number of classes, and T Pi , F Ni are the true positive and false

negative counts for class i .

• Concordance Correlation Coefficient (CCC): For regression-based tasks such as con-

tinuous emotion prediction, CCC evaluates the agreement between predicted and

ground-truth values by combining both accuracy and precision. It is defined as:

CCC =
2ρσxσy

σ2
x +σ2

y + (µx −µy )2

where ρ is the Pearson Correlation Coefficient between predictions x and ground-truth

values y , σx and σy denote their standard deviations, and µx and µy represent their

mean values. A CCC of 1 indicates perfect agreement, 0 indicates no agreement, and −1

represents complete disagreement.

• Mean Squared Error (MSE): MSE quantifies the average squared difference between

the predicted and target values, penalizing larger errors more heavily.

MSE =
1

N

N∑
i =1

(yi − ŷi )2

• Mean Absolute Error (MAE): MAE measures the average magnitude of errors without

considering their direction, offering an interpretable measure of overall prediction

deviation.

MAE =
1

N

N∑
i =1

|yi − ŷi |

Together, these metrics provide a comprehensive evaluation framework that spans categorical,

continuous model for state and trait speech analysis tasks.

2.9 Summary

This chapter outlined the key concepts of computational paralinguistics, emphasizing how

speech conveys information beyond words through vocal cues linked to emotional, cognitive,

and physiological states. It introduced the state-trait continuum, distinguishing transient

affective states from stable speaker traits. The chapter reviewed major emotion models

and labeling paradigms (categorical vs. dimensional), discussed typical and atypical speech

variations, and traced the evolution from handcrafted acoustic features to deep and self-

supervised speech foundation models. Finally, it summarized the key loss functions and

evaluation metrics used for both categorical and continuous paralinguistic tasks, establishing

the groundwork for the subsequent chapters.
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3 Learning emotion information from
short segments of speech

In speech paralinguistics, conventional approaches have predominantly relied on supraseg-

mental modeling (Schuller and Batliner, 2013). In this paradigm, low-level acoustic descriptors

computed on short frames are transformed into fixed-length representations using statistical

functionals (e.g., mean, variance, percentiles, regression coefficients), effectively summarizing

how acoustic parameters evolve over time. Such utterance-level representations have demon-

strated strong performance in capturing broad speaker states and traits- such as emotion,

gender, or personality. Recent approaches to speech emotion recognition (SER) predomi-

nantly adopt an utterance-level modeling framework, where affective information is derived

from longer speech segments. Some studies extract statistical or spectral representations, such

as Mel-Frequency Cepstral Coefficients (MFCCs), and input them to traditional classifiers (e.g.,

SVMs) or deep architectures (Ghosh et al., 2016; Xia and Y. Liu, 2016; Neumann and T. Vu, 2017;

Kim and Shin, 2019; Zhao et al., 2019; Peng et al., 2021). Others bypass handcrafted features

altogether, modeling long-duration raw audio signals (typically spanning 4-6 seconds) directly

through end-to-end neural architectures such as CNN-LSTMs and TDNNs (Zhao et al., 2019;

J.-L. Li et al., 2020; Kumawat and Routray, 2021).

However, the aforementioned methods overlooks fine-grained temporal and spectral varia-

tions that may themselves carry rich emotional cues. Emotional expression is conveyed not

only by extended prosodic contours but also by rapid localized fluctuations in pitch, energy,

and spectral balance, often within the span of a single syllable (C. M. Lee et al., 2004; Vlasenko

and Wendemuth, 2013; Dhamyal et al., 2020; Yuan et al., 2021). Aggregating speech over

long windows can average out these instantaneous modulations, erasing discriminative cues

embedded in the signal’s microstructure.

Motivated by these insights, we investigate whether emotion-relevant information can be

learned directly from short, speech segments, approximately the length of a syllable (≈250

ms). Evidence from recent paralinguistic studies, such as the ACM Multimodal Sentiment

Analysis Challenge (MuSE) (Stappen et al., 2021; Amiriparian et al., 2022) and ICML Expressive

Vocalizations (ExVo) challenges (Baird et al., 2022), supports this direction, showing that

emotion annotations sampled at 2 Hz (every 500 ms) or derived from brief vocal bursts still
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retain meaningful affective content. Building on this evidence, the approach adopted in this

work departs from traditional suprasegmental frameworks that rely on handcrafted features

and predefined functionals. Instead, it employs an end-to-end neural modeling framework

trained directly on raw waveforms, enabling the system to autonomously learn the temporal

and spectral abstractions most relevant for emotion inference, without the need for manual

feature design or statistical summarization.

This chapter first presents the proposed approach in Section 3.1. In Section 3.2, we demon-

strate, using a benchmark corpus of dyadic emotional speech, that end-to-end raw waveform

modeling outperforms conventional handcrafted acoustic features for short-segment emo-

tion recognition. Building on these findings, the approach is further extended to model

the emotional dimensions of valence and arousal in a stress-inducing free-speech scenario

(Section 3.3) and to non-linguistic vocalizations, or vocal bursts (Section 3.4). Section 3.5

introduces analytical methods to examine the nature of emotion-related information captured

by the end-to-end framework from short speech segments. Finally, Section 3.6 provides a

summary of the chapter.

3.1 Proposed approach for short speech segments modeling

For modeling short speech segments, we employed a raw waveform-based neural architecture

previously proposed and evaluated in several paralinguistic and speech-related tasks, includ-

ing speech recognition (Palaz et al., 2019), speaker verification (Muckenhirn et al., 2018a),

gender recognition (Kabil et al., 2018), and depression detection (Dubagunta et al., 2019). In

this framework, the raw audio waveform is directly processed by a series of convolutional

layers to learn low-level and mid-level representations, which are subsequently fed into a

multilayer perceptron (MLP) classifier. We utilized the same network configuration as in the

depression detection study (Dubagunta et al., 2019), comprising four convolutional layers

followed by a single hidden-layer MLP, along with identical hyperparameter settings. Figure 3.1

illustrates the proposed end-to-end framework adopted for speech emotion recognition task.

The input to the neural network is a raw-speech waveform of duration WSeq (≈ 250 ms), which

is processed by N convolution layers followed by a MLP to output speech emotion class

conditional probabilities. Similar to conventional short-term spectral processing, the speech

segment is shifted by 10 ms to estimate class conditional probabilities for the next frame and

so on.

During the training phase, the neural network is trained with a frame-level cross entropy

error criterion. For inference as demonstrated in Figure 3.1(C), class conditional probabilities

estimated for each frame (P fn ) are summed and normalized by the number of frames (i.e

mean aggregation) to estimate utterance-level speech-emotion class conditional probabilities.

The decision is then taken by selecting the class with maximum probability. In this case, no

segment selection is done. The final decision can be seen as soft voting taken on frame level

decisions.
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Figure 3.1: Illustration of the proposed speech emotion recognition framework. [A] depicts the
processing in the first convolutional layer, where kW denotes the kernel width, dW the kernel
shift, and n f the number of convolutional filters. [B] shows the approach for aggregating frame-
level probabilities to perform speech emotion classification. [C] illustrates the segmentation
process used to create short segments from an utterance. The input to the neural network
is a 250 ms speech segment, and P fn represents the class-conditional emotion probabilities
estimated for each frame.

We evaluate the approach on three tasks: (1) categorical emotion recognition in dyadic conver-

sations; (2) continuous valence/arousal prediction in a stress-inducing, free-speech setting;

and (3) continuous emotion prediction for non-linguistic vocalizations (vocal bursts). These

tasks jointly assess robustness across speech types and label taxonomies.

3.2 Categorical emotion recognition: dyadic conversations

To model dyadic conversation for the task of SER we used the IEMOCAP American English

dataset(Busso et al., 2008), a widely used benchmark corpus in speech emotion research. To

be consistent with previous studies (Rozgić et al., 2012; Xia and Y. Liu, 2015; Ghosh et al.,

2016; Neumann and N. T. Vu, 2019a), we resorted to the samples from four basic emotion

categories- angry, happy, neutral and sad with a total of 5531 utterances (with 1103, 1636,

1708 and 1084 utterances each, respectively) by merging the samples from the class excited

with happy. Similar to previous studies on this corpus (Rozgić et al., 2012; Xia and Y. Liu,

2015; Ghosh et al., 2016; Neumann and N. T. Vu, 2019a), we conducted speaker-independent

experiments following the leave-one-session-out methodology for training.
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Figure 3.2: Schematic of a conventional handcrafted feature pipeline for paralinguistic analysis.
Raw speech is processed over small frames ( f ), from which Low-Level Descriptors (LLDs)
are extracted. These frame-level features are transformed into fixed-length utterance-level
representations through either statistical functional concatenation (Functm) or Bag-of-Audio-
Words (BoAW). The resulting vector is processed by a classifier (e.g., SVM or RF) to produce a
final prediction score.

3.2.1 Baseline systems

For modeling the acoustic information for emotion classification, we utilize knowledge-based

feature representations provided by the openSMILE toolkit (Eyben et al., 2010) alongside

state-of-the-art acoustic embeddings from WAV2VEC2 (Baevski et al., 2020). The general archi-

tectural flow for the handcrafted-based feature pipeline is illustrated in Figure 3.2. Detailed

descriptions of these features are provided in Section 2.5.

COMPARE (Schuller et al., 2013b) handcrafted frame-level and turn-level feature representa-

tions were used in our experimental study. Two configurations of COMPARE features were

used in our experiments: COMPARELLD - 65+65 = 130 low–level descriptor (LLDs) for frame-

level representation and COMPARELLD×F - 6373 static turn-level features resulting from the

computation of functionals (statistics) over LLD contours. We also conducted experiments

using EGEMAPS (Eyben et al., 2016) 23 dimensional frame-level representations. In order

to map frame-level representations into fixed-length turn-level acoustic feature vectors, we

use the Bag-of-Audio-Words (BOAW) approach. In our experimental study three config-

urations of BOAW were used: 500+ 500 = 1000 codebooks for BOAW(COMPARELLD ) (500

codebook vectors each for 65 LLDs and their delta coefficients) and 1000 codebook vectors

for BOAW(EGEMAPS) representation. We also built the BOAW(WAV2VEC2) system based on

768 dimensional wav2vec2.0 Baevski et al., 2020 features obtained from raw speech, using 500

codebook vectors.

Further, the speech emotion classification task was carried out using these fixed-length turn-

level acoustic feature vector representations by training support vector machine (SVM) and

random forest (RF) classifiers.To establish strong baseline systems, the classifiers built on

handcrafted features were optimized through hyperparameter tuning using a grid search

approach.
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3.2.2 Short-segment based systems

As illustrated in Figure 3.3, we study two approaches: (1) computing the frame-level hand-

crafted features every 10 ms from the raw audio signal and feeding them as input with temporal

context (+12 preceding and following frames) to a MLP to classify emotion at frame level (Fig-

ure 3.3.A). (2) feeding raw audio signal of 250 ms every frame to a CNN convolution layer to

classify emotion at frame level (Figure 3.3.B). For both, approaches the output frame level prob-

abilities are aggregated at the utterance level to make the final decision. We study these two

approaches in comparison with conventional utterance/turn-level speech segment modelling.

Convolution Max  
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SoftmaxMLP

Representation learning stage

Classification stage Posteriors probabilities

Raw audio
signal

(Frame-level)

Handcrafted Features Extraction

SoftmaxMLP
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Feature Representation stage

Figure 3.3: Illustration of the proposed approach for modelling short segments of speech. [A]
showing the approach of using handcrafted features with a short segment context. [B] showing
the approach of directly modelling a short segment of raw-audio signal.

Handcrafted feature-based modelling: For this study we resorted to COMPARELLD and

EGEMAPS frame-level feature representations, consisting of feature dimensions 130 and 23

respectively. Using the frame-level features we created short-segments of handcrafted features

with a context of 250ms. Each frame in COMPARELLD and EGEMAPS is based on a 10ms

analysis window and a context of 12 preceding and succeeding frames for a total of 25 frames.

These handcrafted temporal-context based features are used as input to the MLP. The number

of layers and hidden nodes was decided based on the cross-validation set.

Raw audio signal modelling: We employed a raw waveform modelling approach previously

proposed and studied for speech recognition (Palaz et al., 2019), speaker verification (Mucken-

hirn et al., 2018a), gender recognition (Kabil et al., 2018) and depression detection (Dubagunta

et al., 2019), where raw waveform is passed through convolutional layers and then fed to

an MLP for classification. We used the same architecture (4 convolutional layers followed

by a single hidden layer MLP) and hyper-parameters as used for the depression detection

study (Dubagunta et al., 2019). Depending upon the kernel width of the first convolutional

layer, we distinguish two CNNs: (a) a kernel width of about 1.8 ms (< 1 pitch period) denoted

as Raw SubSeg and (b) a kernel width of about 18 ms (1-5 pitch periods) denoted as Raw Seg.

We split each fold’s training data 80:20 into training and cross-validation subsets. Models were

optimized with cross-entropy loss using stochastic gradient descent. Whenever validation loss

plateaued, we halved the learning rate within the range 10−1–10−6.
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3.2.3 Results

Table 3.1 presents the performance of the different systems in terms of unweighted average

recall (UAR). Table 3.2 presents different neural network results reported on the same protocol.

In Table 3.1, it can be observed that the end-to-end approach yields a UAR of 57.48 and 52.32

for Raw -SubSeg and -Seg systems respectively and outperforms the hand-crafted feature

based approach which yields a UAR of 45.88 and 44.36 when modelling short speech seg-

ment. The proposed short-segment level modelling end-to-end approach yields performance

competitive to conventional utterance-level modeling of speech segments.

Table 3.1: Performance of different systems measured in terms of UAR.

Systems Classifier UAR(↑)
Utterance level modelling

COMPARELLD×F SVM 56.57
COMPARELLD×F RF 58.23

BoAW(COMPARELLD ) SVM 56.63
BoAW(COMPARELLD ) RF 57.71

BoAW(EGEMAPS) SVM 55.40
BoAW(EGEMAPS) RF 55.90
BoAW(WAV2VEC2) SVM 53.7
BoAW(WAV2VEC2) RF 56.0

Short-segment level modelling
COMPARELLD MLP 45.88

EGEMAPS MLP 44.36
Raw SubSeg CNN-MLP 57.48

Raw Seg CNN-MLP 52.32

It is worth mentioning that the utterance level results for COMPARE features and BOAW word

representations are comparable to those reported in the literature (Amiriparian et al., 2021).

It is interesting to note that the proposed CNN-based raw waveform modelling approach

outperforms similar recent approaches that model long speech segments (from Table 3.2).

Table 3.2: Performance of previously reported systems measured in terms of UAR and Weighted
Accuracy (WA); Utterance level (UL)

Method (Feature) – Duration Metric % (↑)
Att. CNN (logMel) – 7.5s (Neumann and T. Vu, 2017) WA 56.1

DBN-ivector (MFCC) – UL (Xia and Y. Liu, 2016) WA 57.2
CNN+LSTM (raw aud.) – 6s (J.-L. Li et al., 2020) UAR 52.8

TDNN (MFCC) – 4s (Kumawat and Routray, 2021) UAR 58.6

The hand-crafted feature based systems in Table 3.1 and Table 3.2 together suggest that hand-

crafted feature based approaches need long segments for optimal performance. Together,
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these results demonstrate that the proposed end-to-end approach is able to effectively model

emotion discriminating information from 250 ms of speech.

3.2.4 Neural embeddings based systems

Previous results demonstrate that the neural network is indeed learning information from

250 ms of speech that is indicative of speech emotion, here we investigate an approach

where an utterance level representation is obtained from frame level neural embeddings

(NN-EMBEDDINGS) either by computing functionals (Funct) such as mean (m) and standard-

deviation (sd), or by obtaining a BOAW and classifying the utterance level representation

using SVM or RF classifiers.

The results of the evaluated systems are presented in Table 3.3. These findings clearly demon-

strate that making decisions at the frame level, as proposed in our approach, yields per-

formance comparable to that obtained using utterance-level representations constructed

from frame-level embeddings, a strategy that is commonly adopted in the speech emotion

recognition literature.

Table 3.3: Performance of different systems measured in terms of UAR.

Systems Classifier UAR(↑)
Proposed systems - SubSeg (kW1 = 30 samples)

Raw-CNN Softmax 57.48
BoAW(NN-EMBEDDINGS) SVM 56.62
BoAW(NN-EMBEDDINGS) RF 57.03

Functm(NN-EMBEDDINGS) SVM 56.77
Functm(NN-EMBEDDINGS) RF 56.65

Functm,sd (NN-EMBEDDINGS) SVM 56.38
Functm,sd (NN-EMBEDDINGS) RF 55.75

Proposed systems - Seg (kW1 = 300 samples)
Raw-CNN Softmax 52.32

BoAW(NN-EMBEDDINGS) SVM 53.02
BoAW(NN-EMBEDDINGS) RF 53.13

Functm(NN-EMBEDDINGS) SVM 50.67
Functm(NN-EMBEDDINGS) RF 50.06

Functm,sd (NN-EMBEDDINGS) SVM 50.90
Functm,sd (NN-EMBEDDINGS) RF 51.04

3.3 Continuous emotion recognition: stress-inducing, free-speech

scenario

Building upon the findings presented in the previous section, it was observed that embeddings

extracted from neural networks trained on short speech segments are effective for classify-
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ing categorical emotion labels. To further examine the representational capacity of these

embeddings, we extended our investigation to a cross-corpus and cross-language scenario.

Specifically, we evaluate whether features learned from short segments are sufficiently ex-

pressive to predict the continuous emotional dimensions of valence and arousal. This study

was conducted within the experimental framework of the ACM MuSe Challenge (Amiriparian

et al., 2022), focusing on the MuSe-Stress task.

The MuSe-Stress task is derived from the multimodal Ulm-Trier Social Stress Test (Ulm-TSST)

corpus, which captures participants in a stress-inducing, free-speech context following the

standardized Trier Social Stress Test (TSST) protocol (Kirschbaum et al., 1993). In this setup,

participants simulate a job interview situation by delivering a five-minute spontaneous oral

presentation after a brief preparation period. The dataset comprises approximately six hours

of audio recordings from 69 participants (49 female), aged between 18 and 39 years in German

language. Each recording has been continuously annotated by three independent raters for

the emotional dimensions of valence and arousal at a sampling rate of 2 Hz.

The objective of this task is to predict emotional variations in a time-continuous manner.

Following the data protocol established by the challenge organizers, the Ulm-TSST corpus

was partitioned into training, development, and test sets containing 41, 14, and 14 subjects,

respectively. For model optimization, we further subdivided the training set into two subsets:

32 subjects for training and 9 subjects for validation during hyperparameter tuning. Task

performance was evaluated using the Concordance Correlation Coefficient (CCC) for both

arousal and valence dimensions.

3.3.1 Methodology

Figure 3.4 illustrates the proposed methodology. In this approach, frame-level neural embed-

dings are first extracted using pre-trained networks from the input acoustic signal. For each 500

ms segment, a fixed-length representation is then derived by computing statistical functionals

specifically, the mean and standard deviation over the embeddings. These representations

are subsequently fed into a neural network designed to estimate the emotional dimensions of

valence and arousal. Given the sequential nature of the task, the valence-arousal estimation

module is implemented using a LSTM-RNN. To ensure a fair comparison, we employ the

same LSTM-RNN architecture and training configuration as provided in the baseline system

by the challenge organizers, without any architectural modifications. Following the baseline

protocol, separate models are trained for valence and arousal prediction, enabling a direct

evaluation of our proposed embeddings against the baseline feature representations.

3.3.2 Baseline systems

Two baseline systems, as provided by the challenge organizers, were considered. The first

employed the EGEMAPS feature set (Eyben et al., 2016), comprising 88-dimensional hand-
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Figure 3.4: Proposed neural embedding modelling approaches for MuSe-Stress task.

crafted acoustic descriptors widely used in paralinguistic studies. Functional features were

extracted at 2 Hz using a 5-second analysis window. The second, a DEEPSPECTRUM-based

system, utilized the DenseNet121 (G. Huang et al., 2017) architecture pre-trained on Ima-

geNet (Russakovsky et al., 2015). Audio signals were converted into Mel-spectrograms with

128 frequency bands and rendered using the viridis colormap. The resulting spectrograms

were input to DenseNet121, and activations from the final pooling layer were extracted as

1024-dimensional embeddings using a 1-second window and a 500 ms hop size.

3.3.3 Short segment neural embedding based systems

We used the short-segment based CNN network as presented in Section 3.2 which is trained

for classifying four emotion categories namely anger, happy, sad, neutral in an end-to-end

fashion by taking 250ms of raw-speech signal as input. This system is referred to as RAW(SER).

3.3.4 Speech Foundation Model based systems

In our experiments, we employed two categories of self-supervised learning (SSL) embeddings:

general-purpose audio representations and full-stack speech processing representations.

The general-purpose embeddings were obtained from COLA (Saeed et al., 2021), which was

trained on the AudioSet (Gemmeke et al., 2017) corpus using a contrastive SSL framework. The

full-stack speech representations were derived from HUBERT (W.-N. Hsu et al., 2021) and

WAVLM (S. Chen et al., 2022), both pre-trained on approximately 94,000 hours of speech data.

3.3.5 Results

From Table 3.4, it is evident that the proposed acoustic embedding system, RAW(SER), out-

performs the strongest DEEPSPECTRUM baseline on the test set for both valence and arousal.

Overall, these embeddings deliver superior results compared to the baseline systems. Fur-

thermore, it is noteworthy that the RAW(SER) embeddings, obtained from a model trained

on the English IEMOCAP corpus (Busso et al., 2008), generalize well to the German MuSe-
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Stress dataset. This cross-lingual generalization highlights the robustness of our training

strategy, which models fine-grained, sub-segmental speech units (around 250 ms), enabling

language-independent representations. Remarkably, despite being only 20-dimensional, the

RAW(SER) embeddings achieve the highest standalone performance on the combined score.

Standalone HUBERT and WAVLM features also perform competitively, with the latter sur-

passing the baseline DEEPSPECTRUM system. Furthermore, it is noteworthy that combining

the 20-dimensional RAW(SER) embeddings with Speech Foundation Model (SFM)-based em-

beddings enhances the performance of standalone SFM systems. While COLA represents the

weakest standalone acoustic embedding, its fusion with RAW(SER) yields a 17.22% relative

improvement, demonstrating that these representations are complementary and synergistic

for the task at hand.

3.4 Continuous emotion recognition: non-linguistic vocalizations

Building upon the investigation of short-segment modeling in continuous emotion prediction,

we further evaluated the proposed approach in the context of non-linguistic vocalizations. This

study was conducted within the framework of the ICML ExVo Challenge and Workshop (Baird

et al., 2022). The ExVo dataset (Cowen et al., 2022) comprises 59,201 recordings of vocal

bursts (VB) produced by 1,702 speakers, amounting to approximately 37 hours of data. The

recordings were collected from speakers aged between 18 and 39 years across four countries:

USA, China, Venezuela, and South Africa.

Each vocal burst was evaluated by a group of listeners who rated the perceived intensity of its

emotional expression on a continuous scale ranging from 1 to 100. Every sample is associated

with intensity scores (ranging from [0,100]) across ten emotion categories: (1) amusement,

Table 3.4: CCC scores (↑) on the development and test sets across different systems. For the
development set, results are reported as mean ± std over five random seeds, with the best
scores highlighted. Combined results represent the mean of arousal and valence test CCC s for
each feature set. The symbol “+” indicates early fusion (feature concatenation), and ndims
refers to the feature dimensionality.

Arousal Valence Combined
[CCC] [CCC] [CCC]

Features ndims Development Test Development Test Test
Baseline systems

DEEPSPECTRUM 1024 0.4139 (0.3433 ± 0.0548) 0.4239 0.5741 (0.5395 ± 0.0207) 0.4931 0.4585
EGEMAPS 88 0.4112 (0.3168 ± 0.0459) 0.2975 0.5090 (0.4744 ± 0.0244) 0.3988 0.3482

Proposed systems
RAW(SER) 20 0.3404 (0.2986 ± 0.0311) 0.4338 0.5548 (0.5403 ± 0.0116) 0.5134 0.4736
COLA 1280 0.3770 (0.3480 ± 0.0266) 0.4764 0.5572 (0.5268 ± 0.0310) 0.3028 0.3896
HUBERT 2048 0.2622 (0.2388 ± 0.0155) 0.4833 0.5098 (0.4853 ± 0.0161) 0.4309 0.4571
WAVLM 2048 0.2842 (0.2599 ± 0.0183) 0.4462 0.4672 (0.4381 ± 0.0240) 0.4874 0.4668
RAW(SER)+COLA 1300 0.3818 (0.3593 ± 0.0241) 0.5111 0.5528 (0.5429 ± 0.0082) 0.4023 0.4567
RAW(SER)+HUBERT 2068 0.3144 (0.3063 ± 0.0063) 0.4724 0.4941 (0.4630 ± 0.0185) 0.4907 0.4815
RAW(SER)+WAVLM 2068 0.3114 (0.2924 ± 0.0134) 0.4354 0.4587 (0.4500 ± 0.0065) 0.4648 0.4501
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(2) awe, (3) awkwardness, (4) distress, (5) excitement, (6) fear, (7) horror, (8) sadness, (9)

surprise, and (10) triumph. These emotions were selected based on their prevalence within

the dataset to encompass both broad affective distinctions (e.g., amusement vs. fear) and

fine-grained contrasts (e.g., fear vs. horror), consistent with the notion that emotions occupy

a high-dimensional, continuous space.

The objective of this task was to jointly predict three aspects from each vocal burst, (i) the

average intensities of ten perceived emotions, (ii) the speaker’s age, and (iii) the speaker’s

native country, thereby formulating a multi-task learning problem. The experimental setup

followed the official data partitions for training, validation, and testing as defined by the

challenge organizers. Model performance was assessed using the competition’s task-specific

evaluation metrics:

1. Concordance Correlation Coefficient (CCC) — computed for each emotion and averaged

to evaluate emotion recognition performance.

2. Mean Absolute Error (MAE) — used to assess accuracy in age prediction.

3. Unweighted Average Recall (UAR) — used for the native country classification task.

An overall multi-task learning score, SMT L , was defined as the harmonic mean of these metrics,

computed as:

SMT L =
3

(1/CCC +M AE +1/U AR)

3.4.1 Methodology

Figure 3.5[A] provides an overview of the proposed approach. In this framework, frame-

level neural embeddings are first extracted using pre-trained networks from the acoustic

signal. Subsequently, fixed-length representations are derived for each 500 ms segment by

computing the mean and standard deviation over the embeddings. These representations are

then fed into a multi-task learner block, as illustrated in Figure 3.5[B], which jointly estimates

emotional intensity, speaker age, and country. The multi-task learner module (Figure 3.5[B])

is a neural-network block with two hidden layers, with 128 neurons in the first hidden layer

followed by 64 neurons in the second layer, with leaky-ReLU activation used for both the

layers. The Adam optimization method (Kingma and Ba, 2015) is used for training the network.

The loss-functions used are: (1) Mean Squared Error (MSE) for age and emotion detection

(regression-based tasks) and (2) cross-entropy loss for native-country prediction (classification

based task). The mean of these loss functions is calculated for the target. We developed systems

with two different configurations: (a) ‘Sys-1’ where the network configuration is same as the

organizers, and (b) ‘Sys-2’ where we doubled the number of neurons in the hidden layers, that

is 256 neurons for the first hidden layer and 128 neurons for the second.

To assess the effectiveness of our short-segment emotion modeling approach, we further

compare its performance against state-of-the-art (SOTA) self-supervised neural embedding
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systems and the baseline models provided by the challenge organizers.
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Figure 3.5: [A] Illustration of the proposed neural embedding-based approaches. [B] Overview
of the hard parameter-sharing multi-task learner block depicted in [A].

3.4.2 Baseline systems

We considered two baseline systems in our experiments, as provided by the challenge organiz-

ers. The first baseline employed the COMPARE feature set (Schuller et al., 2013b), consisting

of 6373-dimensional handcrafted turn-level acoustic features widely used in paralinguis-

tic studies. The second baseline utilized deep spectral representations extracted using the

DEEPSPECTRUM toolkit (Amiriparian et al., 2017), which produces 4096-dimensional embed-

dings. For this system, the default configuration were used as provided by the DEEPSPECTRUM

authors, employing the VGG-19 network (Simonyan and Zisserman, 2015) pre-trained on

ImageNet (Russakovsky et al., 2015), with spectrograms rendered using the viridis colormap.

3.4.3 Short segment neural embedding based systems

We developed an end-to-end short-segment based CNN network which takes 250ms of raw-

waveform as proposed in Section 3.1. The system was trained for a ten-class classification task

using the ExVo data, and is referred as RAW(EXVO). We followed a hard-label approach: for

each ExVo audio file we picked the categorical emotion based on the highest score provided

by the raters to the corresponding emotion category. The network comprises of four convolu-

tional layers followed by a fully connected layer with ten nodes and an output unit consisting

of ten emotion classes. The output layer has softmax activation, while all the layers has ReLU

activation.

To train the neural network we split the train-set into training and cross-validation subsets

in 90:10 ratio. This cross-validation subset was used for hyperparameter tuning. The ExVo

provided validation set was used for inference. This training method made sure that the

network trained for generating embeddings is trained in a speaker-independent fashion as

per the baseline protocols (Baird et al., 2022). The networks were trained using cross-entropy

loss with stochastic gradient descent. The learning rate was halved, in the range 10−1 to 10−6,

between successive epochs whenever the validation-loss stopped reducing.

The frame-level neural embeddings of dimension 10, are extracted before the activation layer
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of the fully-connected layer. A fixed-length utterance-level representation is obtained by

computing functionals (mean and standard deviation) of the frame-level neural embeddings.

This makes these embeddings of dimension 20 (10 mean + 10 std) each.

3.4.4 Speech Foundation Model based systems

To derive SFM embeddings, we make use of the following publicly available SOTA pre-trained

SFM systems: WAV2VEC2 (Baevski et al., 2020), HUBERT (W.-N. Hsu et al., 2021), and WAVLM (S.

Chen et al., 2022). These systems are among the top three performing networks for the SUPERB

challenge (Yang et al., 2021), a SFM benchmark challenge for the speech processing tasks.

In line with the proposed methodology, detailed in Section 3.4.1, utterance-level representa-

tions were extracted for all the aforementioned systems and subsequently provided as input

to the multi-task learning block (Figure 3.5[B]) to train the system.

3.4.5 Results

Table 3.5 presents the results across all sub-tasks. The RAW(EXVO) system outperforms the

baseline COMPARE feature set for both the emotion and age prediction sub-tasks, although its

performance on the country classification task remains comparatively weaker.

Table 3.5: Experimental results based on the ExVO data. Reporting scores for the best seed
and standard deviation from 5 seeds. Results include mean CCC across the 10 (Emo)tion
categories, U AR for the 4-class (Cou)ntry recognition task (chance level of 0.25 U AR), and
M AE for the age estimation task. SMLT denotes harmonic mean between these metrics. The
symbol “+” indicates early fusion (feature concatenation), and ndims refers to the feature
dimensionality.

Systems ndims Config. Emo-CCC(↑) Cou-UAR(↑) Age-MAE(↓) SMLT (↑)
ExVo Baseline

COMPARE 6373 Sys.1 0.416 0.506 4.222 0.349 ± 0.003
DEEP SPECTRUM 4096 Sys.1 0.369 0.456 4.413 0.322 ± 0.003

short-segment based Raw-Wav system (trained on ExVo data)
RAW (EXVO) 20 Sys-1 0.454 0.331 3.953 0.327 ± 0.006
RAW (EXVO) 20 Sys-2 0.469 0.328 3.805 0.334 ± 0.005

Self-Supervised based representations (Pre-trained networks)
WAVLM 2048 Sys-1 0.523 0.542 4.094 0.382 ± 0.006
WAVLM 2048 Sys-2 0.548 0.536 4.008 0.390 ± 0.009

HUBERT 2048 Sys-1 0.513 0.508 3.864 0.385 ± 0.004
HUBERT 2048 Sys-2 0.518 0.508 3.782 0.391 ± 0.010

WAV2VEC2 1536 Sys-1 0.390 0.379 3.903 0.330 ± 0.008
WAV2VEC2 1536 Sys-2 0.385 0.376 3.895 0.328 ± 0.005

Early Fusion Experiments
RAW (EXVO) + WAVLM 2068 Sys-1 0.546 0.542 4.150 0.383 ± 0.006
RAW (EXVO) + WAVLM 2068 Sys-2 0.556 0.522 4.057 0.386 ± 0.004

31



Chapter 3 Learning emotion information from short segments of speech

From Table 3.5, it can be observed that WAVLM and HUBERT achieve the best overall multi-

task learning score (SMT L) for a stand-alone system. Specifically, WAVLM demonstrates

superior performance on the emotion and country prediction sub-tasks, whereas HUBERT

attains the highest accuracy on the age prediction sub-task. The Sys-2 configuration further

enhances the performance of both models in their respective strengths. In contrast, WAV2VEC2

performs competitively on the age sub-task but falls short on the emotion and country sub-

tasks; moreover, its performance slightly degrades under the Sys-2 configuration.

Given the strong performance of WAVLM on the emotion and country tasks and that of

RAW(EXVO) on the age task, we developed an early-fusion system combining these two

standalone models. The fusion system yields noticeable performance gains on the emotion

and country prediction sub-tasks, although no further improvement is observed for the age

prediction sub-task.

Overall, our investigations indicate that SSL-based representations generally provide higher

overall scores (SMT L) than task-specific neural representations. However, despite its compact

20-dimensional representation and shallow architecture, the RAW(EXVO) model-built on the

principle of short-segment emotion modeling-surpasses the handcrafted baselines on overall

scores (SMT L) and performs comparably to the SSL-based systems in modeling age-related

paralinguistic information.

3.5 Analysis of short term modelling CNNs for SER

Following the results from the previous sections we observe that short-segment CNNs yield

competitive systems for modelling raw audio signals. Therefore, it becomes interesting to

analyse what information is being learned from the 250 ms audio signal. To investigate this we

conduct a two-tiered analysis: (1) We inspect the cumulative frequency response of the first

CNN layer; and (2) We generate relevance signals using gradient-based methods and through

relevance signals, we probe what features are getting learned. This analysis was carried out on

the setup explained in Section 3.2 using the IEMOCAP corpus.

3.5.1 First CNN layer frequency response analysis

To get insight into the information learned by the CNNs, we analyzed the cumulative frequency

response of the first convolutional layer Fcum as follows (Muckenhirn et al., 2018a; Palaz et al.,

2019):

Fcum =
1

n f

n f∑
k=1

Fk

∥Fk∥2

where n f is the number of filters in the first convolution layer, Fk is the frequency response of

filter fk ∈ {1, · · ·n f }.
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The left sub-plot of Figure 3.6 shows the cumulative frequency response for Raw-SubSeg for all

the five folds M-1 to M-5. It can be observed that, irrespective of the fold on which the CNNs

are trained, the filters give emphasis to 1000 - 4000 Hz frequency region, similar to CNNs

trained to classify phones (Palaz et al., 2019). This suggests that Raw-SubSeg is focusing on

emotion related information carried at sub-word unit level.

The right sub-plot of Figure 3.6 illustrates the cumulative frequency response for Raw-Seg

for all the five folds M-1 to M-5. It is interesting to again observe that, irrespective of the

fold on which the CNN is trained, all the CNNs emphasize similar frequency regions. Com-

pared to Raw-SubSeg, it can be observed that the emphasis shift more towards low frequency

region. This observation is consistent with speaker verification and depression detection

studies (Muckenhirn et al., 2018a; Dubagunta et al., 2019), where the emphasis is given to

modeling voice source related information.

The analysis together with the results obtained shows that SubSeg kernel width helps in better

modeling emotion class discrimination. This may be attributed to its ability to model both

source and system information well when compared to Seg (Muckenhirn et al., 2019).

Figure 3.6: Cumulative frequency response of the first convolutional layer for the proposed
Raw-CNN models SubSeg (left) and Seg (right). M −x indicates fold x.

3.5.2 Relevance signal analysis

Several recent studies have explored gradient-based techniques for the holistic interpretation

of deep feature representations, including guided backpropagation (Springenberg et al., 2015).

Extending this line of research, Muckenhirn et al. (Muckenhirn et al., 2018b; Muckenhirn

et al., 2019) proposed a method to extract temporal and spectral relevance maps, facilitating

the visualization and interpretation of task-dependent information learned by CNN-based

systems trained directly on raw waveforms. By taking the gradient of the output class with

respect to the input signal, relevance signals allow us to measure the impact of perturbations

in the input on the output, highlighting crucial discriminative cues in the input. We use

relevance signals to gain insights into the information modeled by the proposed methods and

show empirical evidence to support our hypothesis.

To ascertain that relevance signals indeed represent crucial discriminative cues in the input
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necessary for emotion recognition, we train both the proposed raw CNN models on short-

segment relevance signals to classify emotions. Using the trained CNNs, we compute relevance

signals for every input in the training data with respect to the ground truth, denoted by SubSeg-

Rel and Seg-Rel corresponding to both the proposed SubSeg and Seg CNNs. These relevance

signals (SubSeg-Rel and Seg-Rel) were used to train the models. At test time, instead of

computing relevance signals only for the ground truth, we generate relevance signals for all

four classes and average the predictions of the model on all these four relevance signals. This

process is repeated for each fold and UAR is reported, as seen in the bottom two rows of

Table 3.6. We can see that each of the models achieves performance quite close to the original

SubSeg and Seg models trained on raw audio signals (from Table 3.1). We repeat this procedure

for utterance-level modelling by training SVM and RF classifiers on COMPARELLD features

computed from utterance-level relevance signals. From Table 3.6, we can see an improvement

in the performance of the SVM classifier when trained using relevance signals obtained from

the SubSeg model over the original raw waveform signal (Table 3.1). Together, these results

indicate that relevance signals capture input information critical for emotion recognition.

Table 3.6: Performance of different systems on relevance signal, measured in terms of UAR.

Systems Input Signal Classifier UAR
Utterance level modelling

COMPARELLD×F SubSeg-Rel SVM 57.15
COMPARELLD×F SubSeg-Rel RF 54.06
COMPARELLD×F Seg-Rel SVM 50.57
COMPARELLD×F Seg-Rel RF 54.62

Short-segment level modelling
Raw-CNN SubSeg SubSeg-Rel Softmax 56.37

Raw-CNN Seg Seg-Rel Softmax 49.96

To get insights into the information modeled by the proposed CNNs, we rank the top-10

features based on normalized feature importance assigned by RF classifiers trained on COM-

PARELLD feature descriptors on the original raw-waveform signal and the relevance signals

obtained from the SubSeg and Seg CNNs, as shown in Table 3.7. For the sake of clarity, full

feature names were omitted from the table, and the F-Index column indicates the i -th feature

from the 0-indexed feature list from the COMPARE header extracted from openSMILE (Eyben

et al., 2010) toolkit. The “Group" column highlights the broader feature group of the low-level

descriptor. The feature grouping has been adopted from (Schuller et al., 2014). In general,

the raw-waveform model primarily focuses on spectral low-level feature descriptors (9/10),

primarily spectral flux and harmonicity. The SubSeg-Rel based model primarily focuses on

cepstral feature descriptors (8/10), more so than the Seg-Rel based model (4/10). It is worth

pointing out that the Seg-Rel model puts more emphasis on spectral features (6/10), similar to

the raw-waveform model, focusing more on spectral slope descriptors instead of harmonicity.

This section contrasts the modeling characteristics of the two CNNs.
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Table 3.7: Ranking feature importances from utterance-level RF classifiers trained on COM-
PARELLD features obtained from different input signals. F-Index column indicates the i -th
feature from the 0-indexed feature list from the COMPARE header extracted from openSMILE.
Feature groups as per Schuller et al. (2014)

Raw-waveform SubSeg-Rel Seg-Rel
F-Index Group F-Index Group F-Index Group

2957 Spectral Flux 5168 Cepstral 5166 Cepstral
1513 Spectral Harmonicity 5166 Cepstral 1523 Cepstral
4138 Spectral (Auditory) 1637 Cepstral 1522 Cepstral
3218 Spectral Harmonicity 1522 Cepstral 2957 Spectral Flux
5496 Spectral (Auditory) 1523 Cepstral 1431 Spectral Slope
6039 Spectral Flux 1587 Cepstral 5097 Spectral Slope
5490 Spectral (Auditory) 5173 Cepstral 5489 Spectral (Auditory)
6035 Spectral Flux 3311 Cepstral 132 Spectral (Auditory)

74 Prosodic 1244 Spectral Flux 5173 Cepstral
6030 Spectral Flux 3712 Voice quality 4144 Spectral (Auditory)

3.6 Summary

This chapter investigated whether emotion-relevant information can be effectively learned

from short, sub-segmental segments of speech rather than traditional suprasegmental fe-

ture representations. Building on the hypothesis that localized acoustic cues carry affective

content, we developed an end-to-end convolutional framework that models raw waveforms

of ≈250 ms duration. Experiments across multiple corpora covering dyadic conversations

(IEMOCAP), stress-induced free speech (MuSe-Stress), and non-linguistic vocalizations (ExVo),

demonstrated that such short-segment models capture salient emotional information and, in

several cases, achieve performance comparable to or exceeding utterance-level systems.

For the best-performing raw-waveform-based CNN configuration, namely Subseg, filter analy-

sis revealed that the network predominantly emphasizes the 1000-4000 Hz frequency range,

consistent with the behavior of CNNs trained explicitly for phoneme classification (Palaz et al.,

2019). In addition, relevance signal analysis indicated a strong emphasis on cepstral feature

groups. Taken together, these findings suggest that, when optimizing for emotion recognition,

the network tends to exploit phone-relevant information captured from raw waveforms.

This work also establishes that decisions made at the frame level and those derived after

temporal aggregation yield equivalent inferences, suggesting that emotional information is

locally encoded in short temporal windows.
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4 Phonetically aware neural representa-
tions for speech emotion recognition

Building on the previous chapter’s findings, which showed that short-segment modeling

enables networks to capture phone-relevant acoustic cues from raw waveforms, we now focus

explicitly on the role of phonetic information in emotion recognition. To this end, this chapter

proposes a novel phonetically aware neural modeling framework, aimed at assessing the

contribution of phonetically informed representations and revealing how emotional content

is expressed through subtle, phone-level variations in speech.

Over the past two decades, different approaches have emerged for speech emotion recogni-

tion (SER) (Schuller, 2018), driven by the increasing demand for intelligent systems that can

recognize and respond to human emotions, thereby enhancing human-machine interaction.

Despite the success of previous frameworks in improving SER performance, most existing

work emphasizes turn-level or utterance-level modeling, focusing primarily on acoustic and

prosodic attributes aggregated across longer spans of speech (Schuller et al., 2007; Koolagudi

and Rao, 2012; Neumann and T. Vu, 2017; Peng et al., 2021; Pepino et al., 2021; S. Chen et al.,

2022). However, emotional expression in speech arises from complex and fine-grained interac-

tions among linguistic, phonetic, and articulatory processes (K. R. Scherer, 2003; K. R. Scherer,

2005; Schuller et al., 2013a), motivating efforts to investigate the role of phonetic information

in emotion recognition.

Within this evolving landscape, several studies have probed the link between phonetic content

and emotional state. C. M. Lee et al. (2004) investigated the impact of emotional coloring on

five broad phonetic classes (vowel, glide, nasal, stop, and fricative), they did so by training a

phonetic-class based HMM system for each emotional state. The emotion label for the utter-

ance is predicted by first force aligning the input sequence and then comparing the likelihood

from each emotion model to determine the emotional state maximizing the likelihood. It is

found that vowel sounds as the most effective emotional indicator based on classification

performance. Vlasenko and Wendemuth (2013) used a multi-task learning approach, where

two sets of HMM-GMM systems were trained to model phonemes based on two emotional

states (high and low arousal). For example, the same phoneme /IY/ based upon the emotional

state (high or low arousal) is given two different emotion labels. Classification of emotional
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state is done during the decoding of the input speech sequence, by taking a majority voting

approach for the emotion-labeled phoneme. They demonstrated that phonemes are the

smallest possible acoustic units that can classify emotional arousal (high or low). Yenigalla

et al. (2018) modeled the phonetic information for SER by mapping the speech signal and/or

word transcription into a sequence of phones and then mapping the sequence of phones into

an embedding space using Word2vec (Mikolov et al., 2013). Thereby, they explicitly model

phonetic information through linguistic knowledge-driven embedding space. Dhamyal et al.

(2020) conducted a systematic study to understand the phonetic composition of emotions.

Using a self-attention-based emotion classification model they discovered the most ‘attended’

phonemes for each emotion class. They reported that the distribution of ‘attended’-phonemes

tend to vary significantly across natural vs acted emotions. A recent study (Yuan et al., 2021)

followed the approach similar to (Vlasenko and Wendemuth, 2013; Vlasenko et al., 2014) but

instead used SFM, which enabled training an emotion-dependent model using a small amount

of data. The study investigated the best phonetic units for emotion recognition and showed

that phonetic units are helpful and should be incorporated in SER. Explicitly modelling pho-

netic information requires transcripts or a robust phoneme recognition system. However,

obtaining speech transcripts incurs overhead, such as the use of human transcribers or the

use of speech recognition systems.

These collective efforts provide evidence that phonetic units inherently encode speech emo-

tion information. To advance beyond prior approaches, this chapter introduces an implicit

phonetic information modeling framework that captures phonetic information within the

learned representation space, without relying on transcriptions.

Section 4.1 presents the study design. Section 4.2 validates the proposed implicit phonetic

modeling framework on three benchmark emotional speech corpora. Section 4.3 then extends

the analysis to inter-corpus evaluations to assess the generalizability of the proposed approach.

It also examines how automatic speech recognition (ASR) accuracy influences the effectiveness

of these phonetic embeddings for emotion recognition. Finally, to ensure continuity with the

preceding analysis, we evaluate the short-segment phoneme-based model on the same set of

tasks presented in the previous chapter. Finally, Section 4.4 concludes the chapter.

4.1 Study Design

4.1.1 Methodology

Figure 4.1 illustrates the approach for implicit modeling of phonetic information in two

different manners,

• extracting phonetic embeddings from neural networks specifically trained to classify

phones.
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Figure 4.1: Proposed neural embedding-based approaches using system (b) and (c). A detailed
explanation of (b) and (c) can be found in Section 4.2.

• extracting phonetic embeddingsI from SFMs adapted on downstream tasks of phoneme

recognition or grapheme recognition.

4.1.2 Datasets and protocols

To validate the proposed approach, we conduct intra-corpus and inter-corpus speech emotion

recognition studies. For that purpose, we employ three standard data sets, namely, EMO-DB,

IEMOCAP, and MSP-IMPROV.

Berlin Emotional Speech Database : The Berlin Emotional Speech Database (EMO-DB) (Burkhardt

et al., 2005) covers seven-speaker emotions namely- anger, joy, neutral, sadness, disgust, fear,

and boredom. The corpus consists of ten (5 male and 5 female) professional actors speaking

out ten predefined emotionally neutral sentences. The corpus comprises 900 utterances,

where only 493 were marked as 60% natural and 80% assignable by 20 subjects in a listening

experiment. We use this subset as suggested in Schuller et al. (2009).

The Interactive Emotion Dyadic Motion Capture : The Interactive Emotion Dyadic Motion

Capture (IEMOCAP) (Busso et al., 2008) consists of ten (5-male and 5-female) actors over five

dyadic sessions performing improvised and scripted scenarios to elicit emotional expressions.

In line with previous studies we resort to four emotion classes namely - angry, happy, neutral,

and sad where we merg the samples from class excited with happy.

MSP-Improv Database : The MSP-IMPROV (Busso et al., 2017) corpus comprises recordings

from six spontaneous dyadic sessions enacted by twelve actors (6-male and 6-female) from the

University of Texas at Dallas. The database claims to carry more naturalness in the recordings.

To adhere to previous works we make use of four emotions namely - angry, happy, neutral,

and sad.

Table 4.1 summarizes these data sets. To be consistent, for each corpus, we use the protocols

that have been used in the literature. More precisely, For EMO-DB, we follow the leave-one-

IFor the sake of simplicity, we also refer to graphemic/character embeddings as phonetic embeddings, as
grapheme and phoneme are related in spoken language.
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Speaker-out approach. Whereas, for the other two corpora, we use the leave-one-Session-out

methodology. That is, for testing the k-th speaker/session, we train the model on the remaining

speakers/sessions. We evaluate the performance of the SER systems in terms of Unweighted

average recall (UAR) and Weighted average recall (WAR).

Table 4.1: Data distribution across categorical emotion labels, showing the number of utter-
ances per class.

Database Content Ang Hap Neu Sad Dis Fea Bor Total

EMO-DB German 127 64 78 52 38 55 79 493

IEMOCAP English 1103 1636 1708 1084 - - - 5531

MSP-IMPROV English 792 2644 3477 885 - - - 7798

4.2 Experimental setup and results

4.2.1 System Description

Below, we provide an overview of the systems and their different configurations incorporated

for deriving feature representation or neural embeddings by modeling acoustic signals.

(a) Handcrafted feature representation: For the knowledge-based handcrafted feature repre-

sentation we use COMPARE features (Schuller et al., 2013b). We make use of two configurations

of COMPARE features: COMPARELLD - 65+65 = 130 low–level descriptor(LLDs) and their delta

functions for the frame-level representation and COMPARELLD×F - 6373 static turn-level fea-

tures resulting from the computation of functionals (statistics) over LLD contours. Further,

we use the Bag-of-Audio-Words (BOAW) approach implemented in the OPENXBOW toolkit

(Schmitt and Schuller, 2017) to fetch turn-level representations from COMPARELLD frame-level

representation. In BOAW approach 500+500 = 1000 codebook vectors were created, 500 for 65

LLDs and 500 for 65 LLDs’ delta coefficients. This system is denoted as BOAW(COMPARELLD ).

(b) Supervised learning based representation: We utilize an off-the-shelf end-to-end CNN

based network for phoneme-classification. The network is trained on the 70hours of AMI

(Augmented Multi-party Interaction) Meeting corpus (Carletta, 2007) containing 100hours

of recordings. The input to the network is a 250ms raw audio signal with a 10ms shift. The

network consists of 10 convolutional layers with ReLu activation followed by a fully-connected

layer with 1024 neurons, and an output unit with softmax activation for predicting phoneme

posteriors. The network is trained for predicting phones based on triphone modeling with

cross-entropy loss, stochastic gradient descent and a decaying learning rate. The model

provides neural embedding of dimension 1024 corresponding to each 250ms frame. This

system is denoted as RAW-CNN(AMI).

(c) Self-supervised learning based representation: We use two different pre-trained self-

supervised representation models - Wav2vec2.0 (Baevski et al., 2020) and WavLM (S. Chen

et al., 2022). The Wav2vec2.0 model is based on a contrastive model approach, the framework
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combines contrastive learning with masking. Whereas, WavLM follows a predictive model

approach, jointly learning masked speech prediction and denoising in pretraining. For this

study, we resort to the base variant of both the models consisting of 12 transformer encoder

layers, 768-dimensional hidden states and 8 attention heads comprising 95M and 94.7M

parameters for Wav2Vec2.0 and WavLM respectively. Both these models were pre-trained with

960 hours of audio from Librispeech corpus (Panayotov et al., 2015). We utilize these base

models to extract the last hidden-state representations with three different settings : (1) The

SFMs denoted by WAV2VEC2 and WAVLM. (2) SFMs fine-tuned on TIMIT database (Garofolo

et al., 1993) for phoneme prediction, denoted by ‘SFMs’-FT( TIMIT ), and (3) SFMs fine-tuned

on 100hours of Librispeech for character classification, denoted by ‘SFM’-FT(LIBRI). We adopt

S3PRL benchmark framework (Yang et al., 2021) for setting (1) and (2), and for setting (3)

finetuned models were retrieve from HuggingFaceII.

We use SVM and RF as classifiers. To obtain the best baseline systems, the classifiers for

handcrafted features underwent hyperparameter tuning using the grid search methodology.

For the neural embedding, the parameters were kept the same, i.e., SVM with a linear kernel

and RF with gini criterion, so as to ensure a fair comparison among different embedding

spaces.

4.2.2 System Performance

Table 4.2 presents the performance of different systems for the intra-corpus study. Embed-

dings generated via WAV2VEC2 and WAVLM outperform other systems for all three corpora,

with WAVLM delivering the best performance for the SER task. When considering phonetic

embeddings, it is interesting to observe that the embeddings derived from RAW-CNN(AMI)

network and SFMs adapted for phoneme/character recognition, ‘SFM’-FT( TIMIT ) and ‘SFM’-

FT(LIBRI) consistently outperform the knowledge-based handcrafted features on IEMOCAP and

MSP-IMPROV, in particular SVM classifier. In the case of German-speaking corpus EMO-DB,

however, we do not observe this trend. This suggests that the phonetic embeddings do not gen-

eralize well in cross-lingual scenarios. Having said that, when we combine the hand-crafted

features and phonetic embeddings through early fusion, we observe that the performance

of systems remains steady. In the case of MSP-IMPROV, we observe considerable gains when

fusing Group-1 (G-1) and Group-2 (G-2) features, when compared to the standalone G-1 and

G-2 feature representations. Finally, we can observe that SVM is able to better model the

phonetic embeddings than RF for SER. One possible reason for that could be that RFs partition

the feature space using a series of decision trees, which may not be effectively capturing the

non-linear relationships between the features in the embedding space.

It is worth mentioning, the performance for handcrafted features reported in Table 4.2 (G-

1 features) is comparable to the results previously reported in the literature, for EMO-DB

(Schuller et al., 2009; Eyben et al., 2016), for IEMOCAP (Amiriparian et al., 2021; Purohit et al.,

IIWav2vec2-base-100h: https://huggingface.co/facebook/wav2vec2-base-100h
WavLM-base-100h: https://huggingface.co/patrickvonplaten/wavlm-libri-clean-100h-base
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2023b), and MSP-IMPROV (Busso et al., 2017; Neumann and N. T. Vu, 2019b). Similarly, the

performance obtained with WAV2VEC2 and WAVLM embedding is consistent with previous

studies reported for IEMOCAP and EMO-DB corpus (Keesing et al., 2021; Pepino et al., 2021;

Yang et al., 2021; S. Chen et al., 2022).

Table 4.2: Comparison of different feature representations for emotion recognition on three
evaluation corpora. Group-1(G-1): Knowledge-based handcrafted features. Group-2(G-2):
Supervised learning (SL) based features. Group-3.1(G-3.1): Self-supervised learning (SSL)
Wav2vec2 based features. Group-3.2(G-3.2): SSL WavLM based features.

EVALUATION CORPUS

IEMOCAP

(4-CLASS)

MSP-IMPROV

(4-CLASS)

EMO-DB

(7-CLASS)

Feature representation Dim. Classifier UAR WAR UAR WAR UAR WAR

Group -1

COMPARELLD×F 6373 SVM 58.00 56.51 43.10 55.90 80.20 81.91

COMPARELLD×F 6373 RF 58.55 57.43 36.21 55.69 66.31 72.97

BoAW(COMPARELLD ) 500/500 SVM 57.67 56.62 43.30 55.60 70.85 73.44

BoAW(COMPARELLD ) 500/500 RF 58.36 57.41 35.87 55.27 57.19 64.52

Group -2

RAW-CNN(AMI) 1024 SVM 59.10 58.22 44.33 59.20 77.48 79.72

RAW-CNN(AMI) 1024 RF 52.18 51.89 37.19 56.49 69.16 73.02

Group -3.1

WAV2VEC2 768 SVM 62.09 61.38 48.60 59.84 83.71 85.40

WAV2VEC2 768 RF 53.27 52.63 38.94 57.19 65.73 72.62

WAV2VEC2-FT( TIMIT ) 768 SVM 57.68 56.34 45.89 58.69 67.35 70.79

WAV2VEC2-FT( TIMIT ) 768 RF 48.47 48.13 34.25 58.69 49.35 57.81

WAV2VEC2-FT(LIBRI) 768 SVM 62.46 61.25 51.14 61.96 75.24 76.27

WAV2VEC2-FT(LIBRI) 768 RF 51.97 51.00 37.66 53.60 59.03 64.91

Group -3.2

WAVLM 768 SVM 64.38 63.41 54.40 64.64 87.67 88.44

WAVLM 768 RF 56.99 56.73 38.99 57.94 68.51 74.44

WAVLM-FT( TIMIT ) 768 SVM 57.44 56.73 45.69 58.44 63.12 66.33

WAVLM-FT( TIMIT ) 768 RF 47.12 46.94 34.26 52.54 44.69 52.33

WAVLM-FT(LIBRI) 768 SVM 60.73 59.61 49.19 61.36 60.22 63.69

WAVLM-FT(LIBRI) 768 RF 48.37 47.89 36.12 52.42 42.59 46.86

Early fusion for selected systems

G-1+G-2 6373+1024 SVM 59.71 58.16 47.63 57.84 80.00 83.40

G-1+G-3.1 (LIBRI) 6373+768 SVM 60.62 59.15 50.54 59.72 82.39 84.02

G-1+G-3.2 (LIBRI) 6373+768 SVM 60.79 59.29 49.98 59.24 84.25 85.68
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4.3 Analysis

4.3.1 Inter corpus training analysis

For the inter-corpus training evaluation, we use Group-1 features for baseline and selected the

best-performing phonetic information-based system from each of Group-2 and 3 in Table 4.2.

We also conduct early-fusion experiments. We carry out inter-corpus experiments among two

databases: IEMOCAP and MSP-IMPROV since they both have the same emotion classes (angry,

happy, neutral, and sad) and they are based on dyadic conversation. SVM is chosen as the

classifier for this analysis.

The relatively lower performance reported in Table 4.3 for inter-corpus training compared

to the intra-corpus training performance as in Table 4.2 highlights the challenge associated

with generalizing emotion across cross-domain databases. Nevertheless, we can observe

that phonetic embedding obtained from the SFMs generalizes across the two corpora better

than hand-crafted features. Early fusion of these two features yields a stable performance

despite standalone features yielding inferior performance. This indicates that in early fusion

the classifier is giving more emphasis to phonetic embeddings than hand-crafted features.

Table 4.3: Performance comparison of different feature representations for the 4-class classifi-
cation task in the inter-corpus training scheme.

Systems Dim. UAR WAR
Train IEMOCAP Test MSP-IMPROV

COMPARELLD×F 6373 38.83 36.86
BoAW(COMPARELLD ) 500/500 41.32 39.71

RAW-CNN(AMI) 1024 32.19 52.13
WAV2VEC2-FT(LIBRI) 768 37.69 45.70

WAVLM-FT(LIBRI) 768 44.70 53.53
G1+G2 6373+1024 43.31 40.14

G1+G3.1.(LIBRI) 6373+768 46.97 48.21
G1+G3.2.(LIBRI) 6373+768 41.37 45.20

Train MSP-IMPROV Test IEMOCAP

COMPARELLD×F 6373 41.41 43.33
BoAW(COMPARELLD ) 500/500 38.16 40.31

RAW-CNN(AMI) 1024 32.98 35.80
WAV2VEC2-FT(LIBRI) 768 46.85 48.82

WAVLM-FT(LIBRI) 768 44.66 48.44
G1+G2 6373+1024 35.47 38.02

G1+G3.1.(LIBRI) 6373+768 45.34 46.71
G1+G3.2.(LIBRI) 6373+768 44.58 46.64

4.3.2 Impact of ASR accuracy

From Table 4.2, it can be seen that the SFM-based embedding performance for SER task de-

creases after we fine-tune the systems with TIMIT for phoneme recognition (‘SFM’-FT( TIMIT )).

However, it improves (compared to ‘SFM’-FT( TIMIT )) when the SFMs are fine-tuned on the

100-h Librispeech corpus (‘SFM’-FT(LIBRI)) for character recognition, with the exception of

WAVLM for EMO-DB. These initial results suggest that having more data with greater speaker

variability may help improve performance for the cross-domain SER task. To further investi-

gate this, we conduct an independent experiment, previously we observed that in the case of
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WAV2VEC2-FT(LIBRI) the fine-tuning on the larger corpus (100-h Librispeech) helped attain

performance comparable to WAV2VEC2. Therefore, we use the same SFM variant (Wav2vec2.0

base) but fine-tuned on an even larger set, 960-h Librispeech corpus. As expected, this model

provides better results for the in-domain task (character recognition) with a lower word error

rate of 3.4% on Librispeech ‘clean’ set in comparison to 6.1% based on 100-h tuning. We then

evaluate the extracted embeddings for the SER task. We find that the performance degrades,

with UARs of 48.89, 40.18, and 54.54 for IEMOCAP, MSP-IMPROV, and EMO-DB, respectively,

when compared to UARs of 62.46, 51.14, and 75.24 (Table 4.2) 100hr fine-tuned net. This

indicates that arbitrarily increasing the data does not necessarily yield phonetic embeddings

informative for SER. As a by-product, this analysis shows that fine-tuning the SFM model on a

large amount of data for speech recognition is making the embedding space less invariant to

emotional differences.

4.3.3 Embedding space analysis

While Wav2vec2.0 is originally meant for the ASR task, WavLM is positioned as a full-stack

speech processing model (S. Chen et al., 2022). Table 4.2 shows embeddings generated via

WAV2VEC2 and WAVLM outperform other systems, this is not surprising, given that these SFM

representations are well recognized for carrying rich speech information and have demon-

strated strong generalization and competitiveness across various downstream tasks (Yang

et al., 2021).

Despite the superior performance of WAVLM based embedding as seen in Table 4.2, it is note-

worthy that it exhibits a greater loss of emotional content compared to WAV2VEC2-FT(LIBRI)

when fine-tuned for character recognition using 100-h Librispeech. This is evident from the

relatively lower performance of WAVLM-FT(LIBRI) compared to WAV2VEC2-FT(LIBRI). This be-

havior can be attributed to the fact that after fine-tuning, WAVLM emphasize more on spoken

content modeling and speaker identity preservation (S. Chen et al., 2022), while discarding

the paralinguistic content that carries emotional information. Consequently, the embedding

space becomes less expressive of emotions, which can explain the drop in performance for

the cross-domain SER tasks.

One can observe from Table 4.2 that the embedding produced by RAW-CNN(AMI) outperforms

SFM-based phonetic embedding in the case of EMO-DB. This observation could be explained

by the fact that RAW-CNN(AMI) is trained to predict context-dependent tri-phones, which

appears to make the embedding space more robust.

Finally, to visualize the embedding space, we compare the representations generated by the

SFM before and after fine-tuning on the phoneme recognition task, as illustrated in Figure 4.2.

We generate embedding for EMO-DB, since it is a phonetically balanced database. For the

case of WAVLM, we observe clusters corresponding to sentence ID’s whereas this is not seen

for the case of WAV2VEC2. Once the models are finetuned for phoneme recognition these

clusters can be seen for both the cases. This suggests that WAVLM is modeling spoken content
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Figure 4.2: t-SNE plots for different embeddings spaces before and after finetuning for the
phoneme recognition task. Labels aXX and bXX correspond to text IDs’ used in the EMO-DB
database.

and speaker identity (S. Chen et al., 2022) without any fine-tuning, unlike WAV2VEC2 which

may explain WAVLM performance in Table 4.2.

4.3.4 Analysis of the short-segment phoneme-based model

To ensure completeness and continuity with the preceding analysis, we evaluate the supervised

short-segment phoneme classification model (RAW-CNN(AMI)), on the same speech emotion

corpus discussed in Chapter 3. This comparison allows us to systematically examine the

usefulness of short-segment phonetic information modeling in speech emotion recognition

across multiple tasks.

Dyadic conversations: The corpus configuration for IEMOCAP and the overall experimental

setup follow the same protocol described in Chapter 3, Section 3.2. Using this setup, we

evaluate the RAW-CNN(AMI) model. The corresponding utterance-level baseline systems are

detailed in Section 3.2.2, while the short-segment-level SER neural architecture is described in

Section 3.2.4. For comparison, we employ the superior SUBSEG configuration (see Section 3.1)

and aggregate the segment-level embeddings using mean and standard deviation statistics,

referred to as RAW(SER). The evaluation results, summarized in Table 4.4, reveal that the RAW-

CNN(AMI) embeddings—when modeled using an SVM classifier surpass all baseline systems

as well as the short-segment SER model trained directly on IEMOCAP. Notably, despite being

trained on the AMI corpus, the RAW-CNN(AMI) system generalizes effectively to emotional

speech from a different domain, indicating the robustness and transferability of phoneme-

level modeling for SER.

45



Chapter 4 Phonetically aware neural representations for speech emotion recognition

Table 4.4: Experimental results on IEMOCAP corpus. Performance of different systems mea-
sured in terms of UAR.

Systems Classifier UAR(↑)
Utterance level modelling

COMPARELLD×F SVM 56.57
COMPARELLD×F RF 58.23

BoAW(COMPARELLD ) SVM 56.63
BoAW(COMPARELLD ) RF 57.71

BoAW(EGEMAPS) SVM 55.40
BoAW(EGEMAPS) RF 55.90
BoAW(WAV2VEC2) SVM 53.7
BoAW(WAV2VEC2) RF 56.0

Short-segment level modelling
RAW(SER) SVM 56.38
RAW(SER) RF 55.75

RAW-CNN(AMI) SVM 59.10
RAW-CNN(AMI) RF 52.18

Stress-inducing, free-speech scenario: Section 3.3 describes in detail the task definition, the

systems employed, the corpus used, and the overall experimental methodology. Here, we

assess the effectiveness of the RAW-CNN(AMI) representation for the task on hand. From the

results presented in Table 4.5, the RAW-CNN(AMI) embeddings exhibit strong performance on

the MUSE–STRESS dataset (German language), despite being derived from a network trained

exclusively on an English corpus. This suggests that the learned representations capture

language-independent acoustic-phonetic patterns relevant to emotional expression. Fur-

thermore, the results confirm that phonetic-level information is beneficial and complements

the emotion recognition task, consistent with the observations reported in previous studies

discussed in this chapter.

Table 4.5: Experimental results on MuSe-stress corpus. CCC scores (↑) on the development
and test sets across different systems. For the development set, results are reported as mean ±
std over five random seeds, with the best scores highlighted. Combined results represent the
mean of arousal and valence test CCC s for each feature set. The symbol “+” indicates early
fusion (feature concatenation), and ndims refers to the feature dimensionality.

Arousal Valence Combined
[CCC] [CCC] [CCC]

Features ndims Development Test Development Test Test
Baseline systems

DEEPSPECTRUM 1024 0.4139 (0.3433 ± 0.0548) 0.4239 0.5741 (0.5395 ± 0.0207) 0.4931 0.4585
EGEMAPS 88 0.4112 (0.3168 ± 0.0459) 0.2975 0.5090 (0.4744 ± 0.0244) 0.3988 0.3482

Proposed systems
RAW(SER) 20 0.3404 (0.2986 ± 0.0311) 0.4338 0.5548 (0.5403 ± 0.0116) 0.5134 0.4736
RAW-CNN(AMI) 2048 0.3515 (0.3371 ± 0.0102) 0.4909 0.4122 (0.3894 ± 0.0217) 0.4767 0.4838
RAW(SER)+RAW-CNN(AMI) 2068 0.3742 (0.3540 ± 0.0176) 0.4850 0.4081 (0.3804 ± 0.0214) 0.4966 0.4908

Notably, among the standalone embeddings, RAW-CNN(AMI) achieves the highest perfor-
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mance for emotional arousal prediction. Additionally, the complementary nature of RAW-

CNN(AMI) and RAW(SER) is evident from their early-fusion results, which yield a superior

overall score, underscoring the advantage of integrating phonetic-aware and emotion-specific

representations.

Non-linguistic vocalizations (vocal bursts): The details of the task, experimental setup, sys-

tem configurations (Sys-1, Sys-2) and methodology are provided in Section 3.4. In this section,

we evaluate the efficacy of the RAW-CNN(AMI) representation for classifying emotion intensity

in vocal bursts. The corresponding baseline and short-segment-based RAW(EXVO) systems

are described in Section 3.4.2 and Section 3.4.3, respectively. The results of this analysis are

summarized in Table 4.6. The RAW-CNN(AMI) embeddings achieve performance comparable

to the baseline system and surpass the DeepSpectrum results. Furthermore, the combination

of the short-segment based systems - RAW(EXVO) and RAW-CNN(AMI) embeddings demon-

strates their complementary nature, as evident from the fusion results in Table 4.6. When

fused, these embeddings yield a superior overall score (SMLT ) compared to the baseline, and

the Sys-2 configuration further enhances performance.

Table 4.6: Experimental results based on the ExVO data. Reporting scores for the best seed
and standard deviation from 5 seeds. Results include mean CCC across the 10 (Emo)tion
categories, U AR for the 4-class (Cou)ntry recognition task (chance level of 0.25 U AR), and
M AE for the age estimation task. SMLT denotes harmonic mean between these metrics. The
symbol “+” indicates early fusion (feature concatenation), and ndims refers to the feature
dimensionality.

Systems ndims Config. Emo-CCC(↑) Cou-UAR(↑) Age-MAE(↓) SMLT (↑)
ExVo Baseline

COMPARE 6373 Sys.1 0.416 0.506 4.222 0.349 ± 0.003
DEEPSPECTRUM 4096 Sys.1 0.369 0.456 4.413 0.322 ± 0.003

short-segment based Raw-Wav system (trained on ExVo data)
RAW (EXVO) 20 Sys-1 0.454 0.331 3.953 0.327 ± 0.006
RAW (EXVO) 20 Sys-2 0.469 0.328 3.805 0.334 ± 0.005

short-segment based Raw-Wav system (trained on AMI corpus)
RAW-CNN(AMI) 2048 Sys-1 0.370 0.477 4.210 0.333 ± 0.002
RAW-CNN(AMI) 2048 Sys-2 0.392 0.465 4.179 0.338 ± 0.005

Early Fusion Experiments
RAW(EXVO) + RAW-CNN(AMI) 2068 Sys-1 0.440 0.480 4.159 0.352 ± 0.003
RAW(EXVO) + RAW-CNN(AMI) 2068 Sys-2 0.452 0.488 4.144 0.357 ± 0.003

4.4 Summary

This chapter presented an implicit phonetic modeling framework for speech emotion recogni-

tion, wherein phonetic information is captured within learned neural representations rather

than through explicit transcriptions. The approach leverages both supervised networks

trained for phoneme recognition and self-supervised speech foundation models fine-tuned

for phoneme or grapheme classification to extract phonetic embeddings, which are then
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modeled at the turn level and classified using SVM or Random Forest backends.

Experimental evaluations on three benchmark emotional speech corpora showed that the pro-

posed phonetic embeddings achieve competitive, and often superior, performance compared

to traditional handcrafted acoustic features. However, we observed limited or no additional

gains when comparing these embeddings to pre-trained speech foundation models. One

possible reason is the recent finding that pre-trained SFMs already tend to encode substantial

phonetic information (Choi et al., 2024).

Furthermore, the fusion of phonetic and handcrafted features was shown to enhance robust-

ness across corpora, confirming their complementary nature.The analysis of the phonetic

embeddings revealed an inverse relationship between automatic speech recognition accu-

racy and the emotional discriminability of the derived phonetic embeddings, suggesting that

optimizing for linguistic precision may come at the cost of affective sensitivity.

Finally, extending the short-segment phoneme-based model to the tasks introduced in the pre-

vious chapter reaffirmed that phonetic-level information provides meaningful and language-

independent cues for emotion recognition. Collectively, these findings establish implicit

phonetic modeling as an effective, transcription-free pathway for capturing affective informa-

tion in speech, while opening new directions toward understanding how phonetic granularity

influences emotional representation learning.

48



5 Probing speech foundation models
for emotion information recovery

In the previous chapter (Chapter 4), we identified a critical trade-off: as a pretrained Speech

Foundation Model (SFM) is fine-tuned for Automatic Speech Recognition (ASR), its capacity

to encode paralinguistic information relevant for Speeech Emotion Recognition (SER) dimin-

ishes. The reduction in Word Error Rate (WER) achieved through larger-scale ASR fine-tuning

corresponds to a gradual loss of affective and speaker-state cues in the learned representations,

a trend consistent also reported in prior findings by (Pepino et al., 2021; Y. Li et al., 2023).

This observation implies that increasing task specificity enhances linguistic precision at the

expense of paralinguistic generality. Building on this insight, the present chapter investigates

whether such lost paralinguistic information can be recovered partially or fully through further

adaptation of the foundation models.

When employing Foundation Models (FMs) (Bommasani et al., 2021) for the downstream

tasks, there are two prevalent approaches: (a) full fine-tuning, involving the updating/tun-

ing of all model parameters, and (b) linear probing, where the entire network is frozen, and

only the last linear layer (known as the ‘head’) is tuned for the target task. In the Indepen-

dent and Identically Distributed (IID) setting, it is known that fine-tuning outperforms linear

probing (Kornblith et al., 2019; Zhai et al., 2019). Therefore, usually fine-tuning becomes

the de facto approach to yield state-of-the-art performance. Despite the prevalent usage

of fine-tuning for adapting a FM, a comprehensive understanding of its underlying mech-

anisms remains an open question and actively being investigated by the machine learning

community (Kumar et al., 2022; Mukhoti et al., 2023; Zheng et al., 2023).

It is well-known that when a model undergoes self-supervised pretraining, employing either

contrastive loss (Chopra et al., 2005) or reconstruction loss, it learns a robust representation

of the input modality (e.g., speech). This quality makes pretrained models a valuable choice

as a ‘universal’ feature extractor (Yang et al., 2021; A. Mohamed et al., 2022). However, after

adapting to a specific task, these networks often acquire specialization for that adapted task.

It was observed that the fine-tuning process has the potential to distort the patterns learned

by the pretrained model on a large corpus, resulting in a decline in the quality of the model’s

generated outputs (McCloskey and Cohen, 1989; French, 1999; K. Lee et al., 2019; Zheng et al.,

49



Chapter 5 Probing speech foundation models for emotion information recovery

2023). We question, does performing a single round of fine-tuning on a pre-trained network

distort its representations to the extent that it becomes unsuitable for further fine-tuning for

tasks in different domains?

Researchers in the speech community have utilized different SFMs (Baevski et al., 2020; W.-N.

Hsu et al., 2021; S. Chen et al., 2022) and investigated how representations evolve across

layers (Pasad et al., 2021; Pepino et al., 2021; W. Wu et al., 2023; Pasad et al., 2024). Whereas this

work aims to investigate the information recovery potential of the FMs. Information recovery,

in this context, pertains to the network’s capability to attain a comparable state of information

encoding. We evaluate this comparability when the pretrained network is directly adapted

for a target task or if the pretrained network is initially adapted to an auxiliary task before

undergoing further adaptation for the target task, as illustrated in Figure 5.1.

PT
network

Fine-Tune

Fine-TuneFi
ne

Tu
ne

?
Imd.

network
Target
network

Target
network

(a)

(b)

Figure 5.1: Diagram illustrates two pathways to attain the target network, with the same target
task. We ask if these target networks (a & b) are equivalent. ‘PT’ refers to the pre-trained SSL
network, and ‘Imd.’ denotes the intermediary network.

The remainder of this chapter is organized as follows. Section 5.1 outlines the study design and

the proposed methodology for probing information recovery in SFMs. Section 5.2 describes

the datasets and experimental protocols used in this study. Section 5.3 details the system

configurations and presents the main experimental results. Section 5.4 provides a three-tier

in-depth analysis of the representational behavior and recovery patterns observed across the

model. Finally, Section 5.5 concludes the chapter with key takeaways.

5.1 Methodology and Study design

Figure 5.2 illustrates our methodology for examining information recovery in the FMs. In this

study, we propose to systematically model and analyze the representations derived from three

specific systems:

1. Modeling the ‘universal’ embeddings derived from the pre-trained FM for the target

task.

2. Fine-tuning the pre-trained FM to an intermediary task-specific system, and subse-

quently extracting and utilizing these representations for the target task.

3. Further adapting/fine-tuning the intermediary task-specific network acquired in the

previous step to the target task and utilizing the corresponding representations.
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Figure 5.2: Proposed systems: (a) generates pre-trained embeddings, (b) generates interme-
diary (Imd.) task-specific representation, and (c) generates target task representation. The
circles (#) indicate the switching system, while the filled circle ( ) denotes the activated
switch, directed towards the classifier block.

In this case study we examine our hypothesis, by considering ASR as our intermediary task

and ER as our target task and probe the following questions:

1. Is the loss of paralinguistic information a permanent effect, or is there a possibility of its

recovery through additional fine-tuning of the ASR network for the ER task? Furthermore,

does this result in the same encoding of paralinguistic information as we would observe

if we had fine-tuned the pretrained network directly for the target task?

2. If recovery is possible, what are the implications on the decision-making capabilities of

the system compared to the network directly finetuned for the target task?

5.2 Dataset and protocols

The Interactive Emotion Dyadic Motion Capture: The Interactive Emotion Dyadic Motion Cap-

ture (IEMOCAP) (Busso et al., 2008) features ten actors (5 male and 5 female) participating in five

dyadic sessions. These sessions involve both improvised and scripted scenarios designed to

evoke emotional expressions. For consistency with previous studies, we categorize emotions

into four classes: angry, happy, neutral, and sad. Notably, we merge samples from the excited

class with the happy class, encompassing a total of 5531 utterances.

MSP-Improv Database: The MSP-IMPROV (Busso et al., 2017) corpus comprises recordings

from six spontaneous dyadic sessions involving twelve actors (6 male and 6 female) affiliated

with the University of Texas at Dallas. The database is known for its emphasis on naturalness

in the recorded interactions. In line with prior studies, we adopt four emotion categories:

angry, happy, neutral, and sad comprising of a total 7798 utterances.
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To adhere to previous works, for each corpus, we use the protocols that have been used in

the literature. More precisely, we use the leave-one-session-out methodology. That is, for

testing the ‘k’-th session, we trained the model on the remaining sessions. We evaluate the

performance of the SER systems in terms of Unweighted average recall (UAR) and Weighted

average recall (WAR).

5.3 Systems and results

5.3.1 System description

(a) Handcrafted feature representation: We employ COMPARE features (Schuller et al., 2013b).

Two configurations of COMPARE features are utilized: COMPARELLD , comprising 130 low-

level descriptors (LLDs) and their delta functions for frame-level representation, and COM-

PARELLD×F , consisting of 6373 static turn-level features derived from computing function-

als (statistics) over LLD contours. Additionally, we apply the Bag-of-Audio-Words (BOAW)

approach implemented in the OPENXBOW toolkit (Schmitt and Schuller, 2017) to extract

turn-level representations from the COMPARELLD frame-level representation. In the BOAW

approach, 1000 codebook vectors were created, with 500 for the 65 LLDs and 500 for the delta

coefficients of 65 LLDs. This system is denoted as BOAW(COMPARELLD ).

(b) SFM based representation: We leverage Wav2vec2.0 (Baevski et al., 2020) representations.

The Wav2vec2.0 model adopts a contrastive learning approach, combining it with masking

techniques. In this study, we employ the base variant of the model, which includes 12 trans-

former encoder layers, 768-dimensional hidden states, and 8 attention heads, totaling 95

million parameters. The model underwent pre-training using 960 hours of audio data from

the Librispeech corpus (Panayotov et al., 2015). For this study, we investigate four variations

of Wav2vec2.0 :

1. The default pre-trained network, identified as PT.

2. PT fine-tuned specifically for our target task of emotion recognition, denoted by SER.

3. PT fine-tuned for the intermediate ASR task with three configurations, each based on

the amount of data used for the fine-tuning process: (a) Fine-tuned with 10 minutes of

LibriSpeech data (ASR10), (b) Fine-tuned with 100 hours of LibriSpeech data (ASR100),

and (c) Fine-tuned with 960 hours of LibriSpeech data (ASR960).

4. Networks derived from the intermediate ASR task further adapted for our target task (ER),

labeled as ASR(x)→SER, where x represents the different ASR models as mentioned

above.

ASR-based fine-tuned model checkpoints were retrieved from HuggingFace, ASR10 (Hugging-

face, 2023a) with a WER of 57.81%, ASR100 (Huggingface, 2023b) with a WER of 6.1%, and
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ASR960 (Huggingface, 2023c) with a WER of 3.4% on the clean set of Librispeech. To fine-tune

Wav2vec2.0 for Speech Emotion Recognition (SER), we follow the default S3PRL (Yang et al.,

2021) configuration with minor adjustments. The learning rate is set to 1.0×10−5, using the

cross-entropy loss function, the batch size is 4, gradient accumulation is configured at 8, and

a random seed value of 1337 is utilized. During Wav2vec2 fine-tuning, the convolution-based

encoder blocks are kept frozen, while all the 12 transformer encoder blocks are fine-tuned.

Support Vector Machine (SVM) was utilized as a classifier. We performed hyperparameter

tuning for the classifiers associated with handcrafted features using the grid search. For neural

embeddings we maintain a consistent linear kernel for SVM, but optimize the values of C and

γ parameters through grid search, employing a 5-fold cross-validation split. This approach

ensures a fair comparison across various embedding spaces.

5.3.2 System performance

From Table 5.1 it is evident that the SER network outperforms other systems across both

databases, as anticipated due to its specific optimization for the ER task. There is a significant

enhancement in ER task performance when transitioning from ASR10 to ASR100, charac-

terized by a lower WER for ASR100. However, a subsequent decline in ER performance is

observed with ASR960, even with it being a superior ASR system with the lowest WER. This

observation aligns with findings reported in prior literature (Purohit et al., 2023a). Upon

Table 5.1: Comparison of different feature representations for emotion recognition on two
evaluation corpora.

EVALUATION CORPUS

IEMOCAP
(4-CLASS)

MSP-IMPROV
(4-CLASS)

Feature representation Dim. UAR ↑ WAR ↑ UAR ↑ WAR ↑
G-1: Baseline Features

COMPARELLD×F 6373 58.00 56.51 43.10 55.90
BoAW(COMPARELLD ) 500/500 57.67 56.62 43.30 55.60

G-2: Pretrained network embeddings

PT 768 56.76 56.26 47.01 58.49

G-3: Task specific fine-tuning network embeddings

SER 768 64.98 63.89 56.54 63.41
ASR10 768 55.18 53.59 41.42 58.10

ASR100 768 60.03 58.09 49.25 60.44
ASR960 768 49.38 49.34 36.51 62.22

G-4: 2 step fine-tuning network embeddings

ASR10→SER 768 60.93 59.52 52.80 59.91
ASR100→SER 768 64.59 63.68 56.29 63.99
ASR960→SER 768 63.57 62.56 55.54 62.72

53



Chapter 5 Probing speech foundation models for emotion information recovery

comparing the performance of PT and ASR100, it becomes evident that the incorporation

of phonetic information in the ASR network is, to some extent, more beneficial than the

vanilla pre-trained network for the ER task. But, as the ASR network is further optimized for

improved ASR performance, there is a notable decline in SER performance. This reaffirms

that as the model becomes more optimized for ASR, it tends to lose paralinguistic information

which might be undesirable for ASR. Examining the G-4 section of Table 5.1, all the three

ASR systems, when further fine-tuned for the SER task, achieve comparable performance

to SER in the G-3 section of the table. We do not observe any performance gain through

using ASR-based initialization in a two-step fine-tuning process. Nevertheless, the network

proficiently regains emotion information, with ASR100→SER demonstrating the most ef-

fective recovery, while ASR10→SER exhibits the least recovery. It is worth mentioning that

both direct fine-tuning and two-step fine-tuning outperform handcrafted features in terms of

performance. Additionally, our results align with previously reported figures in the literature

for both IEMOCAP (Pepino et al., 2021; Y. Li et al., 2023; Purohit et al., 2023b) and MSP (Busso

et al., 2017; Neumann and N. T. Vu, 2019b; Purohit et al., 2023a). It is important to emphasize

that our primary focus is not on competing for state-of-the-art results. In this study, we com-

pare and analyze various systems using a similar parameter setup to explore the information

recovery potential of FMs.

5.4 Analysis

5.4.1 Effects of two-step fine-tuning on decision outcomes

To further investigate the information recovery within the two-step fine-tuned systems (ASR(x)

→ SER), we examined the decision outcomes of these systems. We computed the decision

mismatches between the predicted labels of the SER network and the ASR(x) → SER networks.

The mismatch values are presented in Table 5.2. At first glance, it is noticeable that there is a

mismatch of more than 25% for all the networks. It is interesting to point out, in spite of the

seemingly close UAR values between ASR100 → SER (64.59%) and SER (64.98%) in Table 5.1,

there exists a more than 25% discrepancy in their decision outcomes. Consequently, we do

observe a discernible shift in the decision properties.

Table 5.2: Comparison of decision mismatch between the predictions of SER and ASR(X) →
SER network.

IEMOCAP MSP-IMPROV

Feature representation Mismatch % Mismatch %

ASR10→SER 35.18 34.03
ASR100→SER 27.57 25.10
ASR960→SER 29.66 28.89
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Figure 5.3: Distribution of cosine distance values computed for the last layer representation
between SER and ASR(x)→SER network, for all the data points in the corpus. Vertical dashed
magenta line indicates the threshold value.

5.4.2 Latent space analysis

In addition to examining the decision outcomes, we analyzed the embedding space by com-

paring the last layer representations of SER and ASR(x)→SER systems. For this analysis

we resorted to the cosine distance formulation, which helps measure the similarity between

two non-zero vectors. We calculated the cosine distance between the embeddings generated

from SER and ASR(x)→SER systems for all data points in both the corpora used in the study.

Figure 5.3 showcases the distribution of cosine distances for all data points using a line-joined

histogram plot. The markers (e.g. -•-) on the curves in the subplots of Figure 5.3 represent

the center of each of the 10 bins for their respective systems. The distribution of cosine

distances between SER and ASR100→SER (denoted by -×- curve) reveals that the majority

of data points exhibit lower distances, indicating a higher degree of similarity. In contrast,

the diamond head curve (-♦-) representing cosine distance distribution between SER and

ASR960→SER shows lower similarity. These observations align with the results presented in

Table 5.1. To better assess the alignment of cosine distance with the decisions, we compute

decision matches between the predictions of SER and ASR(X)→SER for data points falling

within a defined distance threshold. This threshold is represented by a dashed magenta line

in the subplots of Figure 5.3, with values set at 0.6 for Iemocap and 0.65 for Msp-Improv. We

choose the threshold to encompass more than 70% of the total data points, while maintaining

a small cosine distance for analysis. Table 5.3 provides details on the percentage of data points

falling within the cosine distance threshold for different systems, along with the decision

matches between the SER prediction and ASR(X)→SER prediction for those encompassing

data points. The values in the match percentage column of Table 5.3 suggest that the networks

can effectively recover the information to a considerable extent.

It is important to highlight that there were a few data points where the cosine distance ex-

ceeded one, indicating complete dissimilarity. Upon examining the decision matches, no

matches were found for these points. Instances where the cosine distance exceeded one

were primarily associated with ASR10→SER (-•- curve), constituting 3.6% of the total data
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Table 5.3: % of data falling within the cosine distance threshold, along with the corresponding
decision match %.

IEMOCAP MSP-IMPROV

Feature representation Data % Match % Data % Match %

ASR10→SER 70.85 89.00 70.00 85.63
ASR100→SER 75.55 90.69 81.98 88.75
ASR960→SER 70.01 94.07 73.04 89.69

from Iemocap and 5.5% from Msp-Improv. Conversely, the least occurrences were noted with

ASR100→SER (-×- curve), accounting for 1.5% in Iemocap and 2% in Msp-Improv.

5.4.3 Attention head analysis

We extract self-attention weights for each head in every layer of the Wav2vec2.0 model for a

particular input audio. This results in a 2D float-type array of shape N ×N , where N is the

frame-wise sequence length of the input audio. The resulting 2D representation, illustrated in

Figure 5.4, is referred to as the self-attention map (SAM). Each row in the SAM is a probability

distribution representing the attention logits for a specific element to all other elements in

the sequence. For our analysis of SAMs, we make use of Equation 5.1, which computes the

Bhattacharyya distance (BC)(Bhattacharyya, 1943), providing a symmetric distance measure

PT SER ASR-> SERASR

La
ye
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r 5
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ye

r 1
1

Figure 5.4: Illustration of Self-Attention Maps (SAMs) across different systems, highlighting
varied attention head patterns across different transformer layers for the 6th attention head.
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(a) Comparing: SER with ASR100 & ASR100 → SER
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(b) Comparing: SER with ASR960 & ASR960 → SER

Figure 5.5: Bhattacharyya distance comparison (using Equation 5.1) for the attention heads at
different layers for different systems.

between the rows of the SAMs generated by different systems to be compared. Each unit/cell

in Figure 5.5 subplots represents the normalized distance between the rows of SAMs from 2

different systems referred to as s y s (E.g. ASR and SER) and are computed using Equation 5.1,

where l and h refers to the transformer layers (= 12) and attention heads (= 12) in Wav2vec2.0

respectively.

Di sl ,h =

∑N
i =0 BC (Asys

l,h,i, Asys
l,h,i)

N
(5.1)

In Figure 5.5, subplots (a) and (b) reveal that the attention behaves similarly in the initial

layers, as indicated by the low distance values depicted in the plots. However, it is in the

last few layers where the attention mechanism becomes more task-specific, as evidenced

by the higher distance values. In Figure 5.5, subplot (a), when comparing ASR100 and SER,

we observe that in the last layer, some attention blocks exhibit high distance values, while

others have lower distance values. In contrast, in Figure 5.5, subplot (b), when comparing
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ASR960 and SER, we see that the last layer attention heads have consistently high distance

values. This observation might explain the results in Table 5.1, where ASR100 yields better

results compared to ASR960 and even the PT network. It suggests that some attention heads

in ASR100 focus on phonetic information, while others concentrate on emotion-related

information. For ASR960, the attention does not correspond well to emotional information,

as indicated by the high distance values. Upon further fine-tuning of these ASR(X) networks

for the ER task (ASR(X)→SER), we observe that the attention heads in the last layer begin to

behave similarly to those in the SER network. This is evident from the lower distance values in

Figure 5.5, rightmost subplots for both (a) and (b). It is worth noting that even after adapting

the network for the ER task some intermediary layers (e.g., 7, 8) still exhibit high distance

values, showing the information was not restored completely; this requires further probing.

5.5 Summary

Our study explored information recovery potential of SFMs using SER and ASR tasks as the

target and intermediary tasks, respectively. Initially, the evaluation of intermediary network

representations for the target task uncovered an inverse relationship. As the network excelled

in the ASR task, it exhibited a decline in SER discrimination properties. However, fine-tuning

the intermediary networks for the target task successfully recovered SER information, achiev-

ing performance levels comparable (similar) to a network directly tuned for the target task.

Despite similar overall performance, we identified disparities in decision-making capabilities

between the networks (SER and ASR(X)→SER). Future investigations will explore information

recovery using diverse tasks, and the interplay between different learning rates. Addition-

ally, we aim to conduct a layer-wise analysis with different SFMs to further enhance our

understanding of information recovery in these systems.
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6 Model adaptation for Parkinson’s Dis-
ease detection from speech

Having established in the preceding chapters that Speech Foundation Models (SFMs) learn

powerful and transferable representations for paralinguistic tasks such as emotion recognition,

we now shift focus to a more challenging frontier, modeling pathological speech. While

our earlier investigations showed that fine-tuning SFMs can enhance emotion recognition

performance, those findings were based exclusively on typical, healthy speech. In contrast,

this chapter examines how these same models behave when confronted with atypical speech,

marked by reduced prosody, degraded articulation, and voice quality changes as observed in

individuals with Parkinson’s Disease (PD). This shift: from modeling affect in healthy speakers

to detecting pathology-related deviations, examines how well SFMs generalize and adapt to

clinically relevant, low-resource scenarios.

PD, a neurodegenerative disorder caused by the progressive loss of dopaminergic neurons

(Hornykiewicz, 1998), often results in speech impairments such as reduced voice quality,

monotonicity, and difficulty in articulation (Baker et al., 1998; Rusz et al., 2013). Speech

analysis offers a non-invasive, cost-effective approach for automatic PD detection, motivating

the development of systems to reduce the time and effort required for clinical assessments of

PD-related speech disorders, known as dysarthria (Ngo et al., 2022; Virmani et al., 2022).

Traditional approaches to dysarthria detection have relied on handcrafted acoustic features

such as jitter, shimmer, formants, glottal parameters, and Mel-Frequency Cepstral Coeffi-

cients (MFCCs) (Bocklet et al., 2013; Prabhakera and Alku, 2018; Hawi et al., 2022). With

the rapid progress of Deep Learning (DL) (LeCun et al., 2015), research has increasingly

focused on applying DL techniques to automatic pathological speech detection (Gupta et

al., 2016; Cummins et al., 2018). Recent studies have explored different architectures and

speech representations for dysarthria detection: for example, Convolutional Neural Networks

(CNNs) (Vásquez-Correa et al., 2017; Janbakhshi et al., 2021; Kodrasi, 2021), Long Short-Term

Memory (LSTM) networks (Bhati et al., 2019; Bhattacharjee et al., 2021; Joshy and Rajan,

2021), and convolutional-recurrent hybrids combining 1D-CNNs with LSTMs for classifying

Parkinson’s disease (PD) versus healthy controls (HC) (Rios-Urrego et al., 2022). The following

authors: Garcia et al. (2017) and Moro-Velazquez et al. (2020) utilized latent features such
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as i-vectors (Dehak et al., 2010) and x-vectors (Snyder et al., 2018), originally developed for

speaker verification and identification, to differentiate PD from HC. Wodzinski et al. (2019)

and Karaman et al. (2021) highlights the limited availability of pathological speech data for

training deep neural networks and thus employed a transfer learning approach for PD de-

tection. Both studies utilized the ResNet architecture (K. He et al., 2016), pretrained on the

ImageNet corpus (Russakovsky et al., 2015). Wodzinski et al. used the pretrained features for

classification, while Karaman et al. fine-tuned the network for PD detection. Although the

pretrained network was meant for image classification both the studies demonstrated the

effectiveness of transfer learning for the PD detection task.

The scarcity of diverse, publicly available pathological speech data remains a challenge. How-

ever, the success of SFMs (A. Mohamed et al., 2022) in various speech-related downstream

tasks has led to increased interest in leveraging transfer learning for pathological speech anal-

ysis. Recent studies (Wagner et al., 2023; Amiri and Kodrasi, 2024; Escobar-Grisales et al., 2024;

Wiepert et al., 2024) highlight the effectiveness of SFMs, particularly wav2vec2.0-base (Baevski

et al., 2020), in encoding different speech pathologies.

When using SFMs, there are two primary approaches: freezing them to serve as feature

extractors or fine-tuning/adapting them for downstream tasks, as illustrated in Figure 6.1

(a) and Figure 6.1 (b), respectively. Studies have demonstrated that when using SFMs as

feature extractors, each layer captures distinct speech-related information (Pasad et al., 2023;

Chowdhury et al., 2024), making layer selection an advantageous approach for the task. At the

same time, full fine-tuning/adaptation of SFMs for pathological speech is still underexplored.

In this chapter, we focus on the PD detection task utilising SFMs and we: (a) propose a

methodology for layer selection in SFMs, (b) investigate the effectiveness of full-finetuning

on SFMs, and (c) investigate LoRA-based adaptation approach for PD detection, utilizing

parameter-efficient fine-tuning (PEFT) via the Low-Rank Adaptation (LoRA) method (Hu

et al., 2022). While LoRA has been explored in various speech processing tasks (T. Feng and

Narayanan, 2023; W. Liu et al., 2024; Song et al., 2024), its application to pathological speech

detection remains unexamined.

This chapter investigates how best to adapt large scale SFMs to the data-scarce and acoustically

heterogeneous domain of Parkinsonian speech. By comparing layer selection strategies, full

fine-tuning, and LoRA based parameter-efficient methods, we aim to uncover the trade-offs

between efficiency, generalization, and representational robustness. Beyond the immediate

goal of accurate PD detection, this exploration also probes a deeper question: Can the same

architectures that excel at modeling expressive, healthy speech be repurposed to recognize

and characterize the subtle degradations of neurodegenerative speech?

The rest of the chapter is organised as following, Section 6.1 introduces the methods in-

vestigated in this study. Section 6.2 outlines the dataset used and the experimental setup,

Section 6.3 presents the experimental results and the analysis, finally Section 6.4 concludes

the chapter.
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6.1 Methods investigated

6.1.1 Cross-validation based layer selection

We propose a simple approach, (i) extract the representations of speech utterances from

different layers of the SFMs (ii) train an auxiliary classifier for the task-on hand and evaluate it

only using the cross-validation set (iii) use the classifier’s accuracy on the cross-validation set

as an indicator of the layer’s effectiveness in learning task-related properties. (iv) select the

best performing layer on the cross-validation set for evaluation on the test set.

6.1.2 Fine-tuning/Adaptation

Fine-tuning/adaptation involves updating all model parameters, including those of the foun-

dation model (upstream model) and the classifier block (downstream model), to tailor the

network for the target task, as shown in Fig 6.1(b).

6.1.3 Low-Rank Adaptation

LoRA is a PEFT technique, proposed to efficiently adapt large FMs to specific domains or

downstream tasks. Consider W0 ∈ Rd×k to be the pre-trained weight matrix, LoRA replaces

model weights with low-rank matrix decomposition as follows, W0 +∆W = W0 +B A, where

B ∈ Rd×r , A ∈ Rr×k , and rank r ≪ mi n(d ,k). During training W0 is kept frozen while A and

B are trainable parameters as shown in Figure 6.1(c) . This strategy significantly reduces the

number of trainable parameters (Hu et al., 2022).

Foundation
Model

Foundation
Model

HC vs PD HC vs PD

(a) (b)

FC
 Layer

(frozen)

(update)

Foundation
Model

HC vs PD

LoRA

(c)

Figure 6.1: Figure depicting different training methodologies: (a) Linear probing, (b) Fine-
Tuning, and (c) Fine-Tuning using LoRA ; ‘hl ’ and ‘FC Layer’ refer to frame-level embeddings
from layer ‘l’ and the fully connected layer, respectively; HC= healthy control and PD= Parkin-
son’s disease.
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6.2 Experimental Setup

6.2.1 Dataset and Protocol

We consider PC-GITA corpus (Orozco-Arroyave et al., 2014) for the PD detection task. The

corpus consists of 100 participants, divided equally between 50 Parkinson’s disease (PD)

patients and 50 healthy controls (HC), all native Spanish speakers from Colombia. The two

groups are balanced in terms of age, gender, and education level. Each participant contributed

10 sentences and a phonetically balanced text, providing an average of 55.5 seconds of speech

data per participant. Originally the speech data was recorded at a sampling frequency of 44.1

kHz, we downsampled the recordings to 16 kHz for our study.

For our investigation, we resort to a stratified 10-fold speaker-independent cross-validation

evaluation. At each fold, 80%, 10%, and 10% of the data is used for training, cross-validation,

and testing, respectively. Following the previous work, we report the performance of our

classification systems in terms of accuracy, F1-score, sensitivity (correct classification rate for

PD), and specificity (correct classification rate for HC). The final performance is the mean and

standard deviation of classification metric values obtained across 10 folds of the test set. It

is worth noting that with this protocol, we acquire approximately 1 hour and 15 minutes of

speech data per fold for training.

6.2.2 System description and Configurations

(a) Handcrafted features: For Baseline we utilize knowledge-based feature representations

provided with openSMILE toolkit (Eyben et al., 2010). We utilize COMPARELLD×F , which

consists of 6,373 static turn-level features derived from computing functionals (statistics)

over (65+65) LLD contours. Additionally, we conducted experiments with EGEMAPSLLD×F ,

which includes 88 static turn-level features obtained from functionals computed over 23 LLD

contours.

We use support vector machine (SVM) as a classifier for the handcrafted feature-based pipeline.

SVM performance was optimized by doing grid search for hyperparameters such as the kernel,

kernel width (γ) and soft margin constant (C ) using the cross-validation set.

(b) SFMs: In this, we evaluate three SFMs for the PD detection task. These models were

carefully chosen to facilitate a detailed comparison of different training paradigms, including

self-supervised and weakly supervised learning. We also investigate the effect of monolingual

versus multilingual pretraining, which is particularly relevant given that the PC-GITA corpus

comprises Spanish speech recordings.

Wav2vec2.0-base (Baevski et al., 2020), hereafter referred to as W2V2, utilizes a self-supervised

learning approach, combining contrastive learning with masking techniques. It comprises 12

transformer encoder layers, 768-dimensional hidden states, and 8 attention heads, amounting

to 95 million parameters. Pretraining of network was conducted on 960 hours of English audio
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using the LibriSpeech corpus.

XLSR (Conneau et al., 2021) is a multilingual variant of Wav2vec2.0 with 24 transformer en-

coder layers, 1024-dimensional hidden states, and 16 attention heads. The model is pretrained

on 53 languages and consist of 315M parameters.

Whisper-small (Radford et al., 2023) henceforth denoted as whisper, pretrained in a wealky-

supervised fashion. The model comprises 12 encoder and 12 decoder blocks, each with 12

attention heads and a 768-dimensional hidden state, totaling 244 million parameters. Whisper

is multilingual, and was trained on approximately 680,000 hours of weakly-supervised speech

data sourced from the internet.

All the SFMs were retrieved from HuggingFace. The frame level representation derived from

the SFMs were mean pooled and then fed to the classifier head consisting of one hidden layer

with 256 nodes and output layer of 2 nodes corresponding to the number of classes, 2 in this

case (HC and PD). The output layer had softmax activation, while the hidden layer had ReLU

activation. The networks were trained using cross-entropy loss with Adam optimizer. The

batch size was set to 4, with gradient accumulation configured at 8, and the seed value was set

to 1337. When probing the network for the downstream task (Figure 6.1(a)), the learning rate

was set to 1×10−4. For fine-tuning (Figure 6.1(b)), the learning rate was adjusted to 1×10−5.

It is worth emphasizing that during fine-tuning, the CNN-based encoder blocks were kept

frozen for all SFMs, while only the transformer encoder blocks were fine-tuned. In the case

of whisper, the 12 encoder layers were used to generate speech representations, while the

decoder layers were excluded. Lastly, for fine-tuning with LoRA (Figure 6.1(c)), we performed

experiments with rank (r ) value across the set {4, 8, 16} for each SFMs, reporting the best

results here.

6.3 Results and Analysis

6.3.1 System performance

Figure 6.2 presents the accuracy trends for the three SFMs based on the layer-wise analysis

performed on the cross-validation set on 10 folds. The results reveal that the best-performing

layer for W2V2 is Layer 10, which aligns with findings from previous studies (Wagner et al.,

2023; Amiri and Kodrasi, 2024). For XLSR, Layer 16 shows the highest performance, while

Whisper’s optimal layer is Layer 12. Notably, XLSR exhibits minimal fluctuation in performance

across the mid layers, with the last layer performing the worst.

Table 6.1 G-2 presents the test set outcomes for the layers selected using the cross-validation

set. W2V2 and XLSR achieves higher accuracy, while XLSR and Whisper show better sensitivity

scores. Comparing layer selection to fine-tuning, shown in Table 6.1 G-3, we observe a slight

accuracy improvement for XLSR and whisper, but a decrease for W2V2. Additionally, the

sensitivity score for XLSR increases after fine-tuning, while it decreases for W2V2 and remains

unchanged for Whisper. When comparing layer selection results with LoRA adaptation in
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Figure 6.2: -•- on curves depicts mean of classification accuracy over 10 folds on validation-set
at every layer. Best Accuracy (on validation-set data): -⋆- W2V2: 86.53%, -⋆- Whisper: 74.27%,
and -⋆-XLSR: 85.72% from layers 10, 12 and 16 respectively.

Table 6.1 G-4, we observe a 4% absolute gain in whisper’s accuracy. Furthermore, the results

indicate that SFM-based classification whether using layer selection or fine-tuning, consis-

tently outperforms the handcrafted features, reported in Table 6.1 G-1. Notably, we obtain the

best-performing accuracy of 85.00% with whisper finetuned using LoRA with rank value 16

(in Table 6.1 G4). This surpasses what has been previously reported in the literature using a

similar train test protocol for PC-GITA- 83% (Janbakhshi et al., 2021) and 82.6% (Amiri and

Table 6.1: Comparison of different feature representations for PD vs. HC classification results
on test-set, averaged over 10-folds on PC-GITA. (·) indicates the standard deviation. “Param.”
indicates network’s trainable parameters for respective systems.

Feature representation Param. Dim. Accuracy ↑ F1-score ↑ Sensitivity ↑ Specificity ↑
G-1: Handcrafted Features

COMPARELLD×F − 6373 77.60(7.1) 77.62(7.1) 76.90(10.2) 79.16(12.3)
EGEMAPSLLD×F − 88 76.44(6.3) 75.98(6.4) 75.45(11.8) 77.45(13.3)

G-2: Cross-validation layer selection for SFMs (selected layer)

W2V2 (L 10) 197K 768 83.54(5.6) 83.73(5.3) 84.72(9.8) 82.36(13.4)
XLSR (L 16) 263K 1024 83.72(8.3) 84.12(8.1) 86.12(10.6) 81.27(13.2)

WHISPER (L 12) 197K 768 81.09(8.6) 81.93(8.0) 86.00(10.7) 76.18(12.1)

G-2.2: Combining decisions from all layers of SFMs

W2V2 197K 768 84.27(6.5) 84.54(6.2) 85.82(9.4) 82.73(12.5)
XLSR 263K 1024 83.91(7.1) 84.45(6.7) 86.73(8.6) 81.09(12.9)

WHISPER 197K 768 75.73(9.6) 74.27(9.9) 70.73(12.7) 80.73(15.5)

G-3: Fine-tuning SFMs

W2V2-FT 90.4M 768 80.90(8.3) 80.09(9.7) 79.27(15.6) 82.54(13.1)
XLSR-FT 311M 1024 84.72(7.8) 85.51(7.2) 89.45(8.6) 80.00(12.8)

WHISPER-FT 87.2M 768 83.53(8.3) 83.91(8.3) 86.06(11.5) 81.01(14.4)

G-4: Fine-tuning SFMs with LoRA adapters (rank)

W2V2 (R 4) 862K 768 83.09(7.2) 83.06(7.4) 83.81(12.2) 82.36(13.1)
XLSR (R 4) 2M 1024 83.09(7.5) 83.30(7.3) 84.90(12.4) 81.27(15.4)

WHISPER (R 16) 2.9M 768 85.00(9.6) 85.34(8.9) 86.36(10.1) 83.63(15.2)
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Kodrasi, 2024). When compared to previous work (La Quatra et al., 2024) which investigated

PD classification on PC-GITA using only fine-tuning, our study presents a comparative analy-

sis, demonstrating that selecting the appropriate layer and using PEFT-based fine-tuning can

achieve performance comparable to full fine-tuning.

6.3.2 Analysis

Layer selection analysis: To better analyse our cross-validation layer selection scheme, we

computed the layer-wise accuracy for the test set similarly to what we did for cross-validation

data. Figure 6.3 showcases the accuracy trend for test set. We see some common layer-wise

accuracy trend for both test and cross-validation data. For W2V2, layer-3 achieves an accuracy

of 85.36% on the test set. When using cross-validation for layer selection, layer 10 is chosen,

resulting in a slightly lower test accuracy of 83.54%. This small difference indicates that

performance remains relatively stable across layers. If observed for cross-validation set (in

Figure 6.2) next best pick would have been layer-3. For whisper the trend remains the same

with lower layer not performing well, and the last layer (layer-12) being the best pick for

both validation and test set. This outcome is reasonable, as whisper is trained for speech

recognition (SR) task and last layer being task specific for SR could pick up on the cues of

atypical PD speech. For XLSR, cross-validation selects layer-16, which achieves a test accuracy

of 83.72%. However, layer 15 attains a higher test accuracy of 87.06%. This might be an

anomaly, as observed from the peak at layer-15 in Figure 6.3. Otherwise, for XLSR the accuracy

trend remains the same for the test and the cross-validation data, that is the middle layer

yields better results, and for the last layer a drastic drop in accuracy is observed. This analysis

showcases that cross-validation layer selection scheme generalises well to the test set. We also

analyze the impact of combining decisions from all layers using a majority voting strategy.

Table 5.1 (G2.2) presents the results, where no significant performance gain is observed, with
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Figure 6.3: -•- on curves depicts mean of classification accuracy over 10 folds on test set at
every layer. Best Accuracy (on test set data): -⋆- W2V2: 85.36%, -⋆- Whisper: 81.09%, and
-⋆-XLSR: 87.06% from layer 3, 12 and 15 respectively
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a noticeable drop in Whisper’s performance. These findings, along with the trends shown in

Figure 6.2 and 6.3, suggest that selectively choosing layers for combining decisions may be

more advantageous.

Embedding space analysis: We generate embeddings from the test set data of one fold, con-

sisting of 110 utterances from 10 speakers (5 HC and 5 PD), with 3 males and 2 females in

each group. For embedding generation, we select two systems: XLSR (L 16) with 83.72%

accuracy, and Whisper (R 16) fine-tuned using LoRA, achieving 85% accuracy. To visualize the

embedding space, we use t-SNE plots, as shown in Figure 6.4. For XLSR (L 16) and Whisper

(R 16), we observe distinct clusters for PD and HC. When these clusters are color-coded by

gender and age, we notice distinct and systematic clustering, particularly within the HC set.

This indicates that these networks might also be capturing speaker identity information in the

process of PD detection.
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(b) WHISPER (R 16)

Figure 6.4: t-SNE plot of the last layer embedding space from selected systems, using 110
utterances from 10 speakers (5 HC and 5 PD) in the test set. Data points are color-coded to
represent: (i) HC vs PD, (ii) Gender (M and F), and (iii) Age.
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6.4 Summary

In this work, we investigate the adaptability of SFMs for PD detection, focusing on how best to

leverage their representational power under data-scarce, clinically atypical speech conditions.

We propose a cross-validation-based layer selection methodology and compare its effective-

ness against full fine-tuning of the models. Furthermore, we introduce, for the first time, a

LoRA-based fine-tuning strategy for PD detection. Our findings reveal that the layer selection

approach attains performance comparable to full fine-tuning while being considerably more

parameter efficient. Interestingly, LoRA adaptation applied to Whisper surpasses the layer se-

lection method likely because Whisper’s pretraining for speech recognition allows LoRA-based

fine-tuning to better capture the articulatory and prosodic deviations characteristic of PD

speech. These insights open promising directions for future research, particularly in adapting

ASR-pretrained SFMs for clinical speech analysis and early detection of neurodegenerative

conditions.
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7 Speech-based analysis of depression
comorbidity in Parkinson’s Disease

Paralinguistic analysis often explores human speech through two temporal lenses: transient

‘states’, which capture short-lived affects like emotions, and stable ‘traits’, which reflect long-

term characteristics or pathologies such as Parkinson’s Disease (PD). The preceding chapters

examined these aspects separately, first by modeling emotional states, and later the patho-

logical trait of PD from speech segments. This chapter bridges these two perspectives by

investigating a clinically significant intersection: modeling an affective state (depression)

within a neurological trait (PD). This study, therefore, has a dual objective: first, to understand

how affective and motor symptoms acoustically intertwine, and second, to investigate the ca-

pacity of current paralinguistic modeling neural representations to disentangle these complex

state-trait interactions in a comorbid condition.

Depressive disorder is a common mental health condition that affects an estimated 5% of

the global adult population, according to the World Health Organization (World Health Orga-

nization, 2023). It is associated with a range of emotional, cognitive, and behavioral symp-

toms (Scibelli et al., 2018), such as persistent low mood, anxiety, and slowed motor activity,

and in some cases may lead to suicidal thoughts (World Health Organization, 2025). Diagnosis

typically depends on clinical interviews, which can vary in consistency and may contribute

to heterogeneous assessments (Burdick et al., 1983; Landau, 2008; Cummins et al., 2015).

This highlights the relevance of developing reliable automated approaches to support the

screening of depression across its diverse manifestations.

In the speech community, numerous studies have explored the use of acoustic features for

detecting depression, demonstrating the potential of vocal indicators (Nilsonne et al., 1988;

France et al., 2000; Moore II et al., 2007; Cummins et al., 2011; Stasak et al., 2016; Zahid et al.,

2020). These studies typically involve statistical analysis of features such as fundamental fre-

quency (F0), intensity, and spectral properties, suggesting their relevance as possible markers

for depression screening. In recent years, artificial neural network (ANN)-based methods have

become increasingly popular for this task, showing promising results in capturing speech

patterns linked to depressive states (X. Ma et al., 2016; L. He and Cao, 2018; Dubagunta et al.,

2019; W. Wu et al., 2023). While these methods often outperform traditional handcrafted
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approaches in terms of accuracy, they generally lack interpretability and are constrained by

the availability of sufficient labeled data for training (Favaro et al., 2023).

Although the field has seen substantial advances, accurately detecting depression from speech

remains difficult due to the diverse manifestations of depression. An area that remains rela-

tively underexplored is the study of depression when it co-occurs with neurological conditions

such as PD or Alzheimer’s disease (H. Lee and Lyketsos, 2003). Aarsland et al. (2012) emphasize

that while PD is primarily known for its motor impairments, it also encompasses a wide range

of non-motor symptoms. Among these, depression is one of the most common, affecting

approximately one-third of individuals with PD. Notably, depression in PD is often persistent

and may even manifest during the prodromal phase(Dušek et al., 2019).

The coexistence of depression with neurological disorders such as PD adds complexity to

the depression diagnosis, and often results in inadequate treatment (Hussain et al., 2020).

Despite growing interest in speech-based mental health assessment, the detection of de-

pression from atypical speech has received limited attention. To date, only a few studies

have specifically addressed this challenge. Ozkanca et al. (2019) were among the first to

investigate depression screening in PD patients using brief 10-second phoneme recordings.

Their approach relied on handcrafted acoustic features combined with standard machine

learning classifiers, demonstrating a promising relationship between vocal patterns and de-

pression in PD. However, the study was limited in scope to isolated phoneme-level speech.

In contrast, P. Pérez-Toro et al. (2021), P. A. Pérez-Toro et al. (2022), and P. A. Pérez-Toro et al.

(2023) focused on longer speech samples, analyzing monologues from individuals with PD

and Alzheimer’s disease. They applied transfer learning strategies by first modeling affective

states using ForestNet (Rodríguez-Salas et al., 2020) in the valence-arousal space and then

fine-tuning the models for depression detection. While their work demonstrates the potential

of using emotion modeling as an intermediate task, it still leaves open questions regarding

direct depression classification from atypical, disorder-specific speech. Together, these studies

highlight a notable gap in the literature: the limited investigation into depression detection

from neurologically atypical speech signals, where both motor and affective symptoms may

alter vocal expression.

In this study, we first examine the efficacy of using interpretable handcrafted acoustic features,

commonly successful in general depression detection, to specifically detect depression in

individuals with PD. Using two distinct corpora, we analyze and compare the acoustic char-

acteristics of individuals with comorbid PD-Depression against those with depression alone,

aiming to isolate the factors that confound accurate depression classification. Furthermore,

we introduce a feature filtering method based on the Point Biserial Correlation Coefficient

(PBCC) to identify the most discriminative features for this complex task. To provide clarity in

our analysis, and following the acoustic descriptor definitions in Eyben (2015), we categorize

the acoustic features into three main groups based on their underlying physiological and

physical properties: vocal source-related features (pitch, loudness, and voice quality), vocal

tract-related features (formants and spectral properties), and global-related features (overall
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energy and rhythm). Finally, for completeness and to further explore the challenges of model-

ing this comorbidity, we expand our investigation by incorporating representations derived

from state-of-the-art Speech Foundation Models (SFMs), using the cross-validation-based

layer selection approach previously developed in Chapter 6 for the PD detection task.

The remainder of the chapter is structured as follows: Section 7.1 describes the datasets

used in the study. Section 7.2 outlines the methods explored, while Section 7.3 details the

feature representations and experimental setup. Section 7.4 presents the experimental results,

followed by a discussion and analysis in Section 7.5. Finally, Section 7.6 concludes the chapter.

7.1 Dataset

Depression in Parkinson’s disease (PD-D) (P. Pérez-Toro et al., 2021): The dataset comprises

speech recordings from 60 Colombian Spanish speakers, including 25 Depressive Parkinson’s

Disease (D-PD) patients and 35 Non-Depressive Parkinson’s Disease (ND-PD) patients. Each

participant was asked to deliver a monologue describing their daily routine. Following the

recordings, a neurologist assessed their neurological condition using the Movement Disorders

Society - Unified Parkinson’s Disease Rating Scale (MDS-UPDRS) (Goetz et al., 2008), which is

the standard tool for evaluating the neurological state of PD patients. The initial section of

the MDS-UPDRS includes an item that evaluates depression based on daily routine activities,

assigning scores from 0 to 4. Participants scoring above zero were categorized as D-PD, while

those with a score of zero were identified as ND-PD. The average length of the monologues is

84±34 seconds for D-PD and 80±37 seconds for ND-PD, resulting in a total dataset duration

of approximately 4892 seconds. Speaker 52 was excluded from the analysis due to recording

issues.

Distress analysis interview corpus - Wizard of Oz (DAIC-WOZ) (Gratch et al., 2014): The

dataset includes audio-visual interviews from 189 participants who were evaluated for psy-

chological distress, amounting to 17 hours of audio data. Each participant was assigned a self-

assessed depression score based on the Patient Health Questionnaire (PHQ-8) method (Kroenke

et al., 2009). For our experiments, we extracted only the participants’ speech segments, using

the time labels provided in the dataset to isolate their corresponding portions of the record-

ings. Sessions 318, 321, 341, and 362 were excluded from the training set due to time-labelling

errors.

Table 7.1 summarizes the two datasets.

Table 7.1: Distribution of utterances used in the study, corresponding to each label.

Database Content
Depressed

patients
Not-Depressed

patients
Total

DAIC-WOZ English 42 100 142
PD-D Spanish 24 35 59
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7.2 Methodology

This study employs two distinct approaches, which are outlined below.

7.2.1 Feature selection for handcrafted acoustic descriptors

As a baseline approach, handcrafted features were initially extracted from the input audio

signal and used as input representations for the classifier module to produce confidence

scores (see solid arrows in Figure 7.1). This method provides a useful point of comparison

with more advanced architectures.

Building upon the handcrafted-feature based approach, we introduce a feature selection

step to refine the input representation. After extracting features from the raw audio signal,

we apply the Point Biserial Correlation Coefficient (PBCC) to identify the most informative

subset of features (see dashed arrows in Fig. 7.1). PBCC measures the strength of the linear

association between a binary target variable (D/ND) and continuous-valued features, enabling

the selection of features that are the most relevant for classification. The PBCC is defined as:

rpb =
MD −MN D

sn

√
nD nN D

n2

where MD and MN D denote the mean feature values for the Depressive (D) and Non-Depressive

(ND) classes, respectively; nD and nN D are the number of samples in each class; n is the total

number of samples; and sn is the standard deviation of the feature values across all samples.

To begin with, a range of correlation thresholds is defined. For each threshold value, the PBCC

is calculated between every feature and the target labels in the training set. Features that

exceed the given threshold are retained, as they demonstrate a stronger linear association with

the class labels and are considered more discriminative.

Next, a Gradient Boosting (GB) classifier is employed to evaluate the predictive performance

of the selected feature subsets. Thresholds ranging from 0.06 to 0.6, with increments of 0.2,

are tested to determine which subset yields the highest classification accuracy.

PD-D dataset
and

DAIC-WOZ dataset

Handcrafted
 feature extraction Classification

Point Biserial Correlation Select Robust features

Figure 7.1: Proposed methodologies representation: conventional approach (solid arrows)
and PBCC-based approach (dashed arrows).
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7.2.2 Cross validation based layer selection for SFMs

The proposed architecture consists of two main components: an upstream SFM encoder and a

downstream classification module. The upstream encoder comprises a stack of N transformer

layers, each incorporating self-attention mechanisms. The downstream module includes an

average pooling layer followed by a fully connected multilayer perceptron (MLP).

To determine which encoder layer produces the most task-relevant representations, we adopt

the following procedure as established in Chapter 6: (i) Representations are extracted from

each layer of the SFM encoder using the input speech utterances. (ii) The downstream network

is trained using these representations to perform the required task, and its performance is

evaluated exclusively on the cross-validation set. (iii) The accuracy on the cross-validation

set serves as a proxy for the effectiveness of the representations in capturing task-specific

information. (iv) The layer that achieves the highest cross-validation accuracy is selected for

final evaluation on the test set.

The training procedure for the proposed model is as following: Let X represent the input

speech signal and c ∈ {D, N D} the corresponding class label. The objective is to estimate the

posterior probability P (c|X )

HL = ENCL(X ;θeL ),

P (c|X ) = softmax(MLP(Pool(HL);θm)) ∀c

Here, HL ∈ RT×D denotes the sequence of embeddings from the L-th layer of the encoder,

where T is the sequence length and D the embedding dimension. ENCL(·) is the encoder

function for layer L ∈ {1, . . . , N } with parameters θeL . The pooling function Pool(·) aggregates

the sequence of embeddings into a fixed-length representation, which is then passed through

the MLP, parameterized by θm , followed by a softmax to produce the class probabilities.

The predicted label ĉ is assigned by selecting the class with the highest posterior probability:

ĉ = argmax
c

P (c|X )

Model training is guided by minimizing the cross-entropy loss L between the predicted

distribution P (c|X ) and the ground truth label c:

L = − logP (c|X )

The encoder parameters θeL are initialized using weights from a pretrained model and remain

frozen during training. In contrast, the downstream parameters θm are randomly initialized

and optimized during training.
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7.3 Feature description and training protocol

In this section, we provide a brief overview of the handcrafted features and SFMs, along with

the training protocol applied for each setup.

7.3.1 Handcrafted features

We use three widely recognized sets of knowledge-based handcrafted features (See Sec-

tion 2.5.1): eGeMAPS (Eyben et al., 2016), ComParE (Schuller et al., 2013b), and DisVoice (Orozco-

Arroyave et al., 2018). The eGeMAPS set comprises 25 Low-Level Descriptors (LLDs) that

capture essential acoustic properties, including frequency, energy, amplitude, and spectral

characteristics. These descriptors are further processed using a set of statistical functionals,

yielding a total of 88 features. ComParE provides a significantly larger feature set, comprising

6373 descriptors that include delta coefficients at the frame level and statistical functionals

at the utterance level, all extracted via the openSMILE toolkit (Eyben et al., 2010). DisVoice

features, on the other hand, combine static representations related to phonation, articula-

tion, and prosody into a unified feature vector. Further details and extraction procedures are

available in Orozco-Arroyave et al. (2018).

For the classification task, we employed three machine learning algorithms: Support Vector

Machine (SVM), Random Forest (RF), and Gradient Boosting (GB). Hyperparameters for each

model were optimized using grid search in conjunction with 6-fold cross-validation, ensuring

reliable and robust model selection.

To maintain consistency with prior work (P. Pérez-Toro et al., 2021), we employed the Leave-

One-Speaker-Out (LOSO) cross-validation protocol for the PD-D corpus. Specifically, for

evaluating the k-th speaker, the model was trained on data from the remaining k −1 speakers.

For the DIAC dataset, evaluations were conducted on the development set, as the official test

set was reserved for the AVEC 2016 challenge Valstar et al., 2016.

7.3.2 SFM derived neural representations

In this work, we utilize two SFMs for the task of PD-D detection.

Wav2vec2.0-base (Baevski et al., 2020), hereafter referred to as W2V2, adopts a self-supervised

learning framework that integrates contrastive learning with masked prediction. The model

architecture consists of 12 transformer encoder layers with 768-dimensional hidden states

and 8 attention heads, totaling approximately 95 million parameters. It was pretrained on 960

hours of English speech from the LibriSpeech corpus.

XLSR (Conneau et al., 2021) is a multilingual extension of Wav2vec2.0, featuring 24 transformer

encoder layers, 1024-dimensional hidden states, and 16 attention heads, resulting in a model
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size of 315 million parameters. It was pretrained on speech data spanning 53 languages.

These models were deliberately chosen to facilitate a comparative analysis of the impact of

monolingual versus multilingual pertaining, a relevant factor given that the PD-D corpus

comprises Spanish-language recordings. SFMs were obtained from HuggingFace. The down-

stream head composed of a single hidden layer with 256 nodes and an output layer of 2 nodes,

corresponding to the two target classes (Healthy Control or HC and Parkinson’s Disease PD).

The hidden layer employed ReLU activation, while the output layer used a softmax activation

to produce class probabilities. Model training was performed using the Adam optimizer and

cross-entropy loss. A batch size of 4 was used, with gradient accumulation set to 8 and the

seed value was set to 1337. During probing for the downstream classification task, a learning

rate of 5×10−4 was used for W2V2, and 1×10−4 for XLSR.

To evaluate the PD-D corpus using the SFM layer selection approach, we employed a 5-fold

cross-validation strategy. Each fold consisted of speaker-independent training, validation,

and test sets, comprising 35, 12, and 12 samples respectively.

7.4 System performance

This section reports the results and examines the classification performance associated with

each feature category.

7.4.1 Handcrafted features

Table 7.2 summarizes the results obtained using the best-performing classifier- Gradient

Boosting, (GB) for each feature set across both corpora considered in this study. In the DAIC-

WOZ dataset, our proposed system substantially outperforms the baseline results reported

in the AVEC 2016 challenge. These systems were based on the EGEMAPS feature set with

an SVM classifier, achieving an improvement of approximately 51% in F1-score. While the

conventional use of EGEMAPS yields an F1-score of 0.74, performance slightly drops to

0.69 following feature selection, likely due to the limited dimensionality of the feature set.

Conversely, both COMPARE and Di sV oi ce show marked performance gains after applying

feature selection.

For the PD-D corpus, our methods surpass the overall F1-score of 0.70 reported by Pérez-

Toro et al. P. Pérez-Toro et al., 2021, who employed Valence and Arousal representations for

classification. Among the conventional approaches, Di sV oi ce features initially exhibit the

highest performance with an F1-score of 0.74. However, applying Point-Biserial Correlation

Coefficient (PBCC)-based feature selection leads to significant improvements across all feature

sets. Notably, COMPARE improves from 0.43 to 0.78 while using a reduced subset of just 186

dimensional feature.

Overall, these findings demonstrate that PBCC-based feature selection effectively enhances
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Table 7.2: Classifiers’ performance over the two datasets. Dims denotes the feature dimension;
Thr. signifies the threshold set for feature selection; D and ND denote depressed and not-
depressed patients, respectively; O is the unweighted average of D and ND.

F1-score Precision Recall

Features Dims Thr. O D ND D ND D ND

DAIC-Woz

Valstar et al. (2016) 88 0.49 0.41 0.58 0.26 0.94 0.88 0.42

Conventional approach

EGEMAPS 88 0.74 0.62 0.87 0.90 0.78 0.47 0.97

COMPARE 6373 0.47 0.24 0.70 0.45 0.59 0.16 0.86

Di sV oi ce 620 0.55 0.33 0.77 0.50 0.69 0.25 0.87

Feature-selection approach

EGEMAPS 39 0.18 0.69 0.54 0.84 0.67 0.72 0.33 0.91

COMPARE 2756 0.18 0.72 0.65 0.80 0.62 0.78 0.33 0.87

Di sV oi ce 184 0.20 0.65 0.47 0.83 0.80 0.73 0.33 0.96

PD-D

P. Pérez-Toro et al. (2021) 0.68 - - - - - -

Conventional approach

EGEMAPS 88 0.54 0.40 0.69 0.53 0.61 0.32 0.79

COMPARE 6373 0.43 0.30 0.56 0.33 0.53 0.28 0.59

Di sV oi ce 620 0.74 0.69 0.78 0.71 0.77 0.68 0.79

Feature-selection approach

EGEMAPS 7 0.26 0.65 0.57 0.72 0.62 0.68 0.52 0.76

COMPARE 186 0.3 0.78 0.75 0.81 0.73 0.82 0.76 0.79

Di sV oi ce 16 0.32 0.77 0.73 0.81 0.75 0.80 0.72 0.82

classifier performance, especially in identifying depressed (D) patients. The only exception is

the slight decline observed for EGEMAPS in the DAIC-WOZ dataset. These results highlight

the benefit of filtering out redundant or non-informative features, enabling the development

of more compact, interpretable, and discriminative models.

7.4.2 SFM based features

Figure 7.2 illustrates the accuracy trends of the two SFMs based on layer-wise analysis con-

ducted over 5-fold cross-validation. The results indicate that Layer 6 yields the highest perfor-

mance for W2V2, while Layer 16 leads to optimal performance for XLSR. Table 7.3 presents
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Figure 7.2: -•- on curves depicts mean of classification accuracy over 5 folds on validation-set
at every layer. Best Accuracy ( on validation-set data): -⋆- W2V2: 58.33%, and -⋆-XLSR:
55.00% from layer 6, and 16 respectively.

the test-set results on the PD-D corpus using the layers selected through the cross-validation-

based layer selection strategy. The findings clearly indicate that the SFM-derived represen-

tations alone do not yield satisfactory performance for this task. Notably, the XLSR model

pretrained on multiple languages including Spanish achieves an unweighted average F1-score

of 40%, whereas the W2V2 model, pretrained solely on English, attains a higher score of 45%.

Table 7.3: SFM performance for the selected layer on test-set. Dims denotes the feature
dimension; D and ND denote depressed and not-depressed patients, respectively; O is the
unweighted average of D and ND.

F1-score Precision Recall

Features Dims. O D ND D ND D ND

PD-D

W2V2 (L 6) 768 0.45 0.19 0.70 0.43 0.58 0.12 0.88

XLSR (L 16) 1024 0.40 0.12 0.67 0.29 0.56 0.08 0.85

7.5 Result analysis and discussion

We now present a detailed analysis and interpretation of the results reported in the previous

section.
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7.5.1 Handcrafted features

Building on the classification results of knowledge based handcrafted features (shown in

Section 7.4.1), we carried out a feature importance analysis by identifying the top 10 features

according to their normalized importance scores, as determined by the best-performing

classifier from the feature selection pipeline on both datasets. To facilitate interpretation,

we organized these acoustic descriptors into three distinct categories based on the type of

information they represent. Following the classification framework proposed by Eyben (2015),

we divided Low-Level Descriptors (LLDs) into those related to the vocal source and those

linked to the vocal tract. Additionally, we introduced a third category encompassing features

that capture global properties of the speech signal, integrating information from both source

and tract. Table 7.4 lists the selected features in descending order of importance, as assigned

by the GB model. For reference, the descriptor names are provided, with the ‘Index’ column

indicating the position of the feature in the openSMILE feature list, and the ‘Group’ column

showing the assigned category.

The feature rankings in Table 7.4 reveal a distinct pattern in how the classifier identifies

depression in speech from individuals with and without PD. In the DAIC-WOZ corpus, which

involves classifying depressive versus healthy control subjects, the classifier places the greatest

emphasis on source-related features—accounting for 6 out of the top 10. This is followed by a

smaller number of vocal tract features (3 out of 10) and just one global acoustic descriptor. The

prominence of source-related features suggests that vocal characteristics tied to the stability

and quality of vocal fold vibrations such as: jitter, harmonic-to-noise ratio, and pitch variability

are particularly informative for depression detection in a neurologically healthy population.

These results align with clinical findings, such as those by Hollien (1980), who reported pitch

alterations in depressed individuals, and Darby et al. (1984), who noted diminished pitch

range and vocal intensity among depressed patients. In contrast, the feature rankings for

the PD-D dataset indicate a broader spread of informative features. Notably, the presence of

Table 7.4: Feature ranking of GB trained on COMPARE for both DAIC-WOZ (left) and PD-D
(right), using PBCC feature selection approach. Index column indicates the i -th feature from
the 0-indexed feature list from the COMPARE header extracted from openSMILE

DAIC-WOZ PD-D
Index LLD name Group Index LLD name Group
3861 logHNR Source 142 Length L1 Global
4038 Jitter DDP Source 88 RMS Energy Global
5126 Py Sharpness Source 1 Length L1 Global
1493 Spectral Harmonicity Source 64 RMS Energy Global
6077 Spectral Variance Global 6067 Spectral Entropy Vocal tract
6174 MFCC Vocal tract 1245 Spectral Flux Global
2365 audSpec Vocal tract 1476 Py Sharpness Source
4132 F0 Source 2925 Spectral RollOff 90.0 Vocal tract
4131 F0 Source 2991 Spectral Centroid Global
1373 Spectral Skeweness Vocal tract 3106 Spectral Kurtosis Global
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several spectral features such as- spectral entropy, spectral centroid, spectral roll-off, spectral

flux, and spectral kurtosis reflects the vocal instability that is often observed in individuals

with PD (Hauptman et al., 2019). The observed reductions in spectral entropy and spectral

centroid among depressed patients further highlight the nuanced interplay between emotional

states and vocal quality (Hussenbocus et al., 2015). Additionally, the feature Length L1, which

captures aspects of voice quality and consistency, is impacted, pointing to irregular speech

patterns likely caused by motor impairments. Overall, this distribution underscores the added

complexity in detecting depression in PD patients due to the interplay between emotional

and motor-related vocal alterations.

7.5.2 SFM based features

While handcrafted acoustic features enable interpretability and facilitate detailed analysis,

such transparency is not readily achievable with representations derived from SFMs. Interest-

ingly, contrary to earlier findings where SFM-based features have outperformed handcrafted

ones for tasks like depression detection (W. Wu et al., 2023) and Parkinson’s disease classifi-

cation (Favaro et al., 2023; Purohit et al., 2025a), this performance advantage diminishes in

scenarios where depression coexists with Parkinson’s disease. One possible explanation lies in

the limitations of SFMs, which are typically pretrained on large-scale general speech corpora

and may thus lack sensitivity to the subtle interplay between affective cues and motor deficits

characteristic of this comorbid condition. The performances obtained further support this

observation, for instance, when we analyse the mean sensitivity (correct classification rate

for PD-D) and specificity (correct classification rate for PD-ND) scores across five folds, we

observe a high specificity of 82% and a notably low sensitivity of 24% for W2V2 (L 6). This

imbalance hints at the model’s bias toward the majority class and its difficulty in capturing

information related to depression within the pathological speech condition. Overfitting to the

training data may also contribute to this limitation. To address these issues, future work will

explore data augmentation and balancing strategies aimed at improving model robustness

and sensitivity to underrepresented classes.

7.6 Summary

This study investigates automatic depression detection in individuals with Parkinson’s disease

(PD) using the PD Depression (PD-D) corpus. We explore two distinct feature types for this

work: (1) interpretable, knowledge-based handcrafted acoustic representations, and (2) non-

interpretable features derived from Speech Foundation Models (SFMs). For the handcrafted

feature analysis, we not only evaluate their performance on the PD-D corpus but also study

and compare acoustic descriptor patterns with those observed in typical depression-affected

speech using the DAIC-WOZ corpus. The evaluation of SFM-derived features is focused

exclusively on the PD-D dataset to assess their effectiveness in detecting depression within

atypical speech associated with PD.
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The classification results indicate that handcrafted feature-based approaches, such as those

using the COMPARE feature set, can achieve an F1-score of 43% for depression detection in

individuals with Parkinson’s disease. Notably, performance improves substantially with the

F1-score rising to 78% when redundant features are removed using a Point Biserial Correlation-

based feature selection strategy. These findings highlight the critical role of feature selection

in enhancing model robustness and discriminative power. In contrast, the performance of

SFM-derived features remains subpar, even when representations are extracted from the

optimal encoder layer identified via cross-validation layer selection methodology. The results

indicate that these models tend to exhibit a bias toward the majority class, indicating limited

effectiveness in capturing depression-related cues within the atypical speech patterns of

individuals with Parkinson’s disease.

The analysis of handcrafted feature ranking (see Section 7.5.1) highlights distinct acoustic

profiles of depression in non-PD versus PD speech. In the DAIC-WOZ dataset, the classifier

places strong emphasis on source-related features, highlighting their importance in detecting

depressive states. This observation aligns with previous studies showing that vocal fluctua-

tions, such as pitch variability, serve as reliable indicators of depression. Whereas, speech from

individuals with PD exhibits a wider prominence of spectral features, reflecting the intricate

speech alterations associated with the motor symptoms characteristic of the disorder.

Our findings suggest that the presence of Parkinson’s disease complicates the automatic

classification of depression, likely due to overlapping and interacting acoustic symptoms.

The study demonstrates that depression manifests differently in the speech of individuals

with Parkinson’s compared to those without, emphasizing the need for tailored approaches in

speech-based mental health assessment. Our results demonstrate that handcrafted features

tend to yield better PD-D detection than SFM-derived representations.

One limitation of this study is the reliance on a low-resource and imbalanced dataset, where

depression labeling is based solely on a non-zero score for the “Depressed mood” item in

the MDS-UPDRS scale. We believe, a more robust labeling criterion would be necessary

to enhance the reliability of the ground truth. Additionally, the dataset does not include

information on medication status or speech-related subscores, both of which could provide

valuable context for experimental design and interpretation of results. Addressing these

limitations would require a separate dedicated data collection in the future.
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In this chapter, we first summarize the key findings and then outline potential directions for

future research.

8.1 Conclusion

The main focus of this work was on systematic exploration of the trade-offs, capabilities, and

constraints across various speech modeling paradigms, spanning traditional handcrafted

acoustic features, modern end-to-end deep learning, and large-scale Speech Foundation

Models (SFMs). Within this context, the thesis addresses four research questions (RQs), initially

focusing on paralinguistic states (speech emotion recognition or SER) and subsequently

investigating paralinguistic traits (Parkinson’s Disease or PD speech detection).

Conventional SER has relied on suprasegmental modeling, achieved through the extraction of

hand-crafted low-level acoustic descriptors. Recent advances, however, favor utterance-level

modeling, where speech representation such as Mel-Frequency Cepstral Coefficients (MFCCs)

or long duration raw audio waveforms are processed directly by deep neural networks (DNNs)

for SER. Contrary to these approachs, Chapter 3 introduced a novel approach to address RQ1:

the feasibility of effectively learning emotion-discriminative information from short speech

segments (≈ 250 ms) using Convolutional Neural Network (CNN). Across multiple corpora

(IEMOCAP, MuSe-Stress, and ExVo) and various emotion recognition tasks, our short-segment

modeling achieved performance that was often comparable to or even better than traditional

utterance-level systems. This approach demonstrated the effectiveness of short segment-

level emotion encoding. We further showed that when handcrafted features were restricted

to the same 250ms segment length, they yielded performance inferior to the end-to-end

system, highlighting the benefit of the network directly learning optimal emotion discrimi-

natory features from the raw data. The relevance signal analyses of our CNN revealed that

the networks specifically emphasize emotion-relevant cepstral information. This suggested

that fine-grained acoustic events act as robust carriers of affective information. This work

showcased, for the first time, the efficacy of using very short temporal windows as powerful
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indicators of emotional state.

In Chapter 4, we proposed a novel phonetically aware neural modeling framework to address

RQ2 by evaluating the usefulness of phonetically informed representations for speech emo-

tion recognition. The framework leveraged neural representations from networks trained

or fine-tuned for phoneme or grapheme classification, enabling the extraction of phonetic

information without requiring explicit transcriptions. This approach consistently outper-

formed traditional handcrafted acoustic features on benchmark English corpora. However,

only limited additional gains were observed when compared to pre-trained SFMs, in line with

later findings showing that such models already encode substantial phonetic information.

Crucially, we also expose a trade-off between optimizing for linguistic content to make SFMs

phonetically aware and preserving paralinguistic information (for SER); that is, ASR-oriented

fine-tuning can attenuate emotion-relevant information. Subsequently, we showed in Chap-

ter 5 that such paralinguistic information is recoverable via a second adaptation stage, albeit

with the network converging to a different representational state than models optimized

directly for emotion, evidence that “loss” under task transfer reflects reallocation rather than

irreversible erasure.

While Chapters 3, 4, and 5 demonstrated the utility of SFMs for modeling paralinguistic

states (emotions), Chapter 6 investigated RQ3: whether SFMs pretrained on healthy speech

can be effectively utilized for modeling neurological traits, specifically in the context of PD

speech analysis. In particular, we addressed the utility of SFMs for low-resource PD speech

detection. We propose and validate parameter-efficient adaptation strategies, including a

cross-validation-based layer selection methodology and the first application of Low-Rank

Adaptation (LoRA) for PD detection. We found that the layer selection approach achieved

performance comparable to full fine-tuning with significant parameter efficiency. Except,

the application of LoRA adaptation to the Whisper model outperformed the layer selection

approach. This finding suggests that models pretrained for speech recognition may inherently

capture the subtle articulatory and prosodic deviations between PD and healthy speech,

positioning them as efficient and suitable candidates for adaptation in PD analysis.

Finally, Chapter 7 of the thesis confronted the significant, under-explored challenge of de-

tecting comorbid depression in Parkinson’s Disease (PD). This study served as a complex

test scenario for RQ4: assessing the robustness of neural representations in encoding a state

(depression) within the context of a governing neurological trait (PD). Our key finding was that

the acoustic manifestations of this comorbid depression are distinct from typical depression,

as they are fundamentally confounded by PD speech symptoms. In this complex, low data-

resource setting, we found that the large-scale SFM approaches failed, exhibiting high bias

and poor sensitivity. Instead, a more traditional, interpretable approach using handcrafted

features combined with a robust feature selection method proved significantly more effective,

thus answering RQ4.

Collectively, this thesis advances the field by providing new approaches for fine-grained
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emotion recognition and efficient methods for pathological speech analysis. It also offers a

nuanced and critical perspective, demonstrating that while deep learning models are powerful,

their limitations in complex, comorbid, and low-resource scenarios necessitate a pragmatic,

task-aware approach, where knowledge based handcrafted representation remain not only

relevant but, in some cases, superior.

8.2 Limitations and future directions

The findings, methods, and identified limitations from this thesis open up several promising

avenues for future research.

Capturing multi-scale granularities: We established 250 ms as a viable segment length

for modelling emotion information. It would be interesting to investigate a multi-scale ar-

chitecture that simultaneously processes speech at different granularities (e.g., 250 ms for

phonetic-level cues, 1-2 seconds for prosodic-level cues, and the full utterance for global

context) and learns to fuse this information for robust emotion recognition.

Broader phonetic-class representation: For our work on phonetically aware neural represen-

atation it would be valuable to explore models pre-trained on broader phonetic classes (e.g.,

vowels, fricatives, nasals) to see if these more general articulatory-event embeddings offer

a better trade-off between phonetic detail and emotional expression, as hinted at by earlier

research.

Exploring auxiliary tasks for information recovery: Our framework for information recovery,

used ASR as the intermediary task that “loses” paralinguistic information. This could be ex-

panded to a matrix of intermediary tasks. For example, how does fine-tuning a pre-trained (PT)

model for speaker identification (‘PT → SpeakerID → SER’) or even accent identification (‘PT

→ AccentID → SER’) affect the representation of emotion? This would create a comprehensive

map of which paralinguistic tasks are synergistic and which are antagonistic.

Symptom-specific data augmentation: One of the bottleneck when dealing with pathological

speech tasks is the small, imbalanced dataset. The most urgent future work is to explore robust

data augmentation. That goes beyond simple noise addition and toward symptom-specific

augmentation. This could involve, for example, using generative models (like Generative

Adversarial Networks or Variational Autoencoders) trained to independently control acoustic

parameters related to, for example, PD motor symptoms (e.g., tremor, dysarthria) or depression

symptoms (e.g., F0 range, intensity), allowing for the synthesis of new, realistic pathological

training samples.

Multimodal paralinguistic modeling: While this thesis focuses on speech as a modality,

human communication is inherently bimodal, and future research should move toward multi-

modal frameworks that integrate visual dynamics and linguistic context. Beyond observable

behaviors, incorporating involuntary physiological signals, such as heart rate variability, elec-
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trodermal activity, and respiration, offers a promising direction. Fusing internal biological

markers with external cues can enable more robust, accurate, and resilient paralinguistic

systems.
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