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Abstract

Acoustic modeling using convolutional neural networks with raw waveform input has become popular for
many speech processing tasks. In the series of convolutional layers, the first layer acts as a frequency selective
filter-bank, and the subsequent ones involve 2D spectro-temporal filters. Since each filter focuses on a different
spectro-temporal pattern, there is an inherent redundancy in the learned filters. In this work we exploit this
redundancy and propose an alternative approach to train robust networks for speech applications. This is
achieved by spectro-temporal decoupling, where each 2D filter is approximated by a linear combination of a
low-rank set of spectral/temporal basis filters. This filtering operation can be seen as filtering temporal spectral
energy trajectories followed by their combination across spectral bands or vice versa. With a case study on
speech recognition, we show that the proposed scheme is robust, efficient and achieves comparable/better
baseline accuracy.

Keywords Speech recognition, low-rank modeling, convolutional neural network, end-to-end learning.

1 Introduction

A generic speech processing system consist of a feature extractor and a statistical module for classification/inference.
Many such conventional systems employ hand-crafted short-term spectral features based on knowledge from
speech production and perception. In the recent years, with advances in neural networks, there has been an
interest in reducing as much feature engineering as possible. For instance, 1) by modeling intermediate repre-
sentations such as filterbank coefficients computed on a linear [1] or Mel scale [2], spectrograms [3, 4], and
further, 2) by directly modeling raw speech signals [5, 6, 7, 8, 9, 10, 11, 12] using 1D convolution neural net-
works (CNNs) at the input stage, in an end-to-end manner. We focus on one such end-to-end raw-waveform
CNN architecture from [5], which consists of multiple convolutional layers followed by fully-connected layers.
Such systems were shown to achieve competitive performance in multiple applications such as speech recogni-
tion, speaker verification, and gender recognition [13, 11, 12, 14].

In general, in the case of raw waveform based CNNs, the first layer learns a short time-frequency decompo-
sition of the signal: for instance in speech recognition, it tends to behave as a log-spaced frequency selective
filter-bank [6]. Further, in the case of speaker verification, depending on whether the block-processing is seg-
mental (about 1− 3 pitch period duration) or sub-segmental, the first layer was shown to focus on voice source
related [12] and vocal tract system related speaker discriminative information [15], respectively. Following the
first layer, each filter in the subsequent layers performs 1D temporal filtering with filters spanning all the spectral
bands from the previous layer. In other words, it achieves an effect of 2D spectro-temporal filtering, combining
the information from both the spectral and temporal dimensions [7]. In the context of speech signals, while the
temporal domain retains its intuitive meaning, the spectral domain refers to the information space defined by
the different channels/filters of the previous layer. We show that there is an inherent redundancy in the very
nature of how the convolution is performed after the first CNN layer, and one can perform spectro-temporal
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decoupling for efficient modelling of the information in these spaces separately. This is motivated by traditional
feature extraction approaches where 1) first the information is combined across frequency bands followed by
temporal modelling e.g., cepstrum with delta and acceleration features; 2) first individual temporal spectral
trajectories are modeled followed by combination across spectral bands, e.g. RASTA features.

In this work, we propose a framework for spectro-temporal decoupling in CNNs to learn robust and efficient
raw waveform based networks. We show that this can be achieved by exploiting the redundancy in a CNN filter
using its low rank decomposition. This also provide insights about how the CNNs trained on raw waveforms
model the spectro-temporal information from speech signals. In particular, we propose a storage efficient LRC
(Low Rank Convolution) based CNN for speech processing, where we approximate a 2D spectro-temporal ker-
nel/filter by a linear combination of a few rank-k basis set of filters without sacrificing the baseline accuracy.
Here, rank selection is dependent on the individual layer’s temporal context. This filter set is first used to gen-
erate intermediate representations, which are then linearly combined to get the same effect as applying a 2D
filter. This leads to an efficient architecture with a significant reduction in the amount of trainable parameters.
This contrasts with works that takes an already trained network and attempt to perform a low-rank factoriza-
tion of the filter, e.g. see [16]. To the best of author’s knowledge, this is the first work that simply makes LR
decomposition the original structure of the network for speech processing. It can be argued that the proposed
approach appears to be similar to the concept of recently proposed depthwise separable convolution (DSC) for
2D-CNNs in the context of computer vision [17]. However, inherently DSC does not have the notion of low
rank decomposition, and we show that compared to DSC, LRC generalizes well and is more suitable for speech
processing applications across datasets. Although the proposed approach can be extended to 2D-CNNs, this
paper only focuses on 1D-CNNs in context of raw waveform based processing, and we demonstrate its utility
through a study on automatic speech recognition (ASR) systems.

The rest of the paper is organized as follows: Section 2 describes the raw waveform based CNN followed by
the proposed low-rank CNN in Section 3. Section 3.3 & 3.4 presents the relevant background work. Section 4
presents the experimental setup, and Section 5 presents the corresponding results obtained with the proposed
systems and the baseline systems. Finally, Section 6 concludes the paper.

2 CNN for raw speech modelling

This work extends upon the recent ASR studies using raw waveform based 1D-CNNs [6, 7, 8] and readers are
encourage to follow [5] for a detailed description of the baseline system. As depicted in Fig. 1(a), in the first
layer, each of the nf filters of length kW performs a dW strided convolution with the raw input waveform of
length Wseg resulting in 1D outputs. Parameter kW kernel width determines if the block processing is segmental
or sub-segmental. One can relate the output of first layer as output of a frequency selective filter-bank. Following
the first layer, each second layer filter, while operating at a time step, processes the responses of all the first
layer filters while having a temporal context. In other words, each filter spans the entire spectral dimension and
a part of the temporal dimension as shown in Fig. 1(b). This amounts to a 2D filtering operation, where filter
moves only in the temporal dimension.

Convolution

← nf →
)
)

)

l dW

xykW

WsegLayer-I
Convolution

(a)

⊗ → . . .
Layer-II

Convolution
(N ×M) Kernel

(b)

→

⊗⊗

→ . . .Layer-II
Low Rank Convolution
(1×M) and (1×N)

Kernels

(c)

Figure 1: Raw waveform CNN: Each color depicts a filter and its corresponding output. ⊗ denotes the convolution operation
and ↓ depicts the temporal dimension i.e., the direction of convolution.
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Figure 2: Low-rank convolution (spectral first processing). Each color depicts a filter and its corresponding output. ⊗
denotes the convolution operation and ↓ depicts the temporal dimension i.e., the direction of convolution.

3 Proposed CNN with Low-rank Filters

As described in previous section, after the first layer, convolution with a 2D filter amounts to filtering temporal
trajectories of scaled spectral energies, followed by an operation to combine them along different spectral bands
or vice versa. Since such sub-bands can overlap and there are correlations among adjacent temporal values,
the learned 2D filters have a lot of redundancies. Thus, the information of interest lies in a very low dimension
and we argue that speech can be efficiently modelled by decoupling the spectral and temporal information
learned by these filters. This can be achieved by exploiting the low-rank structure for filter approximation.
Mathematically, the convolution of an input X with a filter W in the second layer can be expressed as

W ⊗X ≈ U⊗ (V ⊗X) ≈ (U⊗X)⊗V (1)

where ⊗ denotes the convolution (sample-by-sample multiplication followed by a sum) and W = UV is the
rank-k decomposition of the filter W. Fig. 2 depicts the idea of realizing the convolution layer using the
proposed low-rank filters compared to the original convolution. For illustration, we show the case of rank-1
decomposition at layer 2, where instead of applying a 2D filter of size T ×M , filtering is performed in two steps:

1. first a 1D spectral filter is used to model all the M bands corresponding to each temporal point individually.

2. the resulting outputs are then combined using a 1D temporal filter which models T temporal points
simultaneously.

We believe that in this way by increasing the network depth (which increases expressivity) and combining
decoupled spectro-temporal information, the network will be more robust to degradations. This has further
implications: for e.g. depending on the application one can emphasize either the spectral or temporal related
information. We now describe the LRC operations in detail and its rank-k generalization in the next sections.

3.1 Rank-1 Decomposition

Let us assume that, at any layer, the input to the CNN is of dimension T×M , where T is the temporal dimension
and M is the number of input channels. Further, there are C channel outputs with filters/kernels of size N ×M
each. Using rank-1 decomposition, each CNN layer is realized with two CNN layers using a N × 1 temporal
filters and a 1 ×M spectral filters. The number of trainable parameters for each filter reduces from NM to
N +M , which saves a huge amount of computation. Since convolution is a linear operation, depending on the
application, there is flexibility of interchanging the operating layers, e.g., apply a M × 1 spectral filter followed
by a 1 × N temporal filter (see Fig. 2). We denote these low-rank CNN configurations as ‘temporal first’ -
processing along dimension N or ‘spectral first’ - processing along dimension M .

3.2 Rank-k Decomposition

The proposed LRC filters can be easily generalized for any rank-k. This can be achieved by realizing each CNN
filter using a total of k + 1 low-rank filters. Here, k < N is the dimensionality of the underlying low-rank
subspace. For temporal-first processing we will have projections on k subspaces via N × 1 filters, and a k ×M
filter combining outputs from these k subspaces. Similarly, in spectral first processing we will have projection
via k 1 ×M filters and a combination of resultant outputs via a N × k filter. Note that in principle each low
rank decomposition is achieved with filter pairs i.e., each spectral filter has a corresponding temporal filter. In
practice, having a k ×M combination filter is easy to implement rather than performing a sum over outputs of
k 1×M filters.
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3.3 Comparison with Depthwise Separable Convolution

DSC is also a form of factorized convolution where a standard convolution layer is replaced by a depthwise
convolution (applying a single filter to each input channel individually), followed by combining the resultant
outputs by a pointwise convolution [17]. Popular architectures in computer vision such as MobileNet [18],
EffNet [19], ShuffelNet [20], and Inception architecture [21] use Depthwise separable convolutions. In con-
trast, the proposed LRC is a generalized separable convolution based on the principle of low rank decomposition,
which can be applied in either of the filter dimensions. DSC does not have any notion of low rank approxima-
tion. Further, the underlying mechanism of action of DSC and its interpretation in terms of extreme Inception
hypothesis is still not fully understood [21]. Unlike DSC, where each filter processes only one input channel
as the first step, each LRC filter processes all the channels one after another. Further, in [17] it was observed
that employing a DSC does not work well in the initial CNN layers, while we observed LRC does not have any
such bottleneck. In the case of temporal first processing LRC requires kNC+kMC parameters (excluding bias)
while DSC requires kNM+kMC parameters, thus DSC will have less trainable parameters than LRC only when
C > M . We show that, in the context of speech signals, LRC performs better and is more robust than DSC.
In addition, previous studies such as [22, 23] have shown that, for speech applications, combining information
first along the spectral dimension is always better than temporal-first processing. In such cases, DSC is not
applicable since it operates on the channels individually.

3.4 Comparison with Existing Approaches

Recently, many works have also explored low rank structures for compressing neural networks. Most of there
works employ singular value decomposition (SVD) method where first a full-size model is trained and then the
model size is reduced with SVD [24]. This approach has been mainly shown to be useful for fully connected
layers [25, 26, 27]. One can see the SVD based approach as equivalent to inserting a linear bottleneck between
two layers of the network. However, Xue et al. [24] confirmed that linear bottlenecks in all layers degrade
performance when the network is trained from scratch. Recently, work in [28] verifies the strategy of SVD based
training and proposed the mean-normalized SGD optimization method that enables the training from scratch
with LR structure in FC layers. In contrast, our work presents an approach to implement LR decomposition in
CNN layers as a part of the original structure of the network.

In the context of speech processing, modelling spectral and temporal dynamics of speech has been explored
with time-frequency (TF)-LSTM [29, 30]. These systems involve performing 1-D recurrence over the frequency
axis followed by recurrence over time axis, or jointly 2D TF modelling. [31] established an equivalence between
F-LSTM and CNN. These works were originally carried out on spectrogram or hand crafted features. The present
work however deals with modeling of raw waveform.

4 Experimental Setup

4.1 Dataset and Experimental Protocol

We present our case study for ASR systems, where experiments are conducted on TIMIT [32] and Mediaparl
[33] corpora. TIMIT contains recordings of phonetically-balanced prompted English speech, while Mediaparl
consists of datasets of parliamentary debates in two languages. Table 1 provides a detailed description of the
datasets.

Table 1: Dataset information
Mediaparl

TIMIT
German French

Language de-CH fr-CH en-US
Training hours 14.5 16.1 5.4
Phone set count 57 38 48
Vocabulary size 16.8k 12.4k -

For TIMIT, we used the standard Kaldi recipe [34], where the pronunciation lexicon is a one-to-one map from
each phone to itself, and the bigram phone language model is prepared from the training set. For Mediaparl
experiments, we followed the protocols set in [33] for the data preparation, selection of pronunciation lexicon
and building bi-gram language models (LM).

For each dataset, the HMM-GMM pipeline is according to Kaldi (mono-tri3) [34]. We additionally built
subspace GMMs (SGMMs) and used their alignments to build all the neural networks. The Mediaparl setup
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Table 2: CNN architecture for phone classification. The inputs to the network are speech signals of length
250ms. nf denotes the number of filters in the convolution layer. nhu denotes the number of hidden units
in the hidden layer. kW denotes kernel width. dW denotes kernel shift (stride). Mpool+ReLU refers to max
pooling followed by ReLU activation.

Layer kW dW nf/nhu

Conv1 30 10 80
Mpool+ReLU 3 3 -
Conv2 7 1 60
Mpool+ReLU 3 3 -
Conv3 7 1 60
Mpool+ReLU 3 3 -
MLP - - 1024

Table 3: Convolutional layer parameter count.
Raw-CNN LR-CNN LR-CNN2 DS-CNN

61400 11960 21320 11980

consists of long utterances, and we found utterance-level cepstral mean and variance normalization (CMVN) to
be better than that at speaker-level (as done in Kaldi), hence, the former is used in our experiments.

Table 4: WER/PER for ASR on various databases. DS-CNN denotes system based on depthwise separable
convolution. LR-CNN denotes system based on the proposed low rank decomposition convolution.

System
TIMIT English Mediaparl French Mediaparl German

Monophone Triphone Monophone Triphone Monophone Triphone
Dev Test Dev Test Dev Test Dev Test Dev Test Dev Test

DNN 22.5 24.0 20.6 22.3 23.7 27.9 19.1 21.8 15.0 27.9 10.5 20.5
Raw-CNN 22.8 23.6 20.7 22.1 24.7 27.5 20.0 22.3 13.8 27.5 10.2 21.5
Raw-CNN + Init - - 20.4 21.8 - - 20.0 22.3 - - 10.2 21.5

DS-CNN 23.9 24.5 22.2 23.2 25.7 29.5 20.4 23.3 15.1 29.3 11.0 22.5
DS-CNN + Init - - 21.5 23.3 - - 20.6 23.3 - - 10.9 22.7

LR-CNN 23.1 24.4 21.8 23.4 24.3 27.4 20.0 22.3 14.7 27.8 10.7 21.4
LR-CNN + Init - - 20.7 22.8 - - 19.7 21.7 - - 10.7 21.2
LR-CNN2 22.4 24.1 21.3 22.8 23.8 26.9 19.2 21.8 13.8 27.4 10.1 20.9
LR-CNN2 + Init - - 19.9 22.3 - - 19.7 21.7 - - 9.8 20.9

4.2 Proposed and Baseline Systems

1) DNN: A hybrid DNN/HMM system, with a 3 hidden layer DNN, consisting of 1024 nodes with rectified
linear activations in each layer, serves as our acoustic-feature based baseline system, using Keras [35] with a
Tensorflow [36] backend. The system is built using a 13-D MFCC feature, extracted over 25ms frames at 100 Hz
rate, along with frame splicing of 11 frames, and including delta and acceleration coefficients.
2) Raw-CNN: Our raw speech based CNN baseline is adapted from the existing work in [5]. The network
architecture consists of a 3-layer CNN with 1 fully connected layer.
3) DS-CNN: This system uses the same configuration as Raw-CNN, with the standard convolution replaced by a
depthwise separable convolution. The depth multiplier (dm) is set to 1, which is akin to rank-1 decomposition
in case of the proposed approach.
4) LR-CNN: The proposed LRC based CNN mimics the baseline Raw-CNN configuration and hyperparemeters,
except that each CNN filter is realized by rank-k filters as described in Section 3. In this work we consider the
spectral-first processing configuration for the proposed CNN where the systems are denoted as LR-CNN (k = 1)
and LR-CNN2 (k = 2).

Table 2 provides the baseline CNN configuration and the hyperparameter details, while Table 3 provides
the number of trainable convolutional layer parameters. Both the DNN and CNNs were trained using Keras-
Tensorflow framework, with stochastic gradient descent and cross-entropy loss. Learning rate was halved, in
the range 10−1 to 10−6, between successive epochs whenever the validation-loss was saturated. All network
parameters were initialized from a normalized uniform distribution according to [37].
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It is worth mentioning that the proposed LR-CNN was implemented using the available customisation layers
in Keras, which is currently not optimised in terms of memory usage and speed. This limited us in further
validating the approach on larger corpora as well as using increased number of convolution layer parameters.

4.3 Implementation

The proposed low-rank decomposition has been implemented using Keras/TensorFlow. For the ASR experi-
ments, we interfaced this setup with Kaldi. These implementations, along with pre/post processing scripts, are
available online1.

5 Results

Table 4 presents the results obtained with the baseline and the proposed CNN-based systems, in terms of word
error rate (WER) for Mediaparl databases and phoneme error rate (PER) for the TIMIT database. As reported in
earlier studies, we observe that the performance of the Raw-CNN system is similar to or better than the feature
based DNN system across databases. The proposed LR-CNN performs comparable to the Raw-CNN system.
Although the results with DS-CNN are promising, the system significantly lags behind LR-CNN, even with more
number of parameters. This verifies the claim that for speech signals decoupling convolutions across channels
creates a performance bottleneck.

5.1 Effect of Rank

Rank-k is an important parameter in the proposed LR-CNN, and accounts for the number of subspaces used to
approximate the original convolutional filter. As expected, increasing the rank from 1 to 2 gives a significant
boost to the performance. Depending on the temporal context the performance saturates after a particular value
of k. An equivalent configuration in DSC is with the parameter dm, where we compute multiple outputs for
each input channel. Experimentally, for dm = 2 we observed a marginal improvement in the performance, yet
the systems still lag behind LR-CNN.

5.2 Generalization for Context Dependent Modeling

Given a network architecture, a triphone system has significantly larger number of output phone states as
compared to a monophone system. This may affect the convergence of the LR-CNN if trained from scratch. To
investigate the generalization ability, we retrained the triphone systems with the filter weights initialized from
the monophone system (denoted as LR-CNN + Init). As a comparison we also performed a similar experiment
with the baseline and DS-CNN systems. It can be observed that, on TIMIT, there is a significant performance
boost for LR-CNN to the extent that it matches the performance of Raw-CNN triphone system. However, DS-
CNN does not seem to benefit from such an initialization, which again verifies the claim that the proposed
approach has better generalization. On Mediaparl, such initialization only resulted in slight improvements but
the proposed system achieved the best overall performance. This indicates that with more training data LR-CNN
converges well and can even perform better than the baseline CNN.

6 Conclusion

Exploiting the idea that, when modeling raw speech signal with CNNs, the first layer of the CNN performs
spectro-temporal filtering and the learned information resides in a low dimensional subspace, we proposed a
low rank convolution based CNN architecture for speech modeling. The low rank decomposition decouples
the short-term spectral envelope and the long term temporal modulation information present in the speech
signals leading to parameter saving and better generalization. Our experimental studies also showed that
the proposed LR-CNN approach is better than the existing depthwise separable convolution approach. The
proposed LR-CNN approach first combines information across spectral frequencies or bands, and then models
the temporal information. This is interesting, as conventional spectro-temporal modeling approaches, such as
TRAPS [38, 39], advocate modeling temporal modulations in spectral bands first, followed by combining the
information across the spectral bands. Our future work will build on these observations and study the LR-CNN
approach in relation to the spectro-temporal modeling LSTM architectures developed in [31].

1https://github.com/idiap/LR-CNN
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